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12.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
12.2 DDL-Lite . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102
12.3 Improved definition and algorithm . . . . . . . . . . . . . . . . . . . . . . . . . 104
12.4 Non-malleability in other cryptographic primitives . . . . . . . . . . . . . . . . 109
12.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

13 Broadcast Encryption (Tamar Christina ) 111
13.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
13.2 Encryption Schemes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
13.3 Traitor Tracing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115
13.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118



Cryptography at Large vii

14 Receipt-freedom in voting (Pieter van Ede ) 119
14.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119
14.2 Current voting systems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
14.3 Receipt-freedom by Moran and Naor . . . . . . . . . . . . . . . . . . . . . . . . 122
14.4 Discussion and conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

15 Safety of the dutch OV-chipkaart (Marcel van Kooten Niekerk ) 127
15.1 Introduction to the OV-chipkaart . . . . . . . . . . . . . . . . . . . . . . . . . . 127
15.2 System architecture of the OV-chipkaart . . . . . . . . . . . . . . . . . . . . . . 128
15.3 Safety of the OV-chipkaart-system . . . . . . . . . . . . . . . . . . . . . . . . . 129
15.4 Safety of the disposable OV-chipkaart . . . . . . . . . . . . . . . . . . . . . . . 130
15.5 The anonymous and personal OV-chipkaart . . . . . . . . . . . . . . . . . . . . 131
Summary and Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135

Bibliography 137

Index 145



viii Contents



Preface

This reader contains papers, written by students of Utrecht University as part of the Cryp-
tography course of Fall 2008. The course treats the theory of Cryptography, underlying many
solutions in computer and IT security. The challenge for the students is, to connect this theory
to actual security products in their project study.

The papers were presented during a symposium on January 29, 2009. For the purpose of
the symposium, the presentations were divided into three themes, namely Successful Attacks

(Chapters 1 through 6), about systems of which the security was broken, Safe Digital Society

(Chapters 7 through 12), about security used in a nation-wide scale to support the economical
or democratic infrastructure, and New Systems (Chapters 13 through 16), about new ideas
or systems under development.

The session chairs during the symposium were Marjan van den Akker, Gerard Vreeswijk,
and Marinus Veldhorst. I hope the reader will be a nice souvenir for the speakers and writers,
and that it will provide for all others an interesting overview of some computer security topics.

Gerard Tel (course teacher),
Utrecht, February 2009.

ix



Chapter 1

Quantum Factorization

Written by Bart Jansen.

In 1994 the American mathematician Peter Shor [Sho97] published an algorithm for factoring
integers in polynomial time. Since the security of cryptosystems such as RSA [Tel08, Section
5.3.3] depends on the assumption that factoring large integers is computationally infeasible,
this publication came as quite a shock to physicists and computer scientists alike. Because it
has proven to be rather difficult to construct a quantum computer with sufficient “memory”
to actually run the algorithm on the large integers that are used as RSA moduli, there is
currently no threat to the safety of RSA encryption. This chapter investigates the nature of
the algorithm, and evaluates how long RSA will remain safe against quantum computers.

We start the chapter by introducing some of the basic concepts of quantum mechanics
that are be needed to understand why quantum computers are potentially more powerful than
classical computers. This is followed by a description of a probabilistic scheme for factoring
integers, first published by Miller in 1974 [Mil75]. Miller’s factoring scheme forms the basis
of Shor’s algorithm. Shor showed that the most critical step, finding the order of an element
in a modular group, can be performed in polynomial time on a quantum computer. No poly-
nomial algorithm is known for solving this problem on classical computers, which illustrates
the computational power of a quantum computer. In the last part of this chapter, we look at
the advancements that have been made towards implementing a quantum computer that can
execute Shor’s algorithm.

In the exposition of this subject, a strong distinction has been made between physical
and number-theoretical discussions. The text on physics will not contain any equations or
formal notation, since it only serves to transfer the ideas behind quantum physics to an unini-
tiated audience. The part on the number-theoretic properties of Shor’s algorithm will be
highly mathematical, since it neatly fits into the mathematical background of the course on
cryptography.

1.1 Introduction to quantum mechanics

The field of quantum mechanics originated in the 1920’s, when bright young minds such as
Heisenberg, Schrödinger and Bohr began to unify the various ad-hoc theories that existed at
that time to explain the “strange” outcomes of some experiments in physics. Several effects
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2 Quantum Factorization

that were observed in the lab simply could not be explained by the classical laws of physics
as postulated by Isaac Newton and James Maxwell. Even though classical physics had proven
very accurate when dealing with macroscopic systems (calculating the motions of the stars,
predicting the orbits of satellites and modeling the trajectory of rockets), it failed to explain
the effects that were observed for experiments on a much smaller scale. In particular, some
experiments seemed to suggest that light exists in the form of individual particles, while other
observations seemed to indicate that light consists of waves. The theory of quantum mechanics
was developed to explain this duality of light.

In the course of the previous century, the theory started to mature. Important predictions
that followed from the theory were later confirmed by experiments, and this predictive power
was starting to appeal to scientists. Unfortunately quantum mechanics would often lead to
conclusions that were extremely counterintüıtive to our normal way of thinking. As we shall
see, quantum mechanics does not give us a deterministic view of the world. This means for
example that according to the theory, sometimes all you can know of an electron is that it is
“probably in this region”; but not where it is exactly. The probability of finding an electron
that is initialized to a certain state can be predicted by quantum mechanics - and it is predicted
correctly. But that does not mean that after repeatedly initializing the electron the same way,
it will end up in the same place every time when you measure it. This non-determinism is an
intrinsical part of quantum theory, but it was not accepted by all scientists. Albert Einstein
was a notorious non-believer: in 1926 he wrote a letter to his colleague Max Born, stating:
God does not play dice with the universe. In other words, Einstein did not believe that nature
leaves room for non-determinism in the laws of physics.

Several of the strange concepts of quantum dynamics can be exploited to obtain computing
capabilities that are not offered by a classical computer (as modeled by a random access
machine or Turing machine). These computing tricks all exploit the non-determinism that is
deeply embedded in quantum theory.

1.1.1 Non-determinism in nature

Quantum mechanics deals with small objects such as electrons and protons. When we study
a discrete object (such as a rock) in classical mechanics, we can perform measurements to
uniquely determine its speed, direction and location at a certain moment in time. Even
though we might get a slight error in our data because of inaccuracy in the measurements, we
are inclined to believe that the rock has a well determined location, speed and direction, and
if we work hard enough at perfecting our measurement devices we can learn the values of all
those quantities up to arbitrary precision; depending on how much effort we are willing to put
in. Although this sounds perfectly reasonable on the grounds of our every day experience, one
of the foundations of quantum mechanics postulates exactly the opposite! Heisenberg’s uncer-
tainty principle states that some pairs of physical quantities (such as location and momentum,
for example) cannot both be accurately known at the same time. (Recall that the momentum
of an object is its velocity multiplied by its mass.) If you have a very precise measurement of
the location of the particle, then this implies that any knowledge of the momentum of that
particle must be very inaccurate. According to quantum mechanics, this is not a flaw in our
measurement devices but is actually a fundamental property of nature.

1.1.2 Quantum computation

Let us now turn our attention to the special computing capabilities that can be obtained by
exploiting these strange phenomena. The best way to describe the strange properties of quan-
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Figure 1.1: Schrödinger’s Comic, by XKCD

tum computation is by comparing it to “classical” computation. Consider your favorite model
of computation; for example, a Turing machine or a Random Access Machine. Regardless of
the specific model that we use, these schemes all have shared properties that we have come to
expect from a computing device. There are memory locations to which we can write values,
and from which we can later read back the value that we wrote. An elementary property of all
such memory schemes is that a memory location can take on a single value out of a discrete set
of possibilities. Most often we will simply say that a memory location stores a single bit-value
from the set {0, 1}. When we write to a memory location we have to specify the new value,
and that value will remain in that memory location until we change it again.

Memory acts differently in quantum computing. The elementary units of memory, called
qubits (short for quantum bits), can take on a value of 0 or 1. But surprisingly, the value
of a qubit can also be a mix of 0 and 1! In the case of mixed values, there is a probability
associated with every value; it controls what the odds are of reading that particular value,
when reading the qubit. If a qubit is in a mix of two states, then of course the probabilities
associated with each state should sum to 100% since we will be sure that we will always find
the qubit to have a value when we measure it.

To make this more concrete, consider the following example. Suppose we have a qubit x
which has value 0 with 25% probability, and value 1 with 75% probability. What does this
mean? If we read the value of x and find 0, and then we immediately read x again, we will
still find 0. (Quantum mechanics is weird, but it is not that weird [Aar01].) So where did the
1 part of the bit go? The probabilities should be interpreted as follows. Suppose we made 100
identical quantum computers, every one with their own qubit x in the mixed state described
above. If we would then proceed to measure x on all our separate machines, then we would
read the value 0 on approximately 25 of the computers, and we would read 1 on about 75 of
the computers. So the probabilities associated with a mixed state basically tell us that if we
would repeat the experiment from the start, re-initializing all the variables, then the outcomes
of reading the mixed qubit would obey the given probability distribution.

Of course, a single qubit can only be in a mix of the states 0 and 1. But things start to get
more interesting when we consider a quantum register of multiple bits. If we have a register
of b bits, then it can represent 2b different values. So the register could potentially be in a
mix of 2b different values! There exist quantum operations that exploit these characteristics.
For example, consider a 2-qubit register that has been initialized to a 50/50 mix of the values
00 and 10; so the register represents a mix of the integer values 0 and 2. Now suppose we
perform quantum addition on the register. It will end up in a 50/50 mix of the values 01 (so
1) and 11 (so 3). Note that in general, we modify all the simultaneous values of the register
by a quantum operation! This might seem too good to be true; but keep in mind that often
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Factor(N) :
(* The variable N is the composite number to be factored *)
pick random integer a such that 1 < a < N ;
if gcd(N, a) > 1 then return gcd(N, a);
(* The subroutine gcd is the computation of the greatest common divisor *)
else

determine r, the order of a modulo N (using quantum computing)
if r% 2 = 1 or ar/2 ≡N −1 then return FAIL;
else return {gcd(ar/2 + 1, N), gcd(ar/2 − 1, N)};

Algorithm 1.2: Factor.

we do not have control over which of the resulting values we will find when we actually read
the register. So for quantum parallelism to be useful, we need to ensure that the value that
we read in the register will actually be of use.

1.2 Shor’s factoring algorithm

We can consider Shor’s algorithm to be just an ordinary classical algorithm, with the exception
that it makes use of a quantum subroutine to find the order of an element in a modular group.
This is the view that we will adopt to present the algorithm: first we will look at the classical
part (as was discovered by Miller back in 1976), after which we will consider the order finding
procedure that is performed on a quantum computer.

1.2.1 The classical part of Shor’s algorithm

The pseudo code for Shor’s algorithm is given by Listing 1.2. When the algorithm successfully
runs on an input N , it will return one or two non-trivial divisors of N . A non-trivial divisor of
N is a value k that divides N , and such that 1 < k < N . Note that there is also the possibility
that the algorithm fails in a certain execution: it is a Monte Carlo algorithm. Frame 1.3
illustrates the execution of the algorithm through a numerical example.

The algorithm is not well suited to factor even numbers, or numbers that are a power of a
prime. Luckily, there exist fast classical algorithms to recognize and factor such instances. For
the remaining instances the probability that the algorithm fails can be shown to be at most 1

2 ,
regardless of the input. Although the proof of this fact is not difficult, it uses some number-
theoretic machinery such as Carmichael’s theorem that was not part of course material. Since
it would consume too much space to write down an insightful proof with introductions to all
the necessary mathematics, we refer readers to the treatment given in [EJ96] for a detailed
proof of the success probability of Miller’s factoring scheme.

Correctness

In the correctness proof of this algorithm, we shall need the following elementary fact about
the greatest common divisor:

Lemma 1.1 If gcd(a, b) = c, then there exist integers x, y such that ax+ by = c.
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Casus 1.3: Numerical example of Shor’s algorithm.

Let us see how Shor’s algorithm works when it factors the number N = 15. Suppose we
pick a = 11. We then find that gcd(11, 15) = 1 (they are coprime), so we continue by
determining the order of 11 modulo 15. We find that 112 = 121 ≡15 1, so ord15(11) = 2.
We find that the order r is even, and we can calculate ar/2 = 112/2 = 11. It follows that
ar/2 6≡15 −1 and the algorithm runs without failing. The first return value is gcd(ar/2 +
1, 15) = gcd(12, 15) = 3, and the second return value is gcd(ar/2−1, 15) = gcd(10, 15) = 5.
So for the choice a = 11, the algorithm correctly decomposes 15 into its prime factors 3
and 5.

Proof. The EuclidesPlus algorithm from the course reader [Tel08, Algorithm 4.3] computes
these coefficients, which proves that they exist. 4

Theorem 1.2 If Factor(N) executes without failure then the returned values are non-trivial
divisors of N .

Proof. There are two ways for Factor to return without failure.

• First consider the rare case that the algorithm generates a random a such that gcd(N, a) >
1. Observe that a is chosen to be smaller than N , so N cannot divide a. Since gcd(N, a)
divides N and is larger than 1, it must be a non-trivial divisor of N . So in this case the
algorithm is correct.

• Now consider the more complicated case: the algorithm returns gcd(ar/2 + 1, N) and
gcd(ar/2 − 1, N) after determining the order of a. Recall that the order r is defined as
follows:

r ≡def min{i ≥ 1 : ai ≡N 1} (1.1)

Now we continue the correctness proof. Observe the following derivation:

ar ≡N 1 since r is the order of a modulo N
⇔ ar − 1 ≡N 0 subtract 1 from both sides
⇔ (ar/2 + 1)(ar/2 − 1) ≡N 0 since r is even

Let us define abbreviations for the last two factors in this derivation: we choose u ≡def
ar/2 + 1 and v ≡def ar/2 − 1. It follows that uv ≡N 0. We will now show that N does
not divide u or v.

N does not divide v To see this, assume the opposite: N | v, so N | ar/2 − 1. Then
there exists an integer k such that kN = ar/2−1. But then kN+1 = ar/2, which implies
that ar/2 ≡N 1. Since r is even, it follows that r′ = r/2 is such that ar

′ ≡N 1 with r′ < r.
Now we arrive at a contradiction: since r was chosen as the order of a, there can’t exist
a smaller positive r′ such that ar

′ ≡N 1. We can conclude that N does not divide v.

N does not divide u Once again we use a proof by contradiction. SupposeN | ar/2+1.
Then ar/2 + 1 = kN for some integer k. But then ar/2 = kN − 1, so ar/2 ≡N −1. By
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the if statement in the algorithm, the algorithm will fail in this case. So whenever the
algorithm completes successfully and returns in the last line, N does not divide u.

We are now ready to prove that gcd(u,N) and gcd(v,N) are non-trivial factors of N . We
use a last proof by contradiction, proving the statement for u. The proof for v is com-
pletely symmetrical. So for sake of obtaining a contradiction, assume that gcd(u,N) = 1.

gcd(u,N) = 1 assumption
⇔ ux+Ny = 1 for some integers x, y by Lemma 1.1
⇔ uvx+Nvy = v multiply by v on both sides
⇔ kNx+Nvy = v since uv = kN for some integer k
⇔ (kx+ vy)N = v rearranging terms
⇒ N | v by definition

So the assumption gcd(u,N) = 1 implies that N divides v. But we have shown earlier
that this is not the case! So we obtain a contradiction, which proves that gcd(u,N) > 1.
The result that N does not divide u also implies that gcd(u,N) < N . So 1 < gcd(u,N) <
N , which proves that gcd(u,N) is a nontrivial factor of N .

4

Running time

Aside from the quantum order-finding subroutine, the operations required for Miller’s factor-
ing scheme are all fairly simple. They require nothing more complicated than calculation of
the greatest common divisor and modular exponentiation. We will see later that the modular
exponentation is actually the bottleneck step in this scheme, as well as in the order-finding sub-
routine. When computing modulo N , we can easily do modular exponentiation in O((logN)3)
time. We will come back to this discussion in Section 1.3. Since we need logN bits to en-
code the number N , it follows that Shor’s algorithm allows us to find non-trivial divisors of
a number in an amount of time that is bounded by a polynomial in the input length. Using
recursion this can easily be extended to factor an integer N in polynomial time.

1.2.2 The quantum part of Shor’s algorithm

We now shift our attention to the quantum part of the algorithm: finding the order of a
modulo N . We can view this as finding the period of a function f(x) = ax %N , which means
that we want to find the interval with which the values of f repeat themselves. It turns out
that quantum computers are very well suited to solve these kinds of problems. To determine
the period of f , we first choose q to be the smallest power of 2 such that N2 ≤ q ≤ 2N2.
The algorithm will find the period of f by evaluating the first q powers of a modulo N . This
value of q is chosen to ensure a sufficiently large number of repeating values of f(x) in the
range 1 ≤ x ≤ q: this ensures a large probability of success in determining the period. The
quantum computation uses two registers: the first one should be able to hold values as large
as q, whereas the second register will only contain values modulo N ; it therefore needs only
logN qubits. The quantum algorithm now performs the following steps:

1. The first register is initialized to a uniform mix of all values from 0 up to q − 1; these
values will be used as arguments to the function f . The second register is initialized
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to 0. Even though the number of different values that are mixed in the first register
is polynomial in N , this step can be implemented on a quantum computer using only
O(logN) operations.

2. The next step is similar to the quantum addition described in Section 1.1.2. But instead
of addition, here we perform modular exponentiation to evaluate function f . We apply
function f to the contents of the first register, and store the result in the second register.
After this step, the second register is in a mix of all values of f(x) = ax %N for 0 ≤ x ≤
q − 1. The modular exponentiation required for evaluation of f can be performed using
repeated squaring . Because of quantum parallelism, we can compute f(x) for all these
values of x by executing the repeated squaring algorithm once. Through the nature of
quantum mechanics, the mix of values in the first register is now linked to the mix of
values in the second register. The importance of this will become clear in the next steps.

3. We measure the value of the second register and find some value y in the range 0 ≤ y ≤
N − 1. By measuring the register we have “forced nature” to select one of the elements
of the mixed state. Since the states of the first and second register were correlated prior
to this step (a phenomenon called entanglement), this also affects the state of the first
register. After the measurement, the first register is in a mix of all the values of x for
which ax %N = y. These are exactly the values z, z+ r, z+ 2r, z+ 3r, · · ·, where z is the
smallest positive integer such that az %N = y, and r is the order of a. It is important
to note that the mix of values in the first register now holds information about r. But
we cannot simply measure the first register at this point; then we would simply find a
single value of z + kr for one particular value of k, which would not help us to find r.

4. So instead, we perform another quantum operation called the Discrete Quantum Fourier
Transform. It is similar to ordinary Fourier transformations used in signal processing,
in the sense that it is a mapping from a periodic sequence to the periodic components
of that sequence. In this case, applying the DQFT will transform the state from a
sequence with period r and length q to a sequence with period q/r, starting at the
very first element. This effectively brings the first register into a mix of states that
correspond to values that are multiples of q/r. The DQFT can be implemented efficiently
on a quantum computer, using a number of operations that is polynomial in logQ and
therefore polynomial in logN . No classical equivalent for this operation is known that
has the same time complexity. Interested readers can consult an article by quantum-
complexity expert Scott Aaronson [Aar] for an intüıtive explanation of the DQFT.

5. Now we measure the value in the first register, and find a value k that is a multiple
of q/r with high probability. Using our knowledge of q and k, we can perform some
postprocessing on a classical computer to find the value of r from these numbers. This
is the final result of the order finding procedure.

The modular exponentiation in step 2 dominates the running time of the procedure. It can be
implemented to run in O((logN)3) time, which is the running time of the algorithm. Observe
that this procedure could never be executed on a classical computer. Almost all the steps -
from the register initialization to the Discrete Quantum Fourier Transform - exploit quantum
parallelism. The use of quantum entanglement is also a prime example of harnessing the power
of quantum mechanics for computation. Due to the quantum mechanical background of the
procedure, it is highly non-deterministic. Although the order of a will be determined with high
probability, there are various different paths to this result that can be taken. There is also
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a small probability of failure; we could for example measure the value 0 in the first register,
from which we would learn nothing useful about the period of function f . But such failures
are a rare occurrence, and they are not related to any particular input; running the procedure
again will likely yield the desired result.

1.3 Complexity considerations for cryptography

Most of the cryptographic schemes used today do not offer perfect security, but only com-
putational security: even though computational procedures exist to break such schemes, it
is suspected that any such procedure would take an impractical amount of time to actually
execute. It follows that such computational secure schemes exploit the varying computational
complexity of the problems associated with cryptography: they use the fact that decoding a
message is easy (i.e. fast) when you have the secret key, and hard (slow) when you do not.
So for a computationally security scheme to be useful, the computational complexity of de-
crypting using the secret key should be significantly smaller than the complexity of decrypting
without that key. In the case of RSA, it all boils down to this: it should be easy to compute
specific powers of a number, but it should be hard to find the prime factors of a composite
number. The latter follows from the fact that once the prime factors of the modulus are found,
an attacker can obtain the secret key by computing the inverse of the public exponent [Tel08,
Section 5.3.3].

So how do matters stand for RSA, complexity-wise? It is well known that we can com-
pute ab %N in polynomial time when compared to the length of the encodings of a, b and N ;
for example by using the repeated-squaring algorithm. When using simple elementary-school
longhand multiplication in the repeated squaring algorithm, this yields an O((logN)3) algo-
rithm for modular exponentiation [Sho97]. The time bound for factoring an integer is more
involved. The current state-of-the-art in classical algorithms for integer factorization is the
general number field sieve by Lenstra et al. [LLMP90]. It can factor an integer N in time
O(exp(c(logN)1/3(log logN)2/3)) for some constant c; we call such running times subexpo-
nential. Although this expression for the runtime is rather complex, the important thing to
realize is that Lenstra’s algorithm does not run in polynomial time, when measured in the
number of bits of the input (i.e. logN). On the other hand, decrypting a message when you
know the key is O((logN)3) so polynomial time. This difference in complexity is what makes
RSA computationally safe. When measured as a function of the modulus size, the time needed
to break the code grows at a much faster pace than the time needed to decrypt a message
using the key. This implies that we can choose the modulus size such that normal decryption
is fast, but breaking the code takes an infeasible amount of time.

Let us consider how this picture changes when we take Shor’s quantum factoring into
account. It can factor a number N in O((logN)3) time. This means that factoring on a
quantum computer is asymptotically just as fast as decrypting a message using the RSA key!
Since we can find the RSA key from the factors of the modulus, we can conclude that when
a quantum computer is available, decrypting a message without using the key will be just as
fast as decrypting when we know the key! In this scenario, we can no longer choose a modulus
size that will make RSA computationally secure. Either we pick the modulus to be large, and
it will be infeasible to decrypt a message when we know the key, or we pick the modulus to
be small and it will be feasible to decrypt without the key. As a final, fatal blow to the RSA
encryption scheme, it should be noted that modular exponentiation is the bottleneck in Shor’s
algorithm. When we find a quicker method to do modular exponentiation (i.e. to decrypt
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Casus 1.4: History of Quantum Computers.

The publication of Shor’s algorithm formed a big motivation for the
implementation of quantum computers. Here is a brief overview of
the history of quantum implementations:

1994 Shor publishes his algorithm.

1998 First 2- and 3 qubit systems based on MRI.

2000 Introduction of 5- and 7 qubit systems, using same technique.

2001 IBM [VSB+01] factors 15 using the 7 qubit computer.

2005 First “quantum byte” of memory.

2006 Scientists in Massachusetts and Waterloo finish 12 qubit system.

2007 Commercial company D-Wave system claims 28-qubit quantum computer. Teams
in Brisbane and Hefei factor 15 with Shor’s algorithm, using laser-based quantum
operations on a 4 qubit machine.

2008 D-Wave systems reveals 128-qubit chip.

using the key), this also implies a quicker method to factor the modulus! Therefore, security
experts expect RSA to disappear over night once a quantum computer is available that can run
Shor’s algorithm on large enough inputs. It might come as a surprise that quantum computers
can also efficiently compute discrete logarithms. So if a large scale quantum computer is ever
built, it will conquer the computational complexity of both the RSA and ElGamal encryption
schemes.

1.4 Implementations of Shor’s algorithm

A brief overview of the development of quantum computers is given in Frame 1.4. It should
be obvious from the timeline sketched there that quantum computation is still in its infancy
stage. Researchers are currently working on the basic questions such as: which physical entities
should we use to represent qubits, and how can we implement the quantum gates required to
manipulate these bits? Scientists have tried making qubits out of trapped ions, photons,
electrons, quantum dots and buckyballs. The approaches are as diverse as the names are
strange, but they all face the same challenges. Apart from the problem of controlling and
initializing the states of the qubits, one of the main problems that has to be tackled is that
of decoherence [CLSZ95]. In order to benefit from quantum effects, processes need to take
place on an atomic scale. But using such small scales also makes the system very sensitive to
disturbances from the outside, such as the ever present background radiation originating from
outer space. For reliable quantum computing to become a reality, scientists need to find a way
to protect the qubits from being disturbed by this.

In the past two years a new physical means of performing quantum computations has been
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developed, and it is showing great potential for solving the decoherence problem. Photons
are very stable particles; they hardly react with anything else. You can send a photon to the
moon, and if the angle is right then it will bounce back into your eye without interacting with
any of the particles it encountered along the way. This property of photons has been known
for a long time, but scientist didn’t consider photon quantum computers a viable possibility
until 2001 when researchers from the university of Queensland [KLM01] discovered a way to
manipulate the photons to execute quantum operations.

These photon based techniques were used by two independent teams in Hefei [LBYP07]
(China) and Brisbane [LWL+07] (Australia) to implement Shor’s algorithm. Both teams
factored number 15 in the year 2007. Critics agree that these experiments really used quantum
mechanical processes for the computations. In particular, the experiments showed that the
qubits were really entangled.

1.5 The future of quantum computing

Even though photonic qubits might prove to be the solution to the decoherence problem, we
are still a long way off from building a quantum computer capable of factoring modern RSA
moduli. It is not as simple as scaling up the experiments done in 2007; those experiments used
only 4 qubits, whereas we would need in the order of 1024 qubits to factor a RSA key. Since all
these qubits need to be brought into a mixed state for a shared register, this will be far from
trivial. Another important thing to note is that the two teams that factored the number 15 in
2007 did not really implement all the steps of Shor’s algorithm on their quantum computers.
They analyzed the steps taken by the algorithm on input 15 to determine which operations
are not necessary for factoring 15, and left them out. Other situations were also simplified; in
essence they implemented a version of Shor’s algorithm that was compiled (on paper, by the
scientists) to factor the number 15. So if factoring 15 in a general manner is too hard for the
current state of the art in physics, you can image that it will take another while until quantum
computers factor a 1024-bit number. Given the rate of progress, it will probably take at least
another decade before quantum computers will pose a real threat to RSA.



Chapter 2

Diffie-Hellman and Discrete
Logarithm Problems

Written by Sori Lee.

The security of many cryptography algorithms relies on the computational hardness of the
Diffie-Hellman problem. Familiar examples of such algorithms include the Diffie-Hellman key
agreement protocol and the ElGamal encryption, that still serve as the basic idea of many
cryptography systems in use. Therefore it is very desirable to know how hard the Diffie-
Hellman problem really is. Various researches have actually been done on this matter in the
last decenia, after Whitfield Diffie and Martin E. Hellman published their epoch-making paper
[WD76] with the proposal of the key agreement protocol. A common approach to this question
has been the trial to reduce another problem, which is (probably1) hard, to the Diffie-Hellman
problem. Typically such a reduction involves the discrete logarithm problem, with which this
paper is mainly concerned. Other reductions are for instance of the integer factorization
problem.2

The paper is organized as follows. First we define the Diffie-Hellman problem, giving atten-
tion to the security of related cryptography algorithms. Then the discrete logarithm problem
is discussed, concentrating on the status of its computational hardness. Consequently a tech-
nique to reduce the discrete logarithm problem to the Diffie-Hellman problem is illustrated.
We will thoroughly develop neccessary mathematical and algorithmic tools to demonstrate a
(probablistic) polynomial-time algorithm solving, given a so-called Diffie-Hellman oracle3, the
discrete logarithm problem for a certain class of groups. Finally, some comments on general-
izations of the presented algorithm will be given with further references.

2.0.1 Notations

The following describe some notation matters the reader should be aware of.

• Throughout the report, we let G be a (multiplicatively written) finite cyclic group gen-
erated by some g ∈ G.

1Many problems are apparently hard, but not (yet) proved to be hard, like the NP-complete ones.
2For instance, [BBR99] proves that a generalization of the Diffie-Hellman problem is no easier than the

factorization problem.
3The ‘Diffie-Hellman oracle’ is the concept for algorithms solving the Diffie-Hellman problem with no com-

putational cost. See Definition 2.3.

11
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• Since ord(g) = |G|, we allow raising g to some power e ∈ Z|G| in the canonical sense. In
that context, we may refer to e as a number.

• Throughout the report, (discrete) logarithms are to the base 2. For simplicity, log(|G|)
is sometimes written as log |G|.

• The basic operations are the addition, equality testing and computing inverse in G,
together with the arithmetic operations of O(log |G|)-bit numbers.

2.1 The ‘problems’

2.1.1 The Diffie-Hellman problem

To understand the Diffie-Hellman problem, which will demand an algorithm to be provided, we
need to know (i.e. define) how the input and output of the algorithm, which will be elements
of a finite group, is stored. The convention we obey is that if we are given a finite group G,
then we know the integer |G| and so any of the |G| elements of G can be and is identified as
a dlog |G|e-bit object. Note that since dlog |G|e ≤ log |G| + 1, we have dlog |G|e ∈ O(log |G|).
So we can say that the elements of G are O(log |G|)-bit objects.

Definition 2.1 (Diffie-Hellman problem) The Diffie-Hellman problem for G is stated as
follows.

Given gu, gv ∈ G, where u, v ∈ Z|G|, compute the element guv ∈ G.

The exponents u and v do not belong to the input, neither is the exponent uv asked as the
output; the objects involved are just elements of G.

It is not (yet) known whether the problem is really hard to compute, i.e., whether it is
non-polynomial.4 We review how this problem relates to the Diffie-Hellman key agreement
protocol and the Elgamal encryption. Let G be a finite group generated by some g ∈ G.

In the Diffie-Hellman protocol, two parties, say Alice and Bob, can agree a common key
without communication. Alice has a private key xA ∈ Z|G| and the public key yA = gxA ∈ G,
and Bob has a private key xB ∈ Z|G| and the public key yB = gxB ∈ G. The common key
gxAxB between Alice and Bob is calculated as yxA

B by Alice and yxB
A by Bob. But if an efficient

algorithm to solve the Diffie-Hellman problem is available to a breaker, then he can compute
the secret key gxAxB of Alice and Bob using their public information yA = gxA and yB = gxB

only.
The ElGamal encryption relies similarly on the computational hardness of the Diffie-

Hellman problem. The private key is some a ∈ Z|G|, and the public key is b = ga ∈ G.
To encrypt a plaintext x ∈ G, a random number k ∈ Z|G| is chosen, and the ciphertext
y = (u, v) with u = gk and v = bkx is computed. Then a legal secret holder, who knows the
private key a, can easily compute the plaintext x = v/ua from y. But again, if a breaker has
an efficient algorithm to solve the Diffie-Hellman problem, then he can compute ua = gka from
the public informations u = gk and y = ga, so that the plaintext x = v/ua in turn becomes
vulnerable.

We have reviewed the importance of the Diffie-Hellman problem to the key agreement
protocol and the ElGamal encryption. Now we turn to the discussion of the discrete logarithm
problem.

4See [Tel08, Section 5.2.3].
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2.1.2 The discrete logarithm problem

The discrete logarithm problem is a NP problem, but it is again not known whether it is
polynomial, nor whether it is NP-complete.5

Definition 2.2 (discrete logarithm problem) Let G be a (multiplicatively written) finite
cyclic group generated by some g ∈ G. The discrete logarithm problem for G is stated as
follows.

Given a ∈ G, find the (unique) number s ∈ Z|G| such that gs = a.

The number s is called the discrete logarithm of a to the base g.

Since the exponentation gs can be done in O(log |G|) basic operations by the ‘squaring
method’, the discrete logarithm problem is indeed a NP problem. It is a typical problem that
is assumed to be computationally hard in crytography. In fact, the Diffie-Hellman problem
trivially reduces to the discrete logarithm problem: given two elements gu, gv as an input of
the Diffie-Hellman problem, we first compute the discrete logarithms u, v and obtain the power
guv as the output. In other words, the discrete logarithm problem is computationally at least
as hard as the Diffie-Hellman problem. The next section is devoted to the interesting question,
whether the converse can also be proved.

2.2 Reducing the DL problem to the DH problem

To state propositions about the reduction of the discrete logarithm problem to the Diffie-
Hellman problem, we first formalize the concept of an ‘algorithm solving the Diffie-Hellman
problem to be called by the reduction algorithm’.

Definition 2.3 (Diffie-Hellman oracle) A Diffie-Hellman oracle (or a DH oracle) takes
two elements gu, gv ∈ G as the input, where u, v ∈ Z|G|, and returns, without computational
costs, the element guv.

The difficulty one encounters while constructing a reduction algorithm is that there is
too little information available about G. In the two publications [UMM99] and [UMM00],
U.M. Maurer and S. Wolf describe a technique to reduce the discrete logarithm problem to
the Diffie-Hellman problem for a considerably large class of groups. This technique involves
the use of so-called auxiliary groups, about which one knows more information, and relates
algebraic operations in G to operations in an auxiliary group. The treatment in this report
aims at giving a lowbrow introduction to this technique, so not in the rich generality the
original papers by Maurer and Wolf provide. In the following, the restrictions on G in our
account will be made explicit.

2.2.1 Restrictions

First of all, we will only consider the cyclic elliptic curves over a prime field as auxiliary groups.
Recall from [Tel08, Section 14.2.2] that an elliptic curve over the prime field Zp is the set

Ep,a,b = {(x, y) ∈ Z2
p : y2 = x3 + ax+ b} ∪ {∞}

5See [Tel08, Section 5.2.3].
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Casus 2.1: Addition in Elliptic Curve

The addition in elliptic curves has a nice geometric
interpretation. We describe it by an example. Look
at the picture on the right. The curve drawn thick
is a certain elliptic curve, and P,Q are two points
on it. How do we add the points P and Q? First
we draw the line through P and Q, and find the
third intersection P ∗Q. Then we draw the vertical
line through P ∗ Q, and find the new intersection
point as the sum P +Q. This example comes from
[JHS92, Page 28].

equipped with a certain additive group structure (not the component-wise addition), with p a
prime number and a, b ∈ Zp as parameters. The computation of the addition requires only a
constant number of arithmetic operations in coordinates, and the coordinates are O(log(p))-
bit numbers. Since we will soon restrict the order of G to be a prime number p, the group
operations of the elliptic curves will also be refered to as ‘basic operations’.

For a small example of elliptic curve, put p = 7, a = 1 and b = 1. Then we find that

E7,1,1 = {∞, (0, 1), (2,−2), (2, 2), (0,−1)}

is a cyclic group of order 5, where ∞ is the neutral element (as always) and (0, 1) generates
the other elements in the order listed.

Finally we state the full condition of the reduction algorithm we will provide in the following
theorem.

Theorem 2.4 Suppose that

• |G| = p for some prime number p such that 4|(p+ 1),

• there exists a, b ∈ Zp such that E := Ep,a,b is a cyclic elliptic curve over Zp,

• |E| = q1 · · · qm for some m ∈ Z≥1 and distinct prime numbers q1, . . . , qm,

• there exists B ∈ Z≥1 such that |E| is B-smooth, i.e., q1, . . . , qm ≤ B,

• a Diffie-Hellman oracle DH is available for G, (notation: DH(gu, gv) = guv)

• for at least p/ log(p) elements x ∈ Zp, x3 + ax+ b is a quadratic residue in Zp.

Then there exists an algorithm solving the discrete logarithm problem in (expected) O(B3(log(p))2)
basic operations and calls to DH.

The last condition in the hypothesis of the theorem especially seems, and is, very artificial.
It is adopted to maintain the simplicity and rigor of our treatment. But it is probably not
a strong condition, considering the fact from the elementary number theory that (p − 1)/2
(which is much larger than p/ log(p) if p is large) elements of Zp are quadratic residues.6

To construct the reduction algorithm required by Theorem 2.4, we will first see how the
group operations of G is related to the group operations of E.

6In fact, [UMM00, Section 3.3] claim a tighter time complexity for the same reduction algorithm, without
adopting this condition.
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2.2.2 Correspondence of group operations

In the following, we will state various lemmas that facillitate operations of E in terms of
operations of G. These simple translations are in fact the core of the reduction technique we
present, and will be used as subroutines in the reduction algorithm we will give soon. From
now on, keep the notations and conditions of Theorem 2.4.

First, we will see that many operations in the exponent of g can be done just using group
operations of G. This is useful, because expressions in terms of elliptic curve point coordinates
will be placed in the exponent of g by the reduction algorithm.

Lemma 2.5 Let n ≥ 1 be a integer. Given gx, where x ∈ Zp, the element gx
n

can be computed
in O(log(n)) basic operations and DH calls.

Proof. Let e ≥ 0 be the greatest integer such that 2e ≤ n. Iterating DH, the elements
gx

21

, gx
22

, . . . , gx
2e

can be computed by e calls to DH. Now, gx
n

can be obtained as a com-
bination of these elements under the DH operation where each element occurs at most once.
Since e ≤ log(n), we conclude that gx

n
can be computed in O(log(n)) basic operations and

DH calls. 4

Lemma 2.6 Given gx ∈ G, where x ∈ Zp, it can be decided whether x is a quadratic residue
in Zp in O(log(p)) basic operations and DH calls.

Proof. We are given an element gx ∈ G, and want to know whether x is a quadratic residue
modulo p. By Euler’s criterion this is the case if and only if

x(p−1)/2 ≡ 1 mod p,

which in turn is the case if and only if

gx
(p−1)/2

= g.

Since we can compute gx
(p−1)/2

in O(log(p)) basic operations and DH calls by Lemma 2.5, the
quadratic residuacity of x can be determined in O(log(p)) basic operations and DH calls. 4

Lemma 2.7 Given gy
2 ∈ G, where y ∈ Zp, the element gy and g−y can be computed in

O(log(p)) basic operations and DH calls.

Proof. Since 4|(p+ 1), the two possibilities for the root y of y2 are

(y2)(p+1)/4 and −(y2)(p+1)/4

by [Tel08, Lemma 5.3]. Say y = (y2)(p+1)/4. Then the element

gy = g(y2)(p+1)/4

can be computed in O(log(p)) basic operations and DH calls by Lemma 2.5. The element g−y

is computed as the inverse (gy)−1 of gy, which costs one basic operation. 4

Then we turn to the situations where the coordinates of elliptic curve points are placed in
the exponent of g, and investigate how the elliptic curve operations are done by the operations
of G.
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Lemma 2.8 Given gu1 , gv1 , gu2 , gv2 ∈ G such that

(u1, v1), (u2, v2) ∈ E and (u1, v1) + (u2, v2) 6=∞,

the elements gu3 , gv3 ∈ G such that

(u3, v3) = (u1, v1) + (u2, v2)

can be computed in O(log(p)) basic operations.

Proof. The elements gu3 , gv3 will be produced using the addition formulas in coordinates, as
described in [Tel08, Section 14.2.2]. The following two cases are relevant for the statement of
our lemma:

• one where u1 6= u2,

• one where (u1, v1) = (u2, v2) and v1, v2 6= 0.

First we treat the case of u1 6= u2, in which the addition formula is the following.

c :=
v1 − v2

u1 − u2
,

u3 = c2 − u1 − u2,

v3 = c(u1 − u3)− v1.

Thus

gu3 = gc
2−u1−u2 = gc

2
/gu1/gu2 = DH(gc, gc)/gu1/gu2 ,

gv3 = gc(u1−u3)−v1 = gc(u1−u3)/gv1 = DH(gc, gu1/gu3)/gv1

where
gc = g(v1−v2)/(u1−u2) = DH(gv1−v2 , gu2−u1) = DH(gv1/gv2 , gu2/gu1)

can be computed in O(1) basic operations and DH calls.
Then we treat the case of (u1, v1) = (u2, v2) and v1, v2 6= 0, with the formula:

c :=
3u2

1 + a

2v1
,

u3 = c2 − u1 − u2,

v3 = c(u1 − u3)− v1.

Thus

gu3 = gc
2−u1−u2 = gc

2
/gu1/gu2 = DH(gc, gc)/gu1/gu2 ,

gv3 = gc(u1−u3)−v1 = gc(u1−u3)/gv1 = DH(gc, gu1/gu3)/gv1

where

gc = g(3u2
1+a)/(2v1) = DH(g3u2

1ga, (g2v1)−1) = DH(DH(gu1 , gu1)3ga, ((gv1)2)−1)

can be computed in O(log(p)) basic operations and DH calls. (Not O(1), because of the
exponentation ga.) 4
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Lemma 2.9 Let n ≤ |E| be a positive integer. Given gx, gy ∈ G such that (x, y) ∈ E, the
elements gu, gv such that (u, v) = n · (x, y) can be computed in O(log(p)2) basic operations and
DH calls.

Proof. Let e ≥ 0 be the greatest integer such that 2e ≤ n. Applying Lemma 2.8 iteratively, the
pairs (gui , gvi)i=1,...,e where (ui, vi) = 2i ·(x, y) can be computed in O(e·log(p)) basic operations
and DH calls. Now, gu, gv such that (u, v) = n · (x, y) can be obtained as a combination of
these pairs under Lemma 2.8 where each pair occurs at most once; so this requires at most e
calls to DH. Since |E| ≤ |Z2

p ∪{∞}| = p2 + 1, we have that e ≤ log(n) ≤ log |E| ≤ log(p2 + 1).
Therefore the entire computation costs O(2 log(p)2) = O(log(p)2) basic operations and DH
calls. 4

Now we are ready to give the reduction algorithm, which will prove Theorem 2.4.

2.2.3 The reduction algorithm

The following proof (or the algorithm) is more or less from [UMM00, Section 3.3].
Proof.[Proof of Theorem 2.4] We give an algorithm solving the discrete logarithm problem:
given gx ∈ G, where x ∈ Zp, we have to find x.

Step 1. The element

gx
3+ax+b = gx(x2+a)+b = gx(x2+a)gb = DH(gx, gx

2+a)gb

= DH(gx, gx
2
ga)gb = DH(gx,DH(gx, gx)ga)gb

can be computed in O(log(p)) basic operations and DH calls; O(log(p)) comes from the expo-
nentations ga and gb.

Step 2. Verify, using Lemma 2.6, whether x3 + ax+ b is a quadratic residue; this requires
O(log(p)) basic operations and DH calls. If not, choose a random offset d ∈ Zp and try Step
1 and Step 2 again from gxgd = gx+d instead of gx. Since there are at least p/ log(p) elements
u ∈ Zp such that u3 + au + b is a quadratic residue, the expected number of repetition is at
most O(log(p)).

Step 3. Use Lemma 2.7 to compute gy. This requires O(log(p)) basic operations and DH
calls.

Step 4. For each prime factor q of |E|, do the following substeps. Note that the number
m of prime factors of |E| cannot exceed the upper bound B of the prime factors, i.e., m ≤ B.

Step 4.1. Use Lemma 2.9 to compute gu, gv such that (u, v) = (|E|/q) ·(x, y). This requires
O(log(p)2) basic operations.

Step 4.2. For each i ∈ Zq, do the following substeps.
Step 4.2.1. Compute (ui, vi) = i · (|E|/q) · P . Since i ∈ Zq and q ≤ B, this requires O(B)

basic operations.
Step 4.2.2. Compute gui and gvi . These exponentations require O(log(p)) operations.
Step 4.2.3. Check whether (gui , gvi) = (gu, gv). This requires O(1) basic operations. There

exists k ∈ Z|E| such that (x, y) = k · P . Since

(gui , gvi) = (gu, gv)⇐⇒ (ui, vi) = (u, v)⇐⇒ k ≡ i mod q,

there must exist 0 ≤ iq < q such that (guiq , gviq ) = (gu, gv).
Step 5. For each prime factor q of |E|, we now know the index iq ∈ Zq such that k ≡

iq mod q. So using Chinese Remaindering, we can determine k in O(m) ⊆ O(B) arithmetic
operations.
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Step 6. Finally, compute k · P = (x, y) using the ‘doubling method’ in O(log |E|) ⊆
O(log(p2 + 1)) = O(log(p)) basic operations. Pick the first component of (x, y), which is the
desired element x, possibly up to some offset d chosen in Step 2.

For the matter of time complexity, the 4th step is dominating. So the expected running
time of the algorithm amounts

O(B · (log(p)2 +B · (B + log(p)))) ⊆ O(B3 log(p)2)

basic operations and DH calls. 4

Finally, we can state the desired equivalence between the Diffie-Hellman problem and the
discrete logarithm problem for a certain class of groups.

Corollary 2.10 Let G be as in Theorem 2.4. Suppose moreover that B = log(p). Then the
Diffie-Hellman problem and the discrete logarithm problems are equivalent for G by probablistic
polynomial-time reductions.

Proof. The Diffie-Hellman problem trivially reduces to the discrete logarithm problem, and
the discrete logarithm problem reduces to the Diffie-Hellman problem by a reduction algorithm
that runs in O(log(p)5) expected number of basic operations, so probablistic polynomial in the
size O(log(p)) of the input. 4

Let us review what our algorithm does to reduce the time complexity, compared to the
trivial reduction. The trivial reduction would just solve the discrete logarithm problem by
trying all powers of g, so that the time complexity would be propositional to |G|. But by
relating the operations of G to operations of the elliptic curve, we made the time complexity
of our algorithm finally depend on the order of the elliptic curve, more precisely, on the largest
prime factor of the elliptic curve order.

2.2.4 Generalizations

The reduction technique we have introduced can be hugely generalized. First of all, the
‘artificial’ quadratic residuacity condition can be removed as already mentioned. Also the
prime factorization requirement for |E| can be relaxed such that it can contain multiple prime
powers; then the 5th step of the algorithm must be adjusted, analogous to the Pohlig-Hellman
algorithm. Finally, [UMM99] and [UMM00] formalize the concept of ‘auxiliary groups’, so that
many kind of groups other than the elliptic curves over Zp can be used as auxiliary groups,
establishing the equivalence between the Diffie-Hellman problem and the discrete logarithm
problem for much more groups.

2.3 Summary

In this paper about the Diffie-Hellman problem and the discrete logarithm problem, we began
by discussing the importance of the Diffie-Hellman problem for the Diffie-Hellman key agree-
ment protocol and the ElGamal encryption. It was desirable to show that the Diffie-Hellman
problem is computationally hard, and this could be done by reducing the discrete logarithm
problem, which is apparently hard, to the Diffie-Hellman problem.

The papers by Maurer and Wolf provided a considerably general technique to accomplish
this reduction, and we introduced this technique by presenting the algorithm for a restricted



2.3 Summary 19

class of groups. In particular, we worked with the elliptic curves over prime fields as auxiliary
groups. Quite surprisingly, the operations of the elliptic curve could be done in terms of the
group operations, making the complexity of the reduction algorithm depend on the largest
prime factor of the order of the elliptic curve. At the final stage, we concluded that if the
order of the elliptic curve is sufficiently smooth, then the Diffie-Hellman problem and the
discrete logarithm problem is equivalent for the treated class of groups, up to a probablistic
polynomial-time reduction.
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Chapter 3

Hash Collisions

Written by Jan Olav Hajduk.

Hash functions are deterministic procedures that given an input of arbitrary length output
a string of fixed length. This output is the hash which can be used as a fingerprint for the
input. Hash functions are one-way, which means that given the hash the message cannot be
reconstructed. The hash can be used to verify the content of the input, because changing one
bit (or more) of the message should result in a completely different hash value.

Because an infinite number of input strings is mapped to a finite number of possible hash
values there most be so called hash collisions. That is, given a message m there exists another
message m′ such that m 6= m′ and h(m) = h(m′).

Most hash function do not have a mathematical justification for their correctness. But
there are three properties that are generally considered essential to good hash functions. We
take hash function h with domain D and range R.

Pre-image Resistance: For a given y ∈ R, it should be computationally infeasible to find
an x ∈ D such that h(x) = y.
Second Pre-image Resistance: For a given x ∈ D, it should be computationally infeasible
to find a distinct x′ ∈ D such that h(x) = h(x′). Also referred to as weak collision resistance.
Collision Resistance: It should be computationally infeasible to find distinct x, x′ ∈ D
such that h(x) = h(x′). Sometimes referred to as strong collision resistance.

In this chapter we will be discussing only attacks on the last property. We will do this in
the context the MD5 and SHA-1 hash functions. The working of both hash functions will be
explained before we will look into the methods of finding collisions. We will also mention the
consequences of these attacks on real life applications. Then we will look into the susceptibility
to collision attacks of the latest hash algorithm of the SHA family, the SHA-2 hash function.
Finally there will be some closing remarks.

3.1 MD5

MD5 is a hash function that was designed by Ron Rivest in 1991. It is still widely used, but
it is being replaced by more modern hash functions like SHA-2 as it is not considered safe
anymore [BCH06].
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As we will see both MD5 and the SHA family of hash functions work similarly. They both
follow, as do all popular hash functions, the Merkle-Damgard method . This method tackles
the requirement of being able to process input of arbitrary length by dividing the input into
blocks of fixed length and then processing those blocks after each other. The output of each
round can then be used for the next round.

3.1.1 The MD5 function

The MD5 hash function takes input of arbitrary length and generates a 128-bit hash. This is
done in 5 steps. The first four steps prepare the input and other variables for the fifth step,
in which the hash is calculated.

Step 1 Append Padding Bits

MD5 divides the input into blocks of 512-bits. The last block is padded to get the
required length. The padding consists of a ”1” at the end of the message and then as
many 0’s as needed to get to a length of 448-bits.

Step 2 Append Length

The last 64-bits are filled with a value representing the length of the original message.
Then each block is divided in 16 words of 32-bits. A word is simply a group of bits
with fixed size. It is used here instead of to avoid confusion wether we are talking about
blocks of the entire input or a part of a input block. We denote these as M0...M15.

Step 3 Initialize MD Buffer

Now the MD Buffer has to be initialized. The MD buffer consists of four 32-bit words
(A,B,C,D) that are used to compute the hash. These words have the following default
(hexadecimal) values:

word A: 0x01234567
word B: 0x89ABCDEF
word C: 0xFEDCBA98
word D: 0x76543210

Step 4 Process Message in 16-Word Blocks

Now the algorithm can begin calculating the hash. The resulting hash is the result of
processing each block in turn. For each block there are four rounds each round consisting
of 16 operations. These operations are based on a non-linear function F, modular addition
and left rotation. For the non-linear function F we use one of the following functions,
depending on the round:

Round 1: F (X,Y, Z) = (X ∧ Y ) ∨ (¬X ∧ Z)
Round 2: G(X,Y, Z) = (X ∧ Z) ∨ (Y ¬Z)
Round 3: H(X,Y, Z) = X ⊕ Y ⊕ Z
Round 4: I(X,Y, Z) = Y ⊕ (X ∨ ¬Z)

These functions take as input three 32-bit words and produce as output one 32-bit word.
Figure 3.1 shows a example of one operation. As you can see in the figure each of the 64
operations applies the non-linear function to words B,C and D. This result is added (mod
232) to word A. Next this result is also added (mod 232) to a 32-bit block of the input Mi

and a 32-bit constant. Then on this result a left rotation by s places is performed. Lastly
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this result is added (mod 232) to word B. For the next iteration the result is passed as
word A. The other words are switched as well.

After the 64 iterations for a block are done the values of the words are added to the
value they had before the iterations for the block. The next block will start its iterations
with the new values of the words. Step 4 will be repeated for the next block (if any).

Figure 3.1: A MD5 iteration. F is a nonlinear function. Mi denotes a 32-bit word of the
message input, and Ki denotes a 32-bit constant, different for each of the 64 iterations. The
words at the bottom (the output) are passed on to the next iteration.

Step 5 Output

After all the blocks have been processed the hash is acquired by appending the four
words. Now the hash can be returned.

3.1.2 Finding MD5 collisions

Using brute force

MD5 creates a hash of only 128-bit. This means the hash can have 2128 possible values. But
from the so called ”Birthday problem” it follows that the number of inputs we would have to
try to find a collision is 2n/2 where n is the number of bits of the hash. For MD5 this means
we only have to try about 264 possible inputs to find a collision.

When Ron Rivest published MD5 in 1992 trying 264 hashes was infeasible. Today it would
be possible, given time. However, this is not necessary because as we will see below weaknesses
in the MD5 function were found, which significantly lowered the number of evaluations required
to find a collision.

Exploiting weaknesses

In 1993, only one year after the publication of the MD5 function a collision for the compression
function (Step 4) was found. It was not a collision in the sense we are looking for. For this
collision the initial values of words A-D were changed which resulted in the same hash.
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Then in 2004 Wang et al. described [WY05] an efficient method for finding MD5 collisions
for the whole algorithm. So now the initial values of words A-D do not matter any more and
can be set arbitrarily.

Their method produces on input of any 128 bit intermediate hash value IHV0 (initial
words A-D) a pair ((M1,M2), (M ′1,M

′
2)), each consisting of two 512 bit input blocks, such that

(M1,M2) 6= (M ′1,M
′
2). Now we take IHV ′0 for the other hash calculation, where IHV0 = IHV ′0 .

Because the messages are different during the next iteration the compression function does not
give the same result. So IHV1 = IHV ′1 . But the trick is that during the iteration after this
they will again give the same result (CF is the compression function):
IHV2 = CF (IHV1,M2) = IHV ′2 = CF (IHV ′1 ,M

′
2). See figure 3.2 for a visualization.

Figure 3.2: A MD5 collision. IHV0 = IHV ′0 and IHV2 = IHV ′2 , but IHV1 = IHV ′1 .

These colliding blocks can be found with a differential attack. For MD5, we use the
difference in terms of integer modular subtraction. A differential is the difference between two
IHV’s (for the same iteration). The differential pattern is chosen. This pattern represents the
difference between the IHV values we are looking for. In Wang’s method only 3 out of 16
bits are different. These patterns are applied to parts of the blocks in round 3 and 4. This
leads to near collisions. Now the IHV values are watched for certain conditions that indicate
a possibility to propagate a difference to the first two rounds. If these are met there is a large
probability we’ve found our two colliding blocks. Else we will have to try again with different
message pairs. These conditions together with message modifications, to make to the chance
of collisions larger, makes finding collisions much faster.

Now these messages we used contained only two blocks each, but because IHV0 can take
any value we can combine these collisions into larger inputs. We do this by taking any IHV0 as
prefix and IHVn as suffix (P and S in figure 3.2). We can then compute the pair (C,C ′) such
that MD5(P ||C||S) = MD5(P ||C ′||S). (C,C ′) is referred to as a collision block. In contrast
what the name suggests this block may span over multiple message blocks. This means that
besides a small part of some block both ”paths” can be equal with respect to the IHV values.

Compared to brute force attacks these attacks can be performed much faster. The Method
described by Wang needs to try approximately 239 hashes before finding a collision. The
method described by Klima [Kli05] only needs 233 computations. This makes finding a collision
feasible in a matter of hours on a notebook computer.
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In 2007 Marc Stevens, Arjen Lenstra and Benne Weger extended [SLW07a] the finding of
collision to cases where IHV0 and IHV ′0 are not equal but the resulting hashes are still equal.
See figure 3.3. The collision is achieved for a pair prefixes (P, P ′) by padding them with bit
strings A and A′ such that |P | + |A| = |P ′| + |A′|. Next bit string B and B′ are picked such
that |P |+ |A|+ |B| = |P ′|+ |A′|+ |B′|, B and B′ are a multiple of 512 and that the IHV will
have some pre-specified structure. This structure can then be used for the calculation of the
near-collisions blocks C and C ′. Then again the resulting MD5 will be equal. The difference
between collision blocks and near collision blocks is that the former can be inserted in any
message with the same prefix and suffix while the near collision blocks are work for two specific
prefixes.

Figure 3.3: A MD5 collision with different prefixes.

In contrast to Wang’s method where the colliding blocks were the only difference between
the two messages, now only the blocks after the collision blocks have to be equal. The part
of the messages before the collision block can contain anything, because the corresponding
collision can always be calculated. However, this improvement comes at the cost of higher
complexity. But it is feasible to do in practice. See Casus 3.4.

3.1.3 Practical consequences

Because we limit ourselves to collisions, and leave out pre-image and second pre-image resis-
tance the attacks are limited. Pre-image and second pre-image attacks are much more difficult
because they require finding a collision for a specific hash value whereas collision as we’ve dis-
cussed only allow you to find two messages that result in the same hash. So we cannot attack
an already published message with it hash, because we can’t easily find another message with
the same hash.

So we will have to construct both colliding messages. For the casus of the MD5 signing of
executables this mean the attacker has to be able to manipulate both versions of the program.
If this is not the case his attack will fail. This means that if you are certain that a trusted
party has published the executable and hash then the attacker can do nothing. But you must
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Casus 3.4: MD5 code signing vulnerability

In 2007 Marc Stevens, Arjen Lenstra and Benne Weger used their newly found method
for finding MD5 collisions with different prefixes to show that MD5 is unsafe for use of
verifying software integrity [SLW07b]. They started with two programs:
HelloWorld.cpp:

#include "stdafx.h"
int main(int argc, char* argv[])
{

printf("Hello World ;-)\n");
return 0;

}

GoodbyeWorld.cpp:

#include "stdafx.h"
int main(int argc, char* argv[])
{

while(true)
printf("Goodbye World :-(\n");

return 0;
}

After both programs were compiled they applied their chosen prefix collision method
to the executables to find the collisions blocks. The resulting blocks were appended to
the executables and the result was that both executable had the same MD5 hash. The
collision blocks were computed by a Playstation 3, which took less than 2 days.

be certain that the hash you have is published by trusted party because the attacker could
modify the executable to his liking and then publish his own hash. If you use his hash then
you would not be able to distinguish between the two executables of the attacker.

While this is example was for colliding executable it applies to all kinds of messages. Casus
3.5 is about the more interesting case of digital website certificates.

3.2 SHA-1

In 1993 the original SHA function was published by the NIST (American National Institute of
Standards and Technology). It was not long lived however, as it was soon redrawn by the NSA
(American National Security Agency). In 1995 a revised version was released under the name
SHA-1. The old version was renamed to SHA-0. The only difference, a single left bit rotation,
has been made to improve its security according to the NSA. This seems to be correct, as there
have been found collision for SHA-0, whereas for SHA-1 there have been found none yet.
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Casus 3.5: Creating a rogue CA certificate

In December 2008 a group of seven researchers revealed that they had created a rogue Cer-
tificate Authority certificate using MD5 hash collisions which is accepted by all common
web browsers [SSA+]. These certificates are used to sign digital certificates, confirming
the identity of a website. CA certificates can also be used to grant someone else to give
out certificates. If someone is in possession of such a CA certificate he is able to sign
any certificate, also for websites with false identities. With such a certificate a fraudulent
website could impersonate a legitimate website. Internet browsers will not detect this
because the CA certificate appears to be signed by one of the root certificates,

which are trusted by default. Now in turn all
certificates signed by this CA will be trusted
as well.
They accomplished this by applying for a cer-
tificate for a legitimate website at a Certifica-
tion Authority trusted by all browsers. From
the viewpoint of the CA there is nothing
wrong, so they sign the certificate. But the
certificate has been carefully crafted to collide
with a second certificate. This second is a CA
certificate. Because the hash of the certificates
is equal the signature of the legitimately ac-
quired can be copied into the rogue CA certifi-
cate and it will be valid. Now it can be used
to sign any website certificate.

3.2.1 The SHA-1 function

The SHA-1 hash function produces a 160-bit hash when given an input message M of arbitrary
length as long as |M | ≤ (264 − 1). Just like MD5, SHA-1 is based on the Merkle-Damgard
method. The input message is devided into 512-bit blocks. Each block is divided into 16 32-bit
words, denoted by M0...M15. Padding is also applied the same as with MD5. Instead of the
64 iterations of MD5, SHA-1 does 80. Wt is the message expansion. The first 16 elements are
M0...M15. The other 64 elements are determined:
w[i] = (w[i− 3]⊕ w[i− 8]⊕ w[i− 14]⊕ w[i− 16]) left rotate 1 where 16 ≤ i ≤ 79.

Instead of a 4 word buffer, it has 5 32-bit words. It also has a non-linear function F,
which is also dependent on the current iteration as with MD5. See figure 3.6 for a graphical
representation of a SHA-1 iteration.

3.2.2 Finding SHA-1 collisions

While there have been found hash collisions for SHA-0, for SHA-1 this is still not the case.
This may be fortunate, because it is still widely used. However SHA-1 is not as safe as was
originally thought. Because SHA-1 has 160 bit hashes it follows from the birthday bound that
we should be able to find a collision in about 280 operations with a brute-force attack. But it
practice a collision can be found much quicker by exploiting weaknesses in the function.

In 2005 Xiaoyun Wang, Yiqun Lisa Yin, and Hongbo Yu [WYY05] announced that they
were able to find collisions for SHA-1 with fewer than 269 operations. They were able to so by
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Figure 3.6: A SHA-1 iteration. F is a nonlinear function. � denotes addition mod 232. ≪
represents a left rotation by the specified number of places. The words at the bottom (the
output) are passed on to the next iteration.

building on their work on the SHA-0 function and using techniques like multi-block collisions
and message modifications like with MD5. Multi block collisions uses differentials that don’t
result in a zero output. For instance in the case of two colliding blocks we only require that
the difference in both blocks is equal. The feed forward will, with a certain probability, cancel
out the differences. Later in 2005 they improved their methods further resulting in a required
number of operations of only 263.

3.2.3 What about SHA-2?

As of now there are no methods yet fo find SHA-2 collisions. However, because it’s design is
similar to SHA-1 it is very likely that faster methods to find collisions will be found. So far
there have found collisions for the SHA-2 compression function, but these did not propagate
to the function output. This makes it possible to find collisions for round reduced versions of
SHA-2, but fortunately not for the full version of SHA-2. But it paves the road to collisions
in the full SHA-2 hash function as this step was the first to faster collisions with SHA-0 and
SHA-1.

3.3 Conclusion

As illustrated by both Casuses usage of MD5 is not safe anymore. It should be replaced by
more modern hash function. While SHA-1 is currently very widely used and no collisions
have been found so far, attacks are becoming evermore faster. In this light it seems unwise
to replace MD5 hash functions by SHA-1 hash functions as there will undoubtedly be SHA-1
collisions found in the future. Using SHA-2 would be the more logical, longer term solution.
Although more attacks on SHA-2 are likely, it should be safe to use until 2012. During that
time SHA-2’s successor the SHA-3 function will be chosen.



Chapter 4

RSA Challenges

Written by Eleni Mina.

4.1 Introduction

RSA is a public key algorithm invented in 1977. It was first published this year in the paper
A Method for Obtaining Digital Signatures and Public-Key Cryptosystems by
Ron Rivest, Adi Shamir and Len Adleman. The crucial breakthrough was made by Ron
Rivest, but appreciating that the research was very much a joint effort, he was planning to
call the cipher ARS, the initials of the three inventors in alphabetical order. Adleman felt
uncomfortable that his name was first, because the basic idea was Ron Rivest’s. Finally the
name got the form that it is nowadays. The paper was published in the September 1977 issue
of The Scientific American.

29
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Although the authors wanted to distribute freely the cryptography source code, the NSA
didn’t agree. However because NSA failed to provide a legal basis for that, they kept on sending
a full report to anyone that wanted to. The algorithm was published in The Communications
of the ACM the following year.

An interesting option is that RSA encryption could have been British. As the secret services
of Great Britain claim, the technology that led to the RSA data security was developed some
years earlier by British researchers working for Government Communications Headquarters
(GCHQ). But it had to be kept a secret because the work had been carried out by the secret
services. This organisation now admits that they would have acted differently if the knew how
much money this algorithm would worth.

The RSA algorithm is used for both public key encryption and digital signatures. It is
the most widely used public key encryption algorithm. RSA Laboratories recommend the
RSAES-OAEP encryption scheme and the RSASSA-PSS signature scheme. The
RSAES-OAEP (RSA Encryption Scheme - Optimal Asymmetric Encryption Padding) is a
public-key encryption scheme that includes the Optimal Asymmetric Encryption Padding
(OAEP) method which prevents from adaptive chosen-ciphertext attack. The inventors of
OAEP are Mihir Bellare and Phillip Rogaway, with enhancements by Don B. Johnson and
Stephen M. Matyas. The RSA-PSS (RSA - Probabilistic Signature Scheme) is an asymmetric
signature scheme with appendix combining the RSA algorithm with the PSS encoding method.
The inventors of the PSS encoding method are Mihir Bellare and Phillip Rogaway. This kind
of schemes is necessary for the security of a message signing but also for message encryption.
We should mention that the same key should never be used both for encryption and signing.
[wika, rsaa]

4.1.1 The RSA algorithm

The RSA algorithm consists of three steps. The key generation, encryption and decryp-
tion.

The key generation process is most of the times slow but fortunately it is performed
infrequently and only the very first time, unless for some reason a key needs to be regenerated.
The process involves a public key which is used for encrypting and is known to everyone and
a private key which is used to decrypt the corresponding encrypted message. Nowadays it is
believed that an RSA key in order to be secure should be at least 1024 bits long.

The procedure of the key generation follows some basic steps:

• choose random big prime numbers (in practise, large 100 digit) p and q and check p 6= q

• compute modulus n = p ∗ q and φ(n) = (p− 1) ∗ (q − 1). The n will be stored for later
as it is part of the public key

• select an integer e 1 < e < φ(n) such that the greatest common denominator of e and
φ(n) is equal to 1, gcd(e, φ(n)) = 1. e is released as the public key exponent. Usually e
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is small to make encryption faster. However, using very small e (<16 bit number) is not
recommended.

• Compute d, 1 < d < φ(n) such that: ed ≡ 1(modφ(n)), where d is the private key
exponent

• The public key is (n, e)

• The private key is (n, d)

At the encryption procedure the sender A obtains the B’s public key (n,e) and represents
the plaintext message as a positive integer m. Later on computes the cipher text c = memodn

and sends it to B. If message m is shorter than n - 1 it must be padded, otherwise it may be
possible to retrieve the m from c. Also if m is sent to more than one recipient each m must
be made unique by adding pseudo-random bits to the m. If the above conditions are not met,
then it is possible that RSA can be attacked.

At the decryption part, the recipient B uses his private key (n,d) to compute m = cdmodn

and extracts the plaintext from the message representative m. Decryption is usually a lot slower
than encryption since the decryption exponent is large (same size as n usually). The key to
the security of the RSA algorithm is that it depends on a difficult mathematical problem of
factoring large numbers . Factorization algorithms can be used to factor faster than the brute
force attack. RSA key pairs are generated mathematically, and so have to be big numbers,
so that their factorization will take too long that the encrypted message contents would be
worthless.

4.2 RSA Challenges

RSA in order to measure the state of progress in practical cryptanalysis and evaluate the
existed levels of security and the computational powers already existed, sponsored a series
of contests, known as the RSA Challenges. These contests were designed to encourage
researchers to factor large numbers-over 100 digits long-and to compete against each other to
see who could factor the largest numbers in the least time. These challenges, on the other side
, helped RSA researchers to stimulate the design of new algorithms by keeping an eye on how
quickly the code breaking technology was progressing, so that the code-implementors would
be sure to use keys large enough to keep the real attackers at bay. [Cur]

So various cryptographic challenges arised. These challenges reward the researchers for
the new knowledge they offer into the cryptographic community. RSA Laboratories released
three types of challenges. These were the RSA Factoring Challenge, The RSA Secret
key challenge, and the DES Challenge.

4.2.1 The RSA Factoring Challenge

The first RSA factoring challenge released on March 1991 to encourage research into com-
putational number theory and the practical difficulty of factoring large integers, which could
also be helpful for people that use the RSA Encryption algorithm in order to choose the
appropriate key length for the level of security we want. Indeed the challenges offered by
RSA to attack its own products, were used as a way to prove its strength. RSA published a
list of special composite numbers that were difficult to factor. These composite numbers are
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called semiprimes and they have exactly two prime factors. Thus while multiplying two prime
numbers is extremely trivial, finding the factors only by knowing the product of them can be
extremely hard. For every successful factorization of a challenge number, the first person who
did that in the least time won a cash prize. [wikb]

At first the numbers were spaced at 10 decimal digits between one and five hundred digits.
The smallest of them, was a 100 decimal digit number called RSA-100. Later, beginning with
RSA-576, the numbers are expressed in binary digits apart from RSA-617, which was created
prior to the change in the numbering scheme.

number digits prize factored (references)
RSA-100 100 - Apr. 1991 (Arjen K. Lenstra)
RSA-110 110 - Apr. 1992 (Arjen K. Lenstra and M.S. Manasse)
RSA-120 120 - Jun. 1993 (T. Denny )
RSA-129 129 100 Apr. 1994 (Arjen K. Lenstra )
RSA-130 130 - Apr. 10, 1996 (Arjen K. Lenstra)
RSA-140 140 - Feb. 2, 1999 (Herman J. J. te Riele )
RSA-150 150 - Apr. 6, 2004 (Kazumaro Aoki )
RSA-155 155 - Aug. 22, 1999 (Herman J. J. te Riele )
RSA-160 160 - Apr. 1, 2003 (Jens Franke )
RSA-200 200 - May 9, 2005 (Jens Franke )
RSA-576 174 10000 Dec. 3, 2003 (Jens Franke )
RSA-640 193 20000 Nov. 4, 2005 (Jens Franke )
RSA-704 212 30000 withdrawn
RSA-768 232 50000 withdrawn
RSA-896 270 75000 withdrawn
RSA-1024 309 100000 withdrawn
RSA-1536 463 150000 withdrawn
RSA-2048 617 200000 withdrawn

The above table gives an overview of the rsa number challenges.
The RSA numbers were generated through a secure process that guarantees that no other

method apart from factorization could give the solution and no one could have access to
the numbers and get the solution. Indeed the numbers were created on a computer with no
network connection of any kind. The computer’s hard drive was subsequently destroyed so
that no record would exist, anywhere, of the solution to the factoring challenge. Not even
RSA knows the factors of any of the challeges.

Arjen Lenstra, a Dutch mathematician was the first one that in 1991 factored successfully
the RSA 100 number. Factoring 100 - digit number with today’s hardware and algorithms
is quite easy. The increasing advances in computer hardware and number theory though will
result in few years to the factorization of 200 digits. Until now the largest number that is
factored is 640 bits in 2005.

RSA numbers received most of its attention when the number 129 was factored in 1994
by a team led by Derek Atkins, Michael Graff, Arjen K. Lenstra and Paul Leyland. What
made this factorization special is that there were used about 600 computers connected over
the Internet, from more than 20 countries, on all continents except Antarctica and two faxing
machines to achieve it! The sieving step took approximately 5000 mips years, and was carried
out in 8 months. RSA 129 was factored using the double large prime variation of the mul-
tiple polynomial quadratic sieve factoring method. The decoded message was THE MAGIC
WORDS ARE SQUEAMISH OSSIFRAGE. By that time this challenge was thought to be
unbreakable. After that time, many other RSA numbers have been factored.[rsab]
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In each of these challenges, the contestants were given some encrypted data, along with
some information like which cryptosystem was used for the encryption and a little bit of the text
that would match properly-decrypted plaintext. In short, this provided enough information
for researchers to be able to perform a ”partial known-plaintext attack,” a very realistic sort of
attack, where a cryptanalyst knows a little bit of the decrypted message. As the cryptanalyst
finds possible breaks, he checks his work against what known plaintext is available to see
whether the break is real.

Factoring a challenge number doesn’t mean that the keys having the same length as the
factored challenge number do not worth anymore. It depends on the type and the time we
want to keep some information secure and in general just gives an idea of the amount of work
and the cost needed to factor a modulus of a given size. If for example the factorization of a
number needs at least 4 months of work, but the data that is being protected needs security
for less than 4 months, then we don’t need to change this key. Data that need long term
security, and have really important information, like financial data, should for sure use a key
that is long enough. In either case the results of the factoring challenge provide us with the
knowledge of which key length is better to choose.

The RSA challenges ended in 2007. RSA Laboratories stated: ”Now that the industry
has a considerably more advanced understanding of the cryptanalytic strength of common
symmetric-key and public-key algorithms, these challenges are no longer active.

How fast can we factor numbers

How fast we can factor numbers depends on the size and the form of the number. For example
numbers in special forms like an−b, for small b’s are not related to the difficulty of factoring but
can be solved easier with specialized techniques. Hence a specific factoring ‘breakthrough’ for a
special number form may have no practical value or relevance to particular instances (and those
generated for use in cryptographic systems are specifically ‘filtered’ to resist such approaches.)
Cryptographic algorithms build on the difficulty of factoring require an exponential amount
of time in the size of the number(measured in bits, log2(n) where ‘n’ is the number).[fac]

Factorization is a fast moving field and no one can predict the future. Few years ago no
one believed that it is possible in a reasonable amount of time to break the DES key, and now
in order to be safe we use the triple DES, which is 3 times DES’s key.

Techniques for factoring numbers

Methods for factoring integers include the Trial Division, Pollard-Rho, Euler, Fermat,
Dixon’s, Quadratic Field Sieve, General Number Field Sieve and Special Number
Field Sieve methods.

The simplest one is the Trial Division in which the factors of a large number n are found
through trial dividing n by every prime number less than or equal to

√
n . If a number is

found which divides evenly into n, that number is a factor of n. Trial division is guaranteed to
find a factor of n, since it checks all possible prime factors of n. Thus, if the algorithm finds
no factor, it is proof that n is prime. In the worst case, trial division will check all possible
solutions which takes a considerably large amount of work.

The basic idea of Pollard’s Rho algorithm is that it is based on the Birthday Paradox,
which says that in between a group of people at least two of them will have the same birthday.
This algorithm generates two numbers x and y in a pseudorandom way and after some point it
eventually finds two that are congruent modulo n. This means that |x− y| = 0(modn) and so
|x− y| divides n and so we are done. We found the two factors of n which are q = |x− y| and
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p = n/|x− y|. The tricky part in this algorithm is the way that these numbers are generated.
The rho algorithm therefore uses a function modulo n as a generator of a pseudo-random
sequence in which a function is applied to the i th number to get the i + 1, so we wont have
to store all the numbers. [wikc, pol]

The most efficient of all, is the General Number Field Sieve algorithm which is well
used to factor numbers bigger than 100 digits. It is a generalization of the special number field
sieve but this algorithm can only factor numbers of a certain special form, while the general
number field sieve can factor any number apart from prime powers. There are four main steps
in NFS: polynomial selection, sieving, linear algebra, and square root.[CDL+]

I will briefly discuss these 4 steps. The polynomial step selects two irreducible polynomials
f1(x) and f2(x) with a common root m mod N having as many as practically possible smooth
values over a given factor base.

In the sieving step which is by far the most time-consuming step of NFS, we are looking
for pairs (a, b) with gcd(a, b) = 1 such that both bdeg(f1) ∗ f1(a/b) and bdeg(f2) ∗ f2(a/b) are
smooth over given factor bases, i.e., factor completely over the factor bases.

Such kind of pairs (a, b) are called relations. The purpose of this step is to collect so many
relations that several subsets S of them can be found with the property that a product taken
over S yields an expression of the form X2 ≡ Y 2(modN).

In the linear step by filtering we try to eliminate the duplicates of these relations that we
found and also the relations in which a prime or prime ideal occurs, which does not occur in
any other relation. In this step a matrix is created having as columns the relation sets, which
basically are combined relations having a prime ideal that occurred in these relations. With
the help of an iterative block Lanczos algorithm a few dependencies are found in this matrix.
This is the main and most time and space consuming part of the linear algebra step.

The last step is the square root step, in which it is computed the square root of an algebraic
number of the form D(a− ba), where where a is a root of one of the polynomials f1(x), f2(x),
and where a, b and the cardinality of the set S are all a few million. The norms of all (a−b·a)’s
are smooth. This leads to a congruence of the form X2 ≡ Y 2(modN).

After the General Number Field Sieve algorithm the second fastest algorithm is the quadratic
sieve. It is much simpler than the GNFS and for integers under 100 digits it is considered to
be faster. The algorithm attempts to set up a congruence of squares modulo n (the integer to
be factorized), which often leads to a factorization of n. The algorithm works in two phases:
the data collection phase, where it collects information that may lead to a congruence of
squares; and the data processing phase, where it puts all the data it has collected into
a matrix and solves it to obtain a congruence of squares. The data collection phase can be
easily parallelized to many processors, but the data processing phase requires large amounts
of memory, and is difficult to parallelize efficiently over many nodes or if the processing nodes
do not each have enough memory to store the whole matrix. [qua]

4.2.2 RSA Secret Key Challenge

RSA Laboratories started the RSA Secret Key Challenge in January 1997 with the intent of
helping to demonstrate the relative security of different encryption algorithms. The goal of the
challenges is to test how quickly messages encrypted with various key lengths can be broken
by brute force. The information obtained from these contests is anticipated to be of value to
researchers and developers alike as they estimate the strength of an algorithm or application
against exhaustive key-search.

Initially, thirteen challenges were issued, of which four have been solved as of January 2000.
There were twelve challenges based around RSA’s popular variable-strength cipher, RC5 and
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one DES challenge, with key sizes ranging from 40 bits to 128 bits. The first contest was a
1000 prize for breaking a message protected by 40-bit RC5, a 5000 prize for the 48-bit RC5
contest, and a purse of 10,000 went to anyone for decrypting the message in the other contests
which ranged from 56-bit to 128-bit configurations of the RC5 cipher. RC5 wasn’t the only
target of the Secret Key Challenge. In addition to the twelve RC5 contests, a contest to crack
a DES-encrypted message was included. Its prize was set at 10,000. The 56-bit DES challenge
and the 40-, 48-, and 56-bit RC5 challenges have all been solved. The 56-bit RC5 key was
found in October 1997 after 250 days of exhaustive key search on 10,000 idle computers. The
project was part of the Bovine RC5 Effort headed by a group called distributed.net and led
by Adam L. Beberg, Jeff Lawson, and David McNett. [wikd, rsac]

To win, a contestant would have had to break the code by finding the original plaintext
and the cryptographic key that will generate the posted ciphertext from the plaintext.

UC Berkeley graduate student and cryptographer Ian Goldberg read the output from his
program, designed to find a solution to RSA’s 40- bit challenge. Running on the Network
of Workstations (NOW) at UC Berkeley, Goldberg’s program pooled together the unused
processing power of about 250 workstations, testing approximately 28 million keys per second.
[Cur] Goldberg grinned as he read the message on his screen. The unknown message is: This is
why you should use a longer key. Just three and a half hours after the launch of RSA’s Secret
Key Challenges, the 40-bit contest was over. A student named Germano Caronni, was the
first to find the solution to RSA’s 48-bit challenge in 13 days from the day it was published.
The unknown message was: The magic words are Security Dynamics and RSA. Caronni won
5000 dollars, which he donated to the non-profit Project Gutenberg.

4.2.3 DES Challenge

Once the 40 and 48 bit challenges have answered, cryptanalysts turned their attention to DES
the U.S. Government standard of nineteen years. DES is based on a symmetric key algorithm
and uses a 56 bit key. DES is a block-cipher and its input is a 64 bit block of plaintext and a 64
bit key, where every eighth bit is a parity check bit that is stripped off before the encryption.
So, the actual key-size of DES is 56 bits. This key is used for generating the round-keys, 48
bit permuted subkeys of the key. The output is a 64 bit block of ciphertext. [HMN]
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The function of DES
By working to break a message encrypted with DES, cryptanalysts were doing much more

than answering a contest call or engaging in a theoretical exercise. DES was the standard in
virtually every industry in virtually every nation. It had been criticized from the beginning as
being weak against a determined adversary because of its small key size. [Cur]

At first no one really believed that an attack on DES would be possible. Some first
estimations were made and if finding the key of DES proceeded in the speed that 40-bit
challenge, the search would take 26 years and for the speed of the 48 -bit 9 years. As we can
see finding the right DES key could be one the largest computation ever.

DES Challenge II-1 was solved by distributed.net in 41 days in early 1998.
DES Challenge II-2 was solved in just 56 hours in July 1998 by the Electronic Frontier

Foundation (EFF) with their purpose-built Deep Crack machine. The prize for the contest
was US10,000 whilst the machine cost US250,000 to build. The contest demonstrated how
quickly a rich corporation or government agency, having built a similar machine, could decrypt
ciphertext encrypted with DES. [wike]

DES Challenge III was broken in record time in January 1999 in just 22 hours 15 minutes
by the Electronic Frontier Foundation using Deep Crack, a specially designed supercomputer;
and by Distributed.Net, a worldwide coalition of computer enthusiasts. [Mey]This coalition
linked the EFF system with almost 100,000 PCs across the Internet to examine candidate DES
keys at a rate of 245 billion per second.[Cof]



4.2 RSA Challenges 37

The EFF’s US250,000 DES cracking machine contained over 1,800 custom chips and could
brute force a DES key in a matter of days - the photo shows a DES Cracker circuit board
fitted with 32 Deep Crack chips

EFF DES Cracker’ and how does it work?

A ’DES Cracker’ is a machine that can read information encrypted with DES by finding the key
that was used to encrypt that data. The easiest known way to build a practical DES Cracker
is to have it try every key until it finds the right one a process called ”brute-force search”.
The design of the EFF DES Cracker is simple in concept. It consists of an ordinary personal
computer with a large array of custom ”Deep-Crack” chips. Software in the personal computer
instructs the custom chips to begin searching for the key, and also functions to interface with
the user. The software periodically polls the chips to find any potentially interesting keys that
they have located. The hardware’s job is not to find the answer, but rather to eliminate most
incorrect answers. The software can then quickly search the remaining potentially correct
keys, winnowing the ”false positives” from the real answer. The strength of the machine is
that it repeats a search circuit thousands of times, allowing the software to find the answer
by searching only a tiny fraction of the key space. With software to coordinate the effort, the
problem of searching for a DES key is ”highly parallelizable.” A single DES-Cracker chip could
find a key by searching for many years. A thousand DES-Cracker chips can solve the same
problem in one thousandth of the time. A million DES-Cracker chips could theoretically solve
the same problem in about a millionth of the time. The actual machine EFF built contains
about 1,500 chips. [des]

Architecture of Des Cracker

[des]
The way that the EFF DES Cracker operates its quite simple in concept. The main parts

are a personal computer which is connected with a large array of custom chips. A Software is
used for the communication between the user and the chips and instructs the custom chips to
begin searching until they find interesting keys.

The hardware is responsible of finding answers that are incorrect and eliminate them, while
the software searches the correct keys to separate the ones that are considered as false positives
from the actual real answers. What the machine actually does is that it replicates a simple
but useful search circuit a thousand of times which allows the software to find an answer by
searching only a small portion of the key space. The software can also help to coordinate many
machines work in parallel.
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For example, a single DES-Cracker chip could find a key by searching for many years. A
thousand DES-Cracker chips can solve the same problem in one thousandth of the time. A
million DES-Cracker chips could theoretically solve the same problem in about a millionth of
the time, though the overhead of starting each chip would become visible in the time required.
The actual machine we built contains 1536 chips.

DES contains thousands of search units which are basically the heart of the search process.
It takes a key and a 64 bit block of ciphertext, it decrypts it and if it won’t find something
interesting it adds 1 to the key and it repeats the procedure searching in the key space, but if
it finds the same key is used to decrypt a second block.

4.3 Conclusion

The challenges released by RSA maybe they are no longer active, but for sure offered a lot
to the cryptographic community. They helped a lot to evaluate the levels of security and the
computational power that people had in their possession. Also with these contests RSA could
keep an eye on how quickly was the progress of the code breaking technology in order to use
large enough keys for bigger protection. But the level of security is proportional to the time we
want to keep a secret. Using a big key to protect a secret for couple of days would be worthless,
because by the time the attacker could obtain the secret key, our secret perhaps would have
been published. Also we have to mention that we owe a lot to DES and despite concerns about
its short key length, since 1976 has become an international encryption standard and has been
used in thousands of applications and almost all of the newer encryption algorithms in use
today have roots in DES.



Chapter 5

Representation collisions in
Pollard’s Rho-Method

Written by Sanne Willems.

One of the known methods to solve the discrete logarithm problem is the one invented by
Pollard in 1975, namely the so-called Rho-method [Pol78]. In this method, we can solve the
problem if we find a collision for zi = f(zi−1) = yai ◦ gbi and z2i = f(f(z2i−2)) = ya2i ◦ gb2i by
calculating b2i−bi

ai−a2i
. In some cases we find such a collision, but the problem is still unsolvable

because ai = a2i and bi = b2i (representation collision). In such a situation the algorithm is
repeated with a new starting point. But what do we know about the chance of finding another
collision for which (ai − a2i) does not have an inverse? Intuitively it might seem that there is
a big chance of ending up with the same ’useless’ collision, but in this chapter we will show
that this chance is always 1

q . This means that the fact that you ended up in a representation
collision before, has no influence on the chance that it will happen again after a restart of
the algorithm. The chance is always the same, no matter whether a representation collision
happend before or not.
So the theorem which we will prove in this chapter is the following:

Theorem 5.1 The chance that a representation collision occurs in Pollard’s method is 1
q .

We will first repeat the basic idea of Pollard’s algorithm in section 5.1. In section 5.2 we will
give a definition of a representation collision and show what effect the function f used in the
algorithm has on the representation of z. In section 5.3 we will discuss why the chance that a
representation collision occurs always stays 1

q . We will end this chapter with some experiments
with Pollard’s Rho-method to show that the theorem holds in practice.

39
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repeat a := random; b := random; z := ya ◦ gb;
(t, c, d) := (z, a, b);
repeat (z, a, b) := F (z, a, b);

(t, c, d) := F (F (t, c, d))
until z = t

until (a− c) ∈ Z∗q ;
return (d− b)(a− c)−1

Algorithm 5.1: Pollard’s Rho-Method.

5.1 Pollard’s Rho-Method

In [Pol78] and in [Tel03] Pollard’s Rho-method is descibed in detail. Here we will only repeat
the most important aspects of the algorithm which are needed to understand the proof of
theorem 5.1.

5.1.1 Explanation of the method

The discrete logarithm problem is the challenge to find x if we know g, y and p in the following
equation:

gx = y (5.1)

with x ∈ Zp−1 and y ∈ Z∗p. If y is not in 〈g〉 (the subgroup of Z∗p generated by g) then x does
not exist. The order of g is q, so 0 ≤ x < q.

In Pollard’s Rho-method we compute two numbers in every step, namely zi = f(zi−1) and
z2i = f(f(z2i−2)), i = 0, 1, 2, . . . , q for a function f which we will define later. The numbers
ai, bi, a2i and b2i such that zi = yai ◦ gbi and z2i = ya2i ◦ gb2i are stored as well, these are later
needed for the computation of x.

Now we will look for a collision such that zi = z2i. With this information we can find a
formula for x:

zi = z2i

yai ◦ gbi = ya2i ◦ gb2i

gxai ◦ gbi = gxa2i ◦ gb2i

xai + bi = xa2i + b2i
x(ai − a2i) = b2i − bi

x =
b2i − bi
ai − a2i

(5.2)

If ai − a2i has an inverse modulo q, then this formula gives us the x we are looking for. If
ai − a2i does not have an inverse, the problem can not be solved using this collision, so the
algorithm has to be repeated with a new starting point.
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5.2 Representation of z

In this section we will give a definition of representations and their collisions. One character-
istic of these terms is given and we will show the influences of function f on them.

5.2.1 Representation collisions

The method invented by Pollard that was described in section 5.1 makes use of numbers zj of
the form zj = yaj ◦ gbj . Since the combination of aj and bj always gives the same zj , we will
define them as follows:

Definition 5.2 If z = ya ◦ gb, then a and b are called the representations of z, denoted as
(a, b)z ∈ Zq × Zq.

For the reason described in section 5.1, the algorithm has to be restarted if we find that ai = a2i

when zi = z2i. Since this is a special case, we will also give it a special name:

Definition 5.3 A representation collision is a situation in which zi = z2i, with zi = yai ◦ gbi
and z2i = ya2i ◦ gb2i, such that ai = a2i and bi = b2i, so (ai, bi)zi = (a2i, b2i)z2i.

If there is a representation collision, the discrete logarithm problem cannot be solved, since
b2i−bi
ai−a2i

is not defined for ai = a2i. In such a case the algorithm has to be repeated until the
representations of zi and z2i do not collide.

Lemma 5.4 Let zi = zj with zi = ya ◦ gb and zj = yc ◦ gd. Then a = c if and only if b = d.

Proof. zi = zj , so ya ◦ gb = yc ◦ gd.
”⇒”
Since a = c, it holds that

ya ◦ gb = ya ◦ gd

gb = gd

b = d

”⇐”
Since b = d, it holds that

ya ◦ gb = yc ◦ gb

ya = yc

a = c

4

From lemma 5.4 we can conclude that if we find a collision for zi and z2i, we only have to check
whether ai = a2i or bi = b2i to know whether the represententations collide as well. Therefore,
we will from now on only check whether ai = a2i to find out whether the representations of zi
and z2i collide.
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Casus 5.2: Example of the linear expression of ai in a0 after repeatedly
applying the function f .

zj Representation aj of zj
z0 a0

f1(z0) = z1 a1 = a0 + 1
f3(z1) = z2 a2 = 2a1 = 2a0 + 2
f2(z2) = z3 a3 = a2 = 2a0 + 2
f1(z3) = z4 a4 = a3 + 1 = 2a0 + 3
f3(z4) = z5 a5 = 2a4 = 4a0 + 6
...

...
f(zi−1) = zi ai = αia0 + βi

5.2.2 The effect of the function f on the representation

The function f that is used in the algorithm is defined as follows [Tel03]:

f(z) =


f1(z) = z ◦ y if k(z) = 1
f2(z) = z ◦ g if k(z) = 2
f3(z) = z ◦ z if k(z) = 3

The function k is a hashfunction that divides the set of all zj in 3 parts. In this section we
will discuss what effect this function f has on the representation of z.

Suppose we start with z0 = ya0 ◦ gb0 , then after applying the function f the representation of
z1 only differs in the powers of y and g:

• z1 = f1(z0) = ya0 ◦ gb0 ◦ y = ya0+1 ◦ gb0 , so a1 = a0 + 1.

• z1 = f2(z0) = ya0 ◦ gb0 ◦ g = ya0 ◦ gb0+1, so a1 = a0.

• z1 = f3(z0) = ya0 ◦ gb0 ◦ z = y2a0 ◦ g2b0 , so a1 = 2a0.

We see that a1 can be written as a linear expression in a0. If the function of f is repeated
like in the algorithm, a2 can be written as a linear expression in a1 and so it can also be
represented as a linear expression a0 (see casus 5.2 for an example). The same holds for a3,
a4, . . . , aq.
So for i = 1, 2, . . . , q:

ai = αia0 + βi (5.3)

The αi and βi coefficients depend only on the initial point z0, but not on its initial repre-
sentation (a0 and b0). For αi we know that it can be written as a power of 2 since αi is only
doubled for f3 and stays the same for f1 and f2. On the other hand, βi is not necessarily a
power of 2, since it can be either doubled by f3 or be increased by 1 by the application of f1.
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5.3 Application in Pollard’s Rho-Method

The fact that the representation aj can be written as a linearization of a0 can be used to find
the chance that a representation collision happens. This is what we will do in this section.

If we find a collision in Pollard’s Rho-method, we know that zi = z2i and we know that
both ai and a2i are linear expressions in a0, so:

zj Representation aj of zj
zi ai = αia0 + βi
z2i a2i = α2ia0 + β2i

If we know that a representation collision happens for zi and z2i, then we know that ai = a2i

(definition 5.3), so:

αia0 + βi = α2ia0 + β2i

(αi − α2i)a0 = β2i − βi

a0 =
β2i − βi
αi − α2i

(5.4)

Since this gives only one solution for a0, there is just one unique solution for a0 such that
zi = z2i. So there is only one single a0 which results in a collision for those particular zi and
z2i. This means that only if we start with the same representation a0, we will end up with the
same representation collision.

Now, if we want to know the answer to the question ”How big is the chance that we will
end up in a representation collision?” we only have to check what the chance is that we will
pick the same a0 again. We will now compute this chance.

We know that aj ∈ Zq for j = 1, 2, . . . , q and |Zq| = q. This means that the chance of
picking a0 out of those q different aj ’s is 1

q .

This proves theorem 5.1 presented in the introduction.

5.4 Verification with experiments

It seems that in practice, when we use Pollard’s Rho-method to solve the discrete logarithm,
we will get a representation collision in 1

q of the computations. In this section we will check
this with the help of a calculator.
For the experiment, we made an adjustment to the elgamal.8xp program [Tel06b] for the
calculator so that it can not only calculate the x of the discrete logarithm problem gx = y
mod p using the algorithm, but it also shows how many representation collision (M) it has
come across while calculating this x. Another feature of the program is that we can choose
how many times (N) the calculator has to calculate x, so how many times it has to apply
Pollard’s Rho-method for the same y.
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When the calculator finds a representation collision, it will restart the algorithm. So together
with the choosen N repetitions, the calculator will calculate x as many as N +M times. We
expect that in 1

q of these repetitions it will find a representation collision (theorem 5.1). This
means that we expect to find (N +M)× 1

q representation collisions, so:

N +M

q
= M (5.5)

In order to calculate the expected number of representation collisions beforehand, we have to
rewrite this expression such that M is expressed in the known variables N and q:

N+M
q = M

N
q + M

q = M

N
q = M − M

q

N
q = M(1− 1

q )

M = N/q
1−1/q = N

q(1−1/q)

M =
N

q − 1
(5.6)

Now we will check this presumption with the help of our calculator for two situations with
different q’s, p’s and g’s.

5.4.1 Experiment 1

We have applied the program for p = 23, q = 11 and g = 12. We ran the program 3 times
for every N and wrote down the number of representation collisions, so we could calculate
the average number of these collisions. The results are represented in table 1. In this table,
an extra column was added, namely N

q−1 so we can check whether the average number of
representation collisions is about the same as N

q−1 .
In the first experiment we solved the discrete logarithm problem gx = 13 mod p for which the
answer is x = 4 according to the calculator.

# Representation Collisions Average
N 1st round 2nd round 3rd round # Representation Collisions N

q−1

1 0 0 0 0 0.1
5 0 0 1 0.333 0.5
10 2 0 0 0.667 1
20 1 1 2 1.333 2
50 8 3 4 5 5
75 7 7 7 7 7.5
100 13 15 12 13.333 10

Table 1: Results of experiment 1 with p = 23, q = 11 and g = 12.

In the table we can see that the average number of representation collisions inN+M repetitions
does indeed correspond with M = N

q−1 . This confirms theorem 5.1 proved in this chapter.
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5.4.2 Experiment 2

In the second experiment we have done exactly the same as in the first, but now with different
parameters, namely p = 47, q = 23 and g = 2. The results are represented in table 2.
In this experiment we solved the discrete logarithm problem gx = 7 mod p for which the
calculator gives the answer x = 12.

# Representation Collisions Average
N 1st round 2nd round 3rd round # Representation Collisions N

q−1

1 0 0 0 0 0.045
12 0 0 3 1 0.545
25 3 1 1 1.667 1.136
50 1 3 2 2 2.273
100 4 10 2 5.333 4.545
150 6 7 5 6 6.818

Table 2: Results of experiment 2 with p = 47, q = 23 and g = 2.

Again we see that the average number of representation collisions is about N
q−1 so again our

presumption seems correct.

5.4.3 Experiment 3

In the third experiment we took the same value for q as in experiment 1, namely q = 11, but
we took p a lot bigger: p = 8999. We also increased the value of g, which is now g = 2225.
In the experiment we solved the discrete logarithm problem gx = 3778, for which the calculator
gives the answer x = 4. The results are presented in table 3:

# Representation Collisions Average
N 1st round 2nd round 3rd round # Representation Collisions N

q−1

1 0 0 1 0.333 0.1
5 0 0 1 0.333 0.5
10 0 1 1 0.667 1
20 2 1 2 1.667 2
50 5 4 5 4,667 5
75 5 6 4 5 7.5
100 7 6 10 7.667 10

Table 3: Results of experiment 3 with p = 8999, q = 11 and g = 2225.

We see that the average number of representation collision is about N
q−1 again, so now we

see what we already expected; p does not influence the chance that a representation collision
happens.

From these three experiments we can conclude that in practice it seems that the chance that
a representation collision happens is indeed 1

q (theorem 5.1).
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5.5 Conclusion

Pollard’s Rho-method is a very usefull algorithm to solve the discrete logarithm problem. A
disadvantage of the method is that it fails if a representation collision occurs. The good news
is that this only happens in one out of q times the algorithm is used. This was proved in this
chapter.
This also means that if the algorithm failed once because of a representation collision, the
chance that it will happen again is not influenced by the fact that it has already happend. So
in all cases, whether failed before or not, the chance that a representation collision happens is
always 1

q . Therefore it is very useful to repeat the algorithm after ending up in a representation
collision.



Chapter 6

Phishing

Written by Geerten Doornenbal.

This chapter discusses the ways phishing is applied, and in which ways this can be dealt with.
Phishing - most people know what it means, and even more, most people that use a

computer on a regular bases have encountered a case of phishing.

6.1 Phishing - what is it?

Phishing is the practice of fooling users of a (mostly financial) service to acquire their ac-
count information, by letting them to think they are communicating with the actual service-
practitioner, instead of the phisher. To make this more clear, let’s start off with an example.

An unsuspecting user of the Bank of America would think that there happened something,
and try to sign in to the Online Banking part. The e-mail looks very real, the official logo of
the bank is used, and nothing looks suspicious. But when one looks more closely, the URL
where the hyperlink leads to, is actually another site, which is of the phishers. When one
follows this URL, one will enter a website that again looks like an official Bank of America
page. But the entered crucial information will be send to the phishers, and misused by them
to gain money from the users’ account. See figure 6.1 for the actual e-mail.

Most of the phishing is practiced on the internet, but other forms of phishing also exist.
There also exists ’vishing’ (combination of voice and phishing), where a visher uses Voice over
IP to automatically call people, and then automated text to speech is used to convince the
person he/she is speaking with the impersonated instance self. The person is asked to enter
their confidential information and in this way the visher gets what he wants.

6.2 The term phishing

The term phishing is a tweak on the original word ’fishing’. The phishers are just fishing in
the pool of users and hope they catch one that is unsuspecting, and provides them with their
confidential information.
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Figure 6.1: An example of a phishing e-mail

Another word that is used for phishing is spoofing, this means the user is deceived by
someone into thinking they are communicating with someone instead of the spoofer/phisher.

6.3 Different kinds of phishing

6.3.1 E-mail

Global phishing

The most common used way of phishing is by means of e-mail distributing to big amount of
people.

This is the basic way of phishing by e-mail:
The phisher sends an e-mail to database of e-mail addresses, which looks like an e-mail

from a, for example, financial institute. This e-mail declares there is some problem with
the account, or that it needs verification. The phishers may ask for a reply e-mail with the
confidential information.

Instead of the reply e-mail, there can also be a hyperlink to a website of the phishers.
This again looks like the actual financial website, but the information provided, is send to the
phishers.

The first phishing e-mails weren’t that sophisticated. There were spelling and grammatical
mistakes, so this was easy to recognize as a phishing e-mail. As mentioned by [Jak07], spelling
and design of the e-mail does matter. People look at the e-mail and do not verify it as a trusted
e-mail when the design does not look professionally, and when there are spelling mistakes.

As there became automated phishing detection, that scanned the text for message that
were previously denoted as a phishing scam, images with the text were send, instead of the
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Casus 6.2: Dutch Postbank victim of phishing scam

In 2005 the dutch bank Postbank was a victim of phishing scam [geea]. People were
flooded by e-mails looking like they were send from someone from the Postbank, and
they asked for verification of your e-mailaddress. There was a hyperlink, that led to a
phishing website, and accountnumber and password had to be entered there. The actual
e-mail was as follows:

Dear Postbank Customer,

This email was sent by the Postbank server to verify your e-mail address.
You must complete this process by clicking on the link below and entering in
the small window your Postbank online access details. This is done for your
protection - because some of our members no longer have access to their email
addresses and we must verify it.To verify your e-mail address, click on the link
below:

(hyperlink removed)

text. The whole image would become an hyperlink. Because of the last feature, this can be
easily recognized as phishing, because the mouse indicator would change from a pointer into
a hand.

As the phishing mails got more sophisticated, there were images of the original institutes
used, and the spelling became good. But as [Jak07] shows, people also look at personalization
of e-mails. So when an e-mail has a general signature (like Manager, instead of Jim Smith
(Manager)), and the person are addressed as a general person (like ’Dear valued costumer’).
This creates caution with people [Jak07].

The phishers came up with ideas to avoid this, and started to gather information about
people first, and then send them phishing e-mails, to make it more personal.

A user can protect himself the best by paying attention when it comes to important e-
mails. A simple way to prevent a lot of phishing is never clicking a hyperlink in an e-mail,
even if you are certain the e-mail is from the trusted organization. Instead, go to the website
of the organization the e-mail was from, and check by logging in, if there are problems or not.
The problem remaing with this is that it is vulnerable to pharming (see section 6.3.2).

Spear phishing

When the global phishing scams didn’t work that well with the more cautioned people, phishers
started to aim their scams more. This resulted in ’spear phishing’. These are ’highly targeted
phishing scams’ [geeb]. The phishers first acquire the e-mail addresses of, for example, a
company. Then they gather as much information about the company as possible. After that
they send an e-mail to all or a selection of the employees, impersonating their employer, asking
for their username and password for the network of the company. Because these messages are
so specific, one would easier fall for the scam, and give away the information. This way the
phisher gains secret company information.
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6.3.2 Pharming

With pharming, a DNS-server is attacked, and the internetaddress of a certain website is
changed in a way that it points to a website that looks like the original, but in fact is the
website of a pharmer. This way users are more unsuspecting, because they themselves typed
in the right address, and do not notice any difference. But still the confidential information is
send to the wrong people. The protection against pharming has to come from the webmaster
of the involved website.

6.3.3 Phishing websites

When someone does not recognize a phishing e-mail as such, and there is a hyperlink to the
phishing website, there are still several things a phishing website can be recognized with. There
has to be a connection using the Secure Sockets Layer (SSL), which has to be used when using
a financial website (or other important private websites). This is recognized by the start of
the URL, namely it is ’https://’ instead of ’http://’. Also, the URL of the visited website can
be different of the original website. For example, www-ebay.com, instead of www.ebay.com.

The phishers came up with ideas to avoid this, and used JavaScript to alter the URL shown
in the address bar. This is done by hiding the addressbar and either opening a new one with
the right URL, or placing an image with the right URL over the phishing URL. Flaws in the
trusted website can also be used by phishers. This way the phisher has a website that uses the
trusted website, but the confidential information is in the first place send to the phisher. This
is called a Man-in-the-middle attack. The phisher sends the information he gets from the user
to the actual website, and sends the information from that website to the user again. This way
the user doesn’t notice anything, but the phisher has captured his confidential information.

Because sites were scanned on phishing scams, Flash websites became more common among
phishers. This way the text is can’t be scanned, because it is enclosed in the Flash-object.

6.3.4 Vishing

As mentioned before, there is also the case of ’vishing’. With vishing people are either called
by a visher, or they receive a message to call a certain number. In this telephone call they are,
for example, asked to enter their account number and their PIN. Sometimes the visher uses
Voice over IP to make fake caller-ID data to give the appearance of a trusted organization.

6.3.5 Skimming

There is also the case of skimming. This also steals the bank account number of someone, by
putting a device on an ATM and then trying to obtain their PIN. This also includes obtaining
the credit card number of someone. This is also considered a form of social engineering,
because of the way the PIN is obtained, via looking over someone’s shoulder. A known trick
of how they look at the PIN is that one of the skimmers obviously looks at you on the left, so
you automatically want to screen him off, and turn to the left. But there is someone else on
the right, who has a nice view on you typing your PIN.
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6.4 Why does it work?

Phishing could be called a type of ’hacking’. Because after a phisher receives the, for example,
username and password, he ’hacks’ into an account that is not of his own. The difference
with other types of hacking is that the user provides the username and password himself. The
term for this is ’social engineering’. This is the general case of phishing, namely (according to
Wikipedia) ’the act of manipulating people into performing actions or divulging confidential
information’. As argued by [MS02], the weakest link in a security system is not the technology,
but the user. A system with a username and password, could be safe against brute-force
attacks and even more sophisticated attacks, but as soon as the user gives out his username
and password, all this safety is useless. That is why not the technology is the weakest link,
but the user self! Phishing is easily prevented by a user, because it is just a matter of paying
attention. When one checks if he is at the right URL, or if it is a secured website that is
visited. But phishing works because of the lack of attention people pay at messages coming in.
People tend to be cautious when registering for something, but when already registered, they
just do everything without being cautious enough. So for example, when someone gets a mail
from their bank (which is actually from a phisher), generally people will click the hyperlink
and enter their confidential information.

People have an automatic reaction to things that seem important (like e-mails about bank
accounts). Those are things that require immediate action. Because the phisher send an e-mail
of a known bank, and you happen to have an account at that bank, you are alerted and are
thinking that something is wrong (as described in the phish-mail). The link is clicked in the
e-mail, and leads you to an phishing website, which looks just like the website of the bank
self. Because it is the bank you have an account at, you trust the e-mail and the website your
visiting, and enter confidential information.

They keyword in the previous example is trust. As Kevin Mitnick [MS02] describes in
his book about social engineering, when one gains trust with somebody else, you can ask
that someone to do something which needs to bend the rules a bit. This is used extensively in
phishing. They try to convince the user they are actually dealing with the trusted organization,
and that something unusual happened, where account verification or updating is needed. If
this is done convincingly enough, and the trust basis is made, every bit of caution is gone, and
people will give whatever information is needed.

Another thing phishers exploit, is the fact that we trust e-mails coming from friends more
than other e-mail. Even when our friends are asking for confidential information! This is
shown by [geeb], as they researched spear phishing on students of their university, where it was
obvious that a lot more people would give their accountname and password of the university
network if the e-mail would come from a friend. The friend information was obtained from
public friend networks, such as MySpace.

6.5 Economic losses

The most common damage phishing does is financial loss. Most of the phishing scams aim
at banks, or financial services as PayPal. The phisher transfers money to his own account.
But phishers also use the credit a person might have build up at websites as eBay. At eBay
you have an indication of how well someone can trust a seller. If the account information is
handed to a phisher, he can pretend to be that person, and let people transfer money to his
account for fake articles. This takes away the credit the phished person had, and also money
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from the other people.

6.6 Technical solution

Despite the fact that people need to pay more attention when dealing with crucial information,
this will remain an issue with some people. That is why there is need of technical solutions
that either point out to people there is a chance of phishing, or completely take away the
possibility of phishing scams. This section describes a couple of methods.

6.6.1 Heuristics

A way of preventing phishing attempts is using heuristics to indicate if a certain website or
e-mail is a phishing scam. This is done by using a pattern, and if the website or e-mail matches
that pattern, the user is alerted. There are several uses of this principle, mostly toolbars for
web browsers [LH07]. There are three different ways a toolbar can detect phishing websites:

- By connecting to a server and check if the website visited is a phishing website (e.g.
occurs on a black list)

- By using the user’s browsing information, the phishing website can be detected (careful
configuration of the browser information by the user is necessary)

- By using user preferences, the phishing websites can be detected (e.g. with use of a white
list)

These toolbars thus might use the internet connection to check if a website is on a black
list. Also a problem with these defense mechanisms is that the phishers can analyze and test if
their scams pass through the heuristics, and when that happens, people have build up a trust
base on the toolbars and are fooled more easily! After that has been recognized, the heuristics
will be changed, and the phishers will find a way to cope with that too. This doesn’t lead to
a perfect solution. On the other hand, the simple phishing scams, as executed by ’amateur’
phishers, will be caught by these heuristics.

6.6.2 Mutual authentication

Another way of preventing phishing is by mutual authentication . This is the authentication
of the user to the host, and from the host to the user. So the phisher might fool the user, but
if he has to digitally authenticate himself, he won’t be able to do this. Mutual authentication
can be implemented as follows:

- The user selects an image or phrase which is typical for himself

- When a user wants to login, the user first enters the username

- The website authenticates himself by showing the corresponding features of this partic-
ular username

- The user enters his password

A phisher can’t show a feature for a user, so he can’t authenticate himself as being a trusted
website. This protocol might be extended, as is done in section 6.6.3. This method on its own
is vulnerable against a Man-in-the-middle attack (see section 6.3.3).
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6.6.3 Phoolproof phishing prevention - using secure device

The method that is proposed by Parno et al. [PKP06] uses a secure device. This is for
example a mobile phone, which is used to authenticate a person to the organization, and also
the organization authenticates themselves to the user. The use of a secure device brings the
advantage of a physical device which can’t be copied. So when the username and password are
known to the phisher, he still needs the device. If the phisher gets a hold of the device, because
the user has lost it, or the phisher has stolen it, he still needs the username and password.
The protocol that is used with this method goes as follows:

- A secret key is given to the user, the person gets this by coming in person to the
organization or by postal mail or a phone call

- The user creates an account by navigating to the institutes website and confirming
himself with the secret key

- A connection with the secure device is established and all the necessary information is
transferred to it

- The secure device prompts the user to confirm the account creation by entering the secret
key

- When the user wants to use the services of the institution, he uses the secure device to
confirm the logging in via the internet

The validity of the institute is confirmed via mutual authentication. There are cryptographic
ways to do this in a safe way, in the method they do this by initiating connections with
the Ephemeral Diffie-Hellman agreement and then sending a certificate with the Ephemeral
Diffie-Hellman key information and a signature on the key information.

When the secure device is lost, one can contact the institute to block the accounts, and
start over with the creation procedure.

A problem with this method is that it requires more work to login. If someone needs to
do this alot, he might get frustrated because he has to perform all these operations everytime.
The question remains if phishing is such a threat, that this offer has to be made.

6.6.4 Conclusion

The case of phishing is a big problem in securing websites. As discussed in this paper, a big
part is to blame to the user, whom has to pay more attention when dealing with confidential
information. It shows that people tend to give away confidential information very easily when
they think it’s someone trusted, or a trusted website. By using cryptography a system can be
very safe, but when people give away passwords and such, which system remains safe? That
is why people need to be protected to their own naivety, which can be done in different ways.
I have shown two ways that incorporate users self, that is, they have to check something, but
still can be phished. The third method, with a secure device, shows a way in which it’s more
certain people won’t be phished. But it increases the amount of work per login much, the
question is if that is a offer worth it.

Overall, the weakest link in security is not the technical part, but the human part.
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Chapter 7

Biometry

Written by Hannelore van der Burgh.

Biometric recognition is the science that uses anatomical and behavioral traits to determine
the identity of a person. For example, fingerprints used by the police to identify a suspect
and iris-scanning in a film before someone can enter a safe. Because computers have to store
a lot of confidential information, it is necessary to secure this against an attacker. Most of
the time passwords are used to encrypt the information. But a disadvantage of passwords is
that people often choose a password which is easy to guess for the attackers. Further, people
sometimes write down their password because they cannot remember it, which does not make
using passwords a very secure way for protecting confidential information. A method which
does not have these disadvantages is a biometric system. Nowadays more systems work with
biometric recognition, for example by international border crossing.
We will discuss the working of a biometric system, some attacks on it and we will take a closer
look to the matching procedure of fingerprints.

7.1 System

In a biometric authentication system there are five major components. These are:

• Sensor

• Feature Extractor

• Template Database

• Matcher

• Decision Module

There are two phases in a biometric authentication system, namely the enrollment phase and
the verification phase.(Figure 7.1)

55



56 Biometry

Figure 7.1: The stages in a biometric authentication system.

7.1.1 The enrollment phase

The sensor scans the biometric trait of the person who uses the authentication system (the
user). Then it sends the scanned data T to the feature extractor. This will extract from the
scanned data the information that is useful to distinguish between different users. We call
this extracted information the template XT . A template is a digital and contracted form of
individual marks which are used in a identification system. The index T is used for the user’s
identity information. This template is stored in a template database and it can be used when
matchmaking is necessary.

7.1.2 The verification phase

When the user wants to use the system again, the sensor scans him again and the feature
extractor produces another template. We call this template XQ after query, because this time
the user asks the system if he may use it. Now, the matcher will compare the template XT

from the database with the template XQ. The result is a match score S and this score is used
by the decision module for the final identity decision. Finally, the decision module will give a
response to the query of the user.

7.1.3 Errors in the verification phase

In the verification phase the matcher determines if XQ ≈ XT . XQ will never be perfectly the
same as XT because the scanning is always different every time. (Casus 7.2) The system must
take this into account and therefore there is a margin in which XQ may differ from XT . But
because of this margin we get two types of errors in the verification phase. These errors are
the False Acceptance (FA) and the False Rejection (FR). FA appears when a person who is
not a match, an attacker, is accepted and FR is when a person who is a match, the user, is
rejected. The rate of FA is called False Acceptance Rate (FAR) and gives the percentage of
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Casus 7.2: An example of two different scans.

An example of differences in two scans is by a biometric system which
uses fingerprints for identification. The user does not put his finger
exactly the same on the scanner and this results in a fingerprint which
does not look the same as the original one.

cases of FA. The rate of FR is called False Rejection Rate (FRR) and this gives the percentage
of cases of FR.1

When the margin is large, the FRR decreases and the FAR increases. When the margin is
small, the opposite happens. Therefore we must consider our margin very well. Sometimes FA
is caused by lack of individuality or uniqueness in the biometric trait the system uses. This
can lead to a large similarity between two templates XT and XT ′ . FR can be caused by lack
of sensing technology or adverse environmental conditions. For example, the sensor may not
be able to get a good fingerprint of wet or dry fingers.
A reduction of both FAR and FRR can be obtained by storing information of better quality on
the template. This can be done by including an extra module in the enrollment and verification
phase. This module is called the Quality Assessment Module and is placed between the sensor
and the feature extractor.

7.2 Attacks

Like every identification system, the biometric systems also have some vulnerabilities which
attackers can anticipate on. Some of these weaknesses in the system are shown in Figure 7.3.
Failure of a biometric system can be categorized in two classes: intrinsic failure and failure
caused by adversary attacks.
Intrinsic failure is caused by limitations in the sensing, feature extraction of matching tech-
nologies. Another cause is the limited discriminability of a certain biometric trait. When
a biometric system has made an incorrect decision, we get an intrinsic failure. As we have
seen before, the verification phase (the phase of the decision making) can have two types of
errors, namely FA and FR. Intrinsic failure can occur even when there is no explicit effort
by an attacker to deceive the system. Because of this, this class of failure is also known as a
zero-effort-attack.
In adversary attacks the attacker tries to mislead the biometric system for personal gains.
His success depends on the loopholes in the system design and the attacker has to have the
availability of adequate computational and other resources. There are three types of adversary
attacks: administration attack, non-secure infrastructure and biometric overtness. The admin-
istration attack is also known as the insider attack and it refers to all vulnerabilities caused
by an improper administration of the biometric system. For example, this includes a collu-
sion between the attacker and the system administrator. Non-secure infrastructure consists
of hardware, software and communication channels between various modules which are not
protected. There are several ways to manipulate the biometric infrastructure, like a function
creep and a Trojan horse. These types are discussed in [JNN08] and in that article, other ways

1False Acceptance is sometimes called False Match (FM) and False Rejection is called False Nonmatch
(FNM). Then FAR and FRR are called FMR and FNMR respectively. [JRP06]
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Four attacks which lead to biometric system failure. Each attack has its own way to attack
the system.

Figure 7.3: The fishbone diagram of biometric system vulnerabilities.[JNN08]

are decribed as well. Biometric overtness gives the attacker the possibility of creating physical
artifacts. The biometric traits are in fact not secret and it is possible for the attacker to acquire
a biometric trait of a user. If the system is not able to distinguish between a live biometric
presentation and an artificial spoof, the attacker has deceived the system successfully.

7.3 Biometric traits

There are several different identifiers that can be used in a biometric system. The most
used ones are: face, iris, hand geometry, keystroke, signature, voice, gait and fingerprints.
These traits can be classified in anatomical traits and behavioral characteristics. Examples
of anatomical traits are: face, iris, handgeometry and fingerprints. Behavioral traits are for
example: keystroke, signature and gait. Voice can be both an anatomical and a behavioral
trait.
We will discuss the way in which the identification takes place, the advantages and the disad-
vantages of each of these traits.[JRP06]

Face

Biometric systems with face recognition are based on two approaches. One is based on the
location and shape of facial parts, such as eyes, eyebrows, nose and lips. The other one is
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based on an overall analysis of the face image as an weighted combination of a number of
standard faces. These standard faces are also called canonical faces.
A facial recognition system works well if it automatically detects whether a face is present in the
acquired image, otherwise the system is working overtime. Also the system must automatically
locate the face if there is one. Finally it must recognize the face from a general viewpoint. So
from every pose it has to get a good image, which is used for the identification.
An advantage of facial recognition systems is that it is not only available for the government
but also for the community. These recognition systems give a rather good authentication
performance. But the systems also have a number of restrictions on how facial images are
obtained. Often the systems require a simple and fixed background and illumination. And
although it is one of the points a system must do automatically, the systems do have troubles
with recognizing faces from different views. Because of these necessities, facial recognition
systems are not very sufficient for cases with a large number of identities and an extremely
high level of confidence.

Hand Geometry

Biometric systems with hand geometry recognition are based on a number of measurements of
the human hand. These measurements include shape, size of the palm and lengths and widths
of the fingers.
An advantage of hand geometry recognition systems is that the technique is quite simple, so
it is easy to use and it is not very expensive. Also environmental factors do not influence the
authentication accuracy of these systems. But the geometry of the hand is not very distinctive,
so it cannot be used in cases where an individual must be identified from a large population.
A hand geometry-based system is also quite large, so it is for example unsuitable for laptops.

Iris

Biometric systems with iris recognition are based on the texture of the iris. The iris is formed
during fetal development and it stabilizes during the first two years of life. Because the iris
has a very complex and distinctive texture, systems can base the identification on it. For this,
they usually work with so called fuzzy sketches [BCC+07].
Each iris is believed to be distinctive, even the irises of identical twins. Another advantage is
that it is very difficult to surgically forge the texture of the iris. Iris recognition systems have
a very low FAR, but the FRR can be high. Also the systems are quite expensive and is not
easy to obtain an iris image.

Keystroke

Biometric systems with keystroke recognition are based on the typing patterns on a keyboard.
This system observes the way people type and this is said to be in a characteristic manner.
Although this trait is not unique, it is expected to offer some information for identity verifica-
tion. But this needs a continuous verification of an individual over a period of time, because
only then we get a correct image of the keystroke

Signature

Biometric systems with signature recognition are based on the way a person signs his or her
name. This is known to be a characteristic of that individual.
This trait is accepted in governmental, legal and commercial transactions as a method of
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authentication, which is a great advantage of using signatures. But signatures are also very
easy to forge and they are influenced by physical and emotional conditions of the individual.

Voice

Biometric systems with voice recognition are based on a combination of physical and behavioral
biometrics. The voice is based on the shape and size of the mouth, vocal tracts, nasal cavities
and lips. These things are unique for an individual, but the behavioral part of the speech
of a person changes over time. It is for example influenced by age, medical conditions and
emotional state.
The combination of physical and behavioral characteristics makes that the voice is not very
distinctive and may not be sufficient in cases of identification in a large population. Also a
voice recognition system is very sensitive for factors like background noise. But it is quite easy
to work with and it is mostly used in phone-based applications.

Fingerprints

Biometric systems with fingerprint recognition are based on the pattern of ridges and valleys
on the surface of a fingertip. During the first seven months of fetal development, the forma-
tion of a fingerprint is determined. Fingerprints are unique for every individual, even identical
twins have different fingerprints. Besides, the formation is different on each finger.
Because of the uniqueness of fingerprints, it is a quite good recognition system. The accuracy
of it is adequate for identifying a large population, especially when the database contains mul-
tiple fingerprints of a person. A disadvantage of fingerprint-based systems is that they require
a large amount of computational resources. Also there is a small fraction of the population
whose fingerprints may not be suitable for identification because of genetic factors, aging, en-
vironmental reasons or occupational reasons.

We can compare these seven traits on seven different factors. The following four factors
are properties of biometric identifiers:

• Universality; do all people have it and could it be used by everyone?

• Distinctiveness; can people be distinguished based on an identifier?

• Permanence; how permanent are the identifiers?

• Collectable; how well can the identifier be captured and quantified?

The other three factors are attributes of biometric systems:

• Performance; what is the matching speed and accuracy?

• Acceptability; do people accept this trait as an identifier?

• Circumvention; can the identifier be easily forged and can it deceive the system?

The results are shown in Table 7.4.
Which trait you should use for your biometric system depends on what factors are the most
important to you. The iris has very good properties, but it has a low acceptance. On the
other hand the signature has a very high acceptance, but has several other weak properties.
The fingerprint has medium quality properties and it has also medium attributes. So in the
end, it completely depends on which factor is important to you.



7.4 The matching procedure of fingerprints 61

The traits are marked for every factor with high (H), medium (M) and low (L).

Table 7.4: Comparison of various biometric traits based on various
factors.[JRP06]

7.4 The matching procedure of fingerprints

Now, we will discuss the matching procedure of fingerprints in more detail. Fingerprint verifi-
cation is usually associated with criminal identification and police work, but today it becomes
more popular in applications such as access control and financial security.
There are a lot of methods to acquire fingerprints. The most popular method, and also the
most famous one, is the inked impression method. This has been a standard technique for
fingerprint acquisition for more than 100 years. In this method the fingertips are smoothly
covered with a thin, even layer of ink. Then the fingers are rolled from one side to the other on
a piece of paper and the result is an inked impression of the ridge pattern of the finger. This
method is very time-consuming and unsuitable for an on-line fingerprint verification system.
A method which is suitable for on-line fingerprint verification is the inkless fingerprint scan.
In this method the fingerprints are acquired in a digital form.

The goal of fingerprint classification is to assign a fingerprint to a specific category according
to its geometric properties. There are several categories and six of them are shown in Figure
7.6. The main purpose of finger classification is to enlarge the fingerprint databases and to
speed-up the process of fingerprint matching. For manual fingerprint classification the Henry
Classification System is often used.[Gro03]

7.4.1 The Henry Classification System

The Henry Classification System makes the ten-print fingerprint records into primary group-
ings based on fingerprint pattern types. The records are classified by physiological character-
istics, which results in an easier way to search for large numbers of fingerprint records. The
Henry System will lead to a group of potential candidates and helps to find the right person
in this way.
The Henry Classification System assigns a number to each finger according to the order in
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Figure 7.5: The ink fingerprint method and the inkless fingerprint method.

which is it located at the hand. The right thumb receives number 1 and it ends with the left
pinky as number 10. The system gives a numerical value to fingers that contain a whorl pat-

(a) Arch. (b) Tented arch. (c) Right loop. (d) Left loop. (e) Whorl. (f) Twin loop.

Figure 7.6: Six categories of fingerprint classification.[oI06]
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Casus 7.7: The first fingerprints.

In 1877, Sir William James Herschel discovered that fingerprints are
unique and remain stable over time. The use of fingerprints as a
mean of identification had not occured before, although fingerprint
characteristics were already been studied.
In 1880, Dr. Henry Faulds suggested a system for classifying finger-
prints and he was the first European to publish the notion of scientific
use of fingerprints in the ientification of criminals.
Around the same time, Sir Francis Galton (cousin of Sir Charles Dar-
win) developed a similar system and in 1892 he published his book,
Finger Prints, about three main patterns: loops, whorls and arches.
In 1900, the Henry System was introduced for classifying fingerprint
in British India. The Henry Classification system is an expansion
of Sir Galton’ system. In 1901, Sir Edward Henry became Asisistant Commissoner of
Scotland Yard, head of the Criminal Investigation Department.

tern. It depends which finger the whorl is, but the value can be 1, 2, 4, 8 or 16. Fingers which
do not have a whorl but an arch or loop pattern get a value of zero. The fingerprint record’s
primary grouping is determined by calculating the Henry Classification System Formula:

1 + (Sum of whorled, EV EN finger value)
1 + (Sum of whorled, ODD finger value)

If you do not have any whorls your ratio is 1:1 and if all your fingerprints have whorls, your
ratio is 32:32. By computing the ratio of an unknown set of fingerprints you can find a group
of potential candidates, who have the same ratio.

7.4.2 Online fingerprints

The classification of digital fingerprints is, like other classification systems, based on ridge pat-
terns, local ridge orientations and minutiae. Minutiae are ridge endings or ridge bifurcations
and are the most prominent structures in a fingerprint.
In order to operate well, it is necessary for a fingerprint verification algorithm to automatically
obtain minutia correspondences. Beforehand you will not know if there is a correspondences
and therefore the algorithm must try to find these correspondences. It is also necessary to
recover deformations and detect spurious minutiae from fingerprint images. As is said in Ca-
sus 7.2, deformations will happen and therefore the algorithm has to correct this, but such an
algorithm is quite difficult to construct.

In Figure 7.1 we have seen the biometric system. In a fingerprint-based system the feature
extractor is called the minuta extractor. This extractor obtains the topological structure of
the minutiae in a few different steps, which are shown in Figure 7.8 and explained in more
detail in [JHB97].
First, an orientation field is estimated. This can be done by a number of methods, like Rao’s
algorithm. Then the region of the fingerprint is located with a segmentation algorithm which is
based on the local variance of gray level. After this, the ridges are extracted. Because the gray
level values reach their local maxima on the ridges, you can use this property to get a ridge
skeleton. In the next step this ridge skeleton is thinned and in the last step the orientations
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Figure 7.8: The steps of the minuta extractor.

of the minutiae are computed with the help of the thinned ridge skeleton. Finally, we get the
extracted minutiae and their orientations on the input image.
In the enrollment phase, the database comes after the minutia extractor. In the verification
phase, the minutia matching comes after the minutia extractor. In the minutia matching, it
will be verified if a fingerprint matches a fingerprint from the database.

7.5 Conclusion

Biometric systems are useful ways to identify persons. The systems work in two phases: the
enrollment phase and the verification phase. Although biometric systems are more secure than
password systems, they still have some weaknesses. There are two main failures: intrinsic fail-
ure and failure caused by adversary attacks. These failures consist of several types of attacks
and failures, like False Acceptance and administration attack.
There are several biometric traits that can be used in a biometric system. Examples are fin-
gerprints, face recognition and voice recognition. Each trait has its own (dis)advantages and
it depends on your goal which trait is the most suitable for your system.
Matching fingerprints is one of the most famous and oldest procedures for identifying indi-
viduals. In the past, they used ink to make manually the fingerprints on a piece of paper.
The matching procedure often worked with the so-called Henry Classification System, which
gives a group of potential candidates. Nowadays, the fingerprints are collected in an inkless
and digital way. An advantage of this method is that the fingerprints can be used for online
verification. In this way you get a large database of fingerprints which results in a better
possibility to identify someone.



Chapter 8

Privacy of rfid

Written by Roland Vaandrager.

8.1 Introduction

Rfid-tags are getting more and more popular, but is the privacy of users preserved sufficiently?
This paper summarises several privacy issues and gives a number of solutions to those issues.
Furthermore, a few examples will be given to illustrate the privacy problems in practice.

8.1.1 What is rfid?

Rfid is an abbreviation for “Radio Frequency IDentification”. Rfid is mostly used for iden-
tification and authentication purposes. The rfid technology needs three separate devices to
operate:

1. a rfid-tag : a small chip which contains information,

2. a rfid-reader : a device capable of reading an rfid-tag,

3. and a server, storing additional information about the rfid-tags in a database.

The communication between a tag and a reader is wireless and contactless. This means that
the tag is readable within a certain distance from the reader. The basis of this paper relies
on this aspect of communication, because anyone can buy an rfid-reader these days (see for
instance http://www.thinkgeek.com/gadgets/security/907a/).

8.2 Example uses of rfid

Rfid technology is used in numerous ways all over the world. The most common application
is payment of small fares, for instance in public transport (see section 8.4.1 for an example in
more detail). Another example is the use in a library, which will be discussed in more detail
in this section.

The technology can also be used to replace barcodes at a grocery store. Nowadays, when
a customer wants to pay for his groceries, he has to empty his basket and put all the groceries
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on a conveyor belt. For each grocery item, the store clerk has to find its barcode and scan it.
If all barcodes were replaced with rfid-tags, the customer only has to place his basket full of
groceries on a table with a reader in it. The reader then reads all the tags at the same time
and interacts with them, without the need of emptying the basket and refilling it when all
items have been read. The reader will also write to the tags that they have been paid; this is
useful for anti-theft security measures.

8.2.1 Rfid in a library

In a library, each book can be tagged with an rfid-tag. This tag holds basic information about
the book, such as the author, the title and the publisher. Information about the location
in the library can be included as well. The most important information about the book in
this application is whether it has been lent to a client. Every client therefore has an rfid-tag
himself, in the form of a standard creditcard-sized card. This card holds information about the
owner, and information about the books he has borrowed. For example, it can store whether
the owner has borrowed a book, and the date he has to return it. The list of books borrowed
is not stored on the card, but in the library database.

Each time the client wants to borrow a book, he has to check in his card. After he has
done that, he has to scan all books, and finally he can check out his card again. In these
transactions, the information on the tags in the books is changed. It will contain a notice that
the book has been lent to someone. In the final transaction between the card and the reader,
on the client’s card is written that he has borrowed some books, and the target date on which
the client has to return the books.

At the exit gates of the library, there are readers that only check whether an outgoing book
has been lent to someone, or is being stolen from the library. This may be only a final check,
but unfortunately this is necessary these days. The privacy problems start at this point, see
the next section.

8.3 Privacy issues

The biggest advantage of rfid is that it is a contactless technology. This is also the main
problem of this technology. In this chapter I will explain why.

The tag identifies itself to a reader with a unique ID. This ID is stored in the backend
database and is accompanied by some extra information. In most applications, the distance
needed between the reader and the tag is about 10 centimetres to a couple of metres. An
eavesdropper can read a tag just as easily as an “official” tag reader in the library. When
he has read the information on a certain tag A, he can create his own tag B and can put
the same information on it as contained in tag A, especially the “unique” ID of tag A. The
eavesdropper can use his own tag B and pose as the owner of tag A. This so called cloning is
a serious privacy issue, especially when the tag is used in a payment application, like public
transport.

Two important aspects of privacy need to be considered here [MW04]. The first is the
ability to track an rfid-tag. For example, in the library an eavesdropper can put his tag reader
near the “official” reader at the exit gates, and create a database of his own with all the tag
information in it. Now he can see whether a certain tag has been there before and when, and
which books have been lent. In the library application used in [MW04], the rfid-tag of every
book can have the library ID as well.
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The other aspect is the ability to hotlist an rfid-tag. The eavesdropper can read from his
database which books have been borrowed by the same person. He may be able to correlate
information from different observations, and link certain books to one person.

8.4 Possible solutions

The simplest way of identification for the tag is just to shout its ID to the reader. This is
not adequate; as mentioned before, an eavesdropper can intercept the ID very easily. Both
tracking and hotlisting are possible to achieve. So to solve the privacy issue, some form of
encrypted authentication must be built in the conversation between tag and reader. If this is
done, an eavesdropper can only see communications in an encrypted form, which he should
not be able to decrypt.

In the library system, it can be of use to change the ID in a tag each time the book leaves
the library (and is properly borrowed by someone of course, it must not be stolen). In this
case, the tag holds a certain ID . Each time it exits the library, the reader creates a random
bitstring r ∈ {0, 1}n, where n is the length of the ID . The reader creates a pair (r, ID) in
the database, and writes r to the tag. When the book is returned, the process is repeated the
other way round. The reader reads the number r, looks up the correct ID from the database,
and puts ID back in the tag. This system rules out hotlisting, but tracking is still possible.
The eavesdropper can read the tag anywhere, the value of r does not change until the book is
returned. But since the value of r is renewed each time the book is lent again, the eavesdropper
cannot make a list of different people borrowing the same book.

The above scheme is not very secure and there is no real encryption involved. In this
section, some authentication schemes with encryption will be presented. These authentication
schemes use a secret s (see also [MW04]). Such a scheme should have two properties:

private: a private authentication scheme is a scheme where an attacker cannot distinguish
between two different tags with different IDs.

secure: a secure authentication scheme is a scheme where it is impossible for an attacker to
fool a tag reader without knowing the secret.

A somewhat safer solution than the one mentioned above is to let s be a shared secret for
both the tag and the reader. The reader wants the tag to execute some command cmd, there-
fore the tag has to authenticate itself using the shared secret. The protocol is schematically
presented here:

tag reader
send “HELLO”, cmd

create r ∈ {0, 1}n, send it receive r, calculate r ⊕ s
send r ⊕ s

receive r ⊕ s, check correctness
if correct, execute the command cmd

An eavesdropper cannot read the conversation, because of the random variable r. The value
of this r changes every time a new read operation starts, so the eavesdropper cannot replay
the conversation. This rules out both hotlisting and tracking. However, this protocol does not
protect against a man-in-the-middle attack. If an attacker could overhear the communication
between the tag and the “official” reader, he can find s from one conversation. First, the
attacker receives the value of r from the tag. Then he receives the value of r ⊕ s from the
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reader, and he can calculate s, because s = (r ⊕ s) ⊕ r. Another problem is the randomness
of the random number generator in the tag. Section 8.4.1 shows that this is not always
implemented well enough.

Still, the tag has to identify itself with its ID. To achieve this, we have to extend the
authentication protocol, and build in the identification step. The protocol will be as follows:

tag reader
send “HELLO”, cmd

create r ∈ {0, 1}n,
create σ = fs(r)⊕ ID and send (r, σ) receive (r, σ), calculate ID = σ⊕fs(r)

if correct, send ID
receive ID , check correctness
if correct, execute the command cmd

In this protocol, fs(r) is some function that takes the random variable r and combines it
with the shared secret s. It is not important what this function is, as long as it is not possible
to learn s or r from the result of fs(r). This means that fs(r) has to be perfectly safe [Tel02].

This protocol is again not perfect, it is not private or secure. At the end of the protocol,
the ID is sent to the reader. An eavesdropper can learn the IDs of all tags passing the reader,
thus this voids the privacy property of the scheme. This makes tracking possible, and even
hotlisting is again possible. The protocol is not secure, because the attacker can learn the
secret s. First, the attacker queries the tag, and gets (r, σ), then he presents himself to the
reader as being the tag, and he gets ID . The problem here is that all randomness depends on
the tag, and not on the reader.

A final solution to this problem is to build in randomness for the reader. The protocol
changes to this:

tag
reader

create a random bitstring r1 ∈
{0, 1}n,
send “HELLO”, r1, cmd

create r2 ∈ {0, 1}n,
create σ = fs(0, r1, r2)⊕ ID and send
(r, σ)

receive (r, σ), calculate ID = σ ⊕
fs(0, r1, r2)
if correct, create τ = fs(1, r1, r2)⊕ ID
send τ

receive τ , check whether τ ==
fs(1, r1, r2)⊕ ID
if correct, execute the command cmd

In this case there is a function fs(b, r1, r2), with b ∈ {0, 1}. This function has the same
properties as fs(r) mentioned before, but it now depends on three variables instead of one.
Its value can of course only be correctly computed if the values of all three arguments and
the value of s are known. The value of b differs in the communication from tag to reader and
the communication from reader to tag. This is done to prevent a succesful man-in-the-middle
attack. An attacker can query a tag with a chosen value of r1. To get ID , he needs to know
the value of s, to be able to successfully compute fs(1, r1, r2). This proves that this protocol
is secure. The protocol is also private, because an attacker cannot get a unique ID from a tag
each time he reads that tag. For that, he needs s again. If he does not know s, he just gets a
xor’ed message he can’t decrypt.
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8.4.1 Security of the ov-chipkaart

The ov-chipkaart is a new means of payment for public transport in The Netherlands. It has
already replaced the “strippenkaart” in Rotterdam on January 29, 2009 [jocviRm], and will do
so in the upcoming years in the rest of the country. The card comes in three variations. The
first is a paper card containing a Mifare Ultralight chip, which uses no encryption at all and is
used for single trip fares only. In this paper, only the next two variations will be considered.
These are anonymous chipcards, and registered chipcards. These contain the Mifare Classic
chip, which makes use of a variant of the final protocol mentioned in section 8.4 on page 68.
The anonymous card holds information about the amount of money charged on the card, and a
unique identifier. The registered card stores the same information, but also stores information
about the owner. In the Dutch public transport it is necessary to have a registered card for
students, as they can travel free of charge. Also, for season ticket holders it is necessary to
have a registered card. The privacy problem holds especially for this last category, because an
adversary can not only read the identifier of a card, but also the name of the owner. In this
section I will explain how he can do that.

In the protocol used, there are two random variables r1, r2 involved. However, Karsten
Nohl and Henrik Plötz have shown [NP07a] that they have broken the security of the Mifare
Classic chip. The two researchers have disassembled and reverse engineered the chip, and
discovered that it uses a random number generator that generates only 16 bit long random
numbers. The next discovery is that the random number only depends on the time between
powering on the rfid-tag and the time of read. Nohl and Plötz have therefore been able to
let the tag generate the same “random” number over and over again, by precisely controlling
the time of reading the tag. The reader used for the ov-chipkaart oddly enough uses the same
random number generator as the tag, although this would not be necessary. The tag has very
limited computing power, but the reader can be made faster and more complex. Again, the
researchers have been able to generate the same random number over and over, by using the
same timing technique. This way, all randomness is taken out, because the adversary can now
determine the value of the random numbers himself and thus retrieve the identity of the card.

8.4.2 Challenge-response protocol

Song and Mitchell [SM08] propose a protocol that makes use of the challenge-response prin-
ciple. This protocol uses a hash function and assumes that a tag can compute such a hash
function and that it has some rewritable memory. In the low-cost rfid-tags it is not possible to
use “advanced” hash functions like MD5 and SHA1, so the hash function is calculated using
non-linear feedback shift registers.

When the tag is manufactured, it not only gets a unique identifier, but also an initiator. The
initiator is a bitstring that changes in the tag at each execution of the protocol. Therefore the
tag needs some rewritable memory. The initial initiator for each tag Ti is a bitstring ui, the hash
value of ti = h(ui) is stored in the tag. In the server the value pairs of [(ui, ti)new, (ui, ti)old, Di]
are stored, where Di is the tag information which is relevant to the reader. Each time the
combination of (ui, ti) changes, so the server stores all old values as well.

The authentication protocol

In this protocol the reader starts with sending “HELLO” to the tag Ti, accompanied by a
random bitstring r1 ∈ {0, 1}n and a command to execute. The tag generates a new random
bitstring r2 ∈ {0, 1}n and computes M1 = ti⊕ r2 and M2 = fti(r1⊕ r2). It then sends M1 and
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Casus 8.1: Nedap XS-card

In October 1993, Nedap N.V. introduced the XS-card [Ned93]. The XS-card is – just like
the ov-chipkaart – a card with an rfid-tag in it. The product page [XC] states that it
comes in a couple of variations: the ProXS, UniXS and MaXS cards. The ProXS and
UniXS use no encryption at all, and the MaXS card uses DES with a 56-bit key. Utrecht
University uses the XS card for authentication of persons who want to enter buildings or
other parts of the university with restricted access. If there is no encryption at all, it is
very easy for an adversary to clone a card and use it. It is not necessary to state what
could happen if he manages to clone a card with access to numerous buildings.

It is a bit safer to use the MaXS variant, because it uses DES
encryption. However it is possible to break DES [Tel02, chapter
2] with a Hellman table. It may not be feasible at first sight,
but since the tag ID does not change, it is very likely that the
DES key is broken before the card is taken out of service.
In June 2008, Nedap introduced the successor of these three cards: the NeXS card. This
card uses triple DES for encryption, which – though this is mathematically possible – has
not been proven feasible to break.

M2 to the reader.
The reader sends this information to the server. The server will then search for the tag

id ti in the database, and will perform an authentication check for each of these. This is
necessary, because the value of ti is not sent to the server, and changes each time the protocol
is executed. This contains of three steps:

1. choose a stored value for ti

2. reconstruct r2 = M1 ⊕ ti, and compute M ′2 = fti(r1 ⊕ r2).

3. if M2 == M ′2, then the tag is authenticated correctly. If not, repeat from step 1.

If there is no match, the server will send ε to the reader, indicating that there is no match.
If there is a match, the server computes M3 = ui ⊕ (r2 � n/2), where x � k is the right
circular shift operator. This operator shifts the bitstring x k steps to the right and puts the
bits (k, x− k) at the beginning of x. Likewise, there is a left circular shift operator �, which
shifts x k bits to the left. After the computation of M3, the server sends M3 and Di to the
reader. The server has to update its database now, so ui(old) is updated to ui, and ti(old) is
updated to ti. The value of ui(new) is updated to (ui � n/4) ⊕ (ti � n/4) ⊕ r1 ⊕ r2 and the
value of ti(new) is updated to h(ui(new)).

The reader then forwards M3 to the tag Ti. The tag has to check the authentication
of the reader, and thus it computes ui = M3 ⊕ (r2 � n/2) and checks that h(ui) = ti. If
this check succeeds, the reader is authenticated and the value of ti has to be updated to
ti = h((ui � n/4)⊕ (ti � n/4)⊕ r1 ⊕ r2). After this, the command that the reader has sent
to the tag, is executed. If the check fails, the tag keeps the old value for ti.

This protocol can withstand numerous types of attacks. Most importantly, the protocol is
both private and secure. The tag will only send M1 and M2 when it is asked for authentication,
and those values depend heavily on a random number. This number changes over time. If an
attacker would disable the randomness of the random number generator, as in the example of
the Mifare chip, it will still be necessary to know the function fti , which can be unique for
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each tag and is only known to the tag and the server. Therefore it is a secure protocol. The
privacy aspect is proven by the challenge-response principle. Every time a tag is queried, the
response will be unique due to the random number involved. Because of this, the tag can not
be tracked without breaking the randomness.

Most of the hard work needed in this protocol lies in the comparison of tag IDs, which
is done by the server. A server can easily be made fast enough to perform this task. The
tag still has to perform a number of operations, but it is still feasible according to [SM08].
Unfortunately, to my knowledge, there is no example yet of an implementation of this protocol.

8.5 Conclusion

Most of current rfid chips are very simple: they have limited computing power and memory. A
small part of the hardware is used for encryption purposes. This puts a limit on the encryption
algorithms that can be used within a feasible computing time. One of the requirements of the
rfid design is that interaction between an rfid-tag and a reader must be very fast. It is very
unlikely that someone is patient enough to hold his rfid-tag near a reader for more than one
second, so all computations have to be done within that time.

It is also very important that the tag authenticates itself to the reader, while revealing its
identity only to the reader. Therefore, a number of possible communication protocols have
been mentioned in this paper. The final protocol has two random variables in it, to accomplish
that an adversary will not be able to reveal the identity of the tag, without knowing the shared
secret s.

By sending the identity of a tag in an encrypted form, it will be impossible for an eaves-
dropper to track the tag, nor will he be able to hotlist it. This is shown in the example of
rfid-tags in a library. The challenge-response protocol is desirable if privacy is very important,
but there is no example of a working implementation yet.
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Chapter 9

Practical Elliptic Curve
Cryptography

Written by Tom Smeets.

Elliptic curves have been around for quite some time, they are used in extensively in number
theory and a bit more recently in cryptography([Mil86]). Elliptic curves and the theories
surrounding them are quite mathematical subjects. However in this text I want to show more
about how the curves are living in the wild, being used in practice and not go in depth in
discussion on the theory of these curves. For the casual reader the first section is a short
introduction on elliptic curves to show swiftly what it is all about, but it is hardly a complete
view of what curves entail. It also introduces the discrete log problem as defined on elliptic
curves. After the introduction follow sections which discuss some of the considerations about
and usage of curves in the real world.

9.1 Elliptic Curves introduced

Elliptic Curves can be defined geometrically as well as algebraically, so lets first look at a
picture of curves as they are used for cryptography. In figure 9.1([Sup]) the same curve is
shown repeatedly, in addition to this curve a point is defined as the Origin this is the point
∞. In each of the pictures of the curve a form of the addition operation is shown, the points
form a group that intersect the origin. This is the same as saying two points added together
equals the third point. In the first picture general addition is depicted, ie P +Q = R. In the
second picture the line between the two points is equal to the tangent of one of the points,
this point gets doubled. In the third picture P and Q intersect directly with the origin, they
are each others inverse. In the fourth picture P is it’s own inverse. This also shows the use of
∞ as the origin, namely all points have an inverse. Together with taking the x and y (this is
called the field) of finite form the curve belongs to a special class of groups called an abelian
group. The properties of this group allow it to be used in cryptographic algorithms.

9.1.1 Discrete Log Problem for Curves

On curve a cyclic subgroup can be defined of repeated addition of a base point, or generator.
The subgroup {O,G,G+G,G+G+G, . . .} then gives for to the discrete log problem for curves.
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Figure 9.1: Elliptic Curves, with ∞ as origin

The Discrete Log(or dlog) problem has the definition over curves as given by definition 9.1. In
Elliptic Curve Cryptography(ECC) n is used as a private key and the point Q on the curve is
the public key.

Definition 9.1 For an elliptic curve Ec over Fp given P,Q ∈ Ec find an integer n ∈ Zp such
that nP = Q if such n exists.

The rather efficient index-calculus algorithm which makes it so that secure RSA keys in Z∗m
need to be large, doesn’t work for elliptic curves. This permits ECC to use much smaller keys
as only

√
p methods are available. However there do exist known classes of weak curves which

have easier solutions. For instance when the number of points on the curve is (about) equal
to the number of points in the underlying field, it is possible to make a function that maps
the points of the curve to the underlying field and then solve the logarithm problem in that
field instead of on the curve, making for instance index-calculus available for use. Therefore
it is very important to check and verify when designing or generating a curve that it is not a
member of such classes.

As follows from the definition of the discrete log problem, curves can be used to implement
a form of any of the group based algorithms(DLog based algorithms), for instance ElGamal.

9.2 Curve Parameters

The algebraic form of Elliptic Curves is what requires considerable thought when wanting to
create one for use in cryptography, creating the most distinction is the form of the underlying
finite field. Two forms are most commonly used prime finite fields and binary finite fields.

9.2.1 prime finite fields

A prime finite field denoted as Fp with p a large prime has elliptic curves of the form in
definition 9.2.

Definition 9.2 y2 = x3 + ax+ b, where 4a3 + 27b2 6= 0

The additional restriction on the parameters a and b ensure that the curve does not have cusps
or self-intersections. This is a requirement that stems from the definition of an elliptic curve.
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9.2.2 binary finite fields

Binary finite fields are denoted as F2m with m chosen prime to prevent a weakness against
splitting the power to reduce the difficulty of the dlog. The algebraic form of the curves in
this field is shown in definition 9.3.

Definition 9.3 y2 + xy = x3 + ax2 + b, with b 6= 0

This form again like with prime fields prevents self-intersections and cusps. Besides the a and b
in the equation there is another parameter required, namely an irreducible polynomial f . This
function is used to perform computation on the binary numbers in the field. This follows from
that any binary number can be represented as a binary polynomial. All the constant factors
of the polynomial can only be 1 or 0, so by taking the bit string from the most significant bit
to the least significant bit as these factors the binary string is converted to a polynomial. As
one can see in 9.4 this looks a lot like a generalized form of computing the value of a binary
number to say a decimal number, namely for t = 2.

Definition 9.4 1010 ≡ 1 · t3 + 0 · t2 + 1 · t1 + 0 · t0

9.2.3 Other parameters

When defining a curve to be used cryptographically several other parameters have to be found
and calculated before it can be used. These are:

• a generator G, this is the point that is used to generate the cyclic subgroup on the curve.

• n, the order of G.

• h, cofactor defined as h = #Ec(F )
n , where #Ec(F ) is the number of points that are on

the curve (and F the field it is defined on.

The parameters n and h are used to validate the security of the curve, they are supplied with
the definition of the curve so that the other potential users of a curve can validate it as well.
The validation of a curve is discussed further in the next section.

9.3 Standardized Curves

Generating a curve can be a lengthy task, especially since the points on the curve have to be
counted. Because of this standards have been designed that specify some or all of the param-
eters for curves considered secure. With these standards curves can also be validated, proving
to a user that they are secure. Besides standardization of governmental origin like from NSA
and NIST, Certicom a SECG member has designed some important ECC standards([res00a],
[res00b]) as well. This also in part follows from their ECC related patents, as without good
standards their algorithms and software would be quite cumbersome in usage. Certicom sup-
plies the following guidelines for strong curves. First of all a user will have to consider how
secure her application of the cryptography needs to be, this security constraint is referred to
as t, and is expressed in bits. To obtain the desired security one of the following equations is
used:
With t ∈ {56, 64, 80, 96, 112, 128, 192, 256}

• For a prime finite field Fp: dlog2 pe = 2t. But if t = 256 dlog2 pe = 521 is chosen.
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• For a binary finite field F2m :
first select t′ ∈ {64, 80, 96, 112, 128, 192, 256} such that t′ is the first integer > t then find
m ∈ {113, 131, 163, 193, 233, 239, 283, 409, 571} such that 2t < m < 2t′

Note the usage of the rounded up logarithm simply is a measure for the number of bits in
the binary representation of a number. In these equations some numbers stand out, most
noticeable the value 512 for t = 256 these choices relate to some governmental standards for
ECC.

When generating a curve on a binary finite field it is advised if possible to use a Koblitz
curve (an elliptic curve over F2m with a, b ∈ {0, 1}). This is also the guideline use with which
they selected the range of values for m. Next to this advise a list of reduction polynomials is
given in the standard to be used with the corresponding m.

9.3.1 Curve Validation

Curve validation provides a way to learn if a provided curve can be considered safe, this is
where the parameters n and h are used. Although they can take some time to compute when
generating a curve it is quite straight forward to test most of them(testing if a number is
prime isn’t as straight forward some times) to be accurate when a curve is supplied with these
parameters, and to check if the curve doesn’t have certain weaknesses. The following checks
are made to ensure it is a useable curve, given the security parameter t.

• Check that p is a prime such that dlog2 pe = 2t
(Incase of t = 256 check that dlog2 pe = 521).

• Check that a, b, Gx and Gy are integers in the interval [0, p− 1].

• Check that 4a3 + 27b2 6= 0 (mod p).

• Check that G2
y = G3

x + aGx + b (mod p).

• Check that n is prime.

• Check that nh 6= p.

• Check that h ≤ 4, and that h = b
√
p+12

n c.

• Check that nG = O.

• Check that pB 6= 1 (mod n) for any 1 ≤ B < 20.

The 5th and last check perform weakness tests to known attacks. Namely if the number of
points on the curve is just as large as the underlying field it is possible to solve the logarithm
in this underlying field. The last check tests if it is possible to perform an attack where the
problem is reduced to a smaller degree making it easier to solve the logarithm as well.

9.3.2 Governmental Standards

The governmental standards(US [Nat00],[NSA08]) are quite similar to the standards created
by Certicom. The most notable difference is the fact that the cofactor h is allowed to be
substantially bigger, and in one of the algorithms used in the computation. The size of h is
limited between 10 and 34 bits depending on the cryptographic strength required, the more
bits in the security parameter the more bits permitted in h. This could be an indication of
trying to speed up computation, but the documentation doesn’t go into much depth about it.
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9.4 Fast Curve25519

Curve25519 is a curve designed by Daniel J. Bernstein([Ber06]) specifically for Diffie-Hellman
application with speed in mind. Starting from scratch all the parameters are selected such
that it is secure and fast. I will briefly discuss this curve as it is a nice example of how good
ECC can be, for instance all recorded runs that are mentioned in the curve25519 paper are
under 1 million cycles in length. The main points of interest that follow are, how is the speed
attained and how is the curve kept secure. As the rest of this paper I will avoid mathematical
details where possible to keep this a somewhat light and practical oriented read. For the
unadulterated mathematical version I suggest to read the original paper itself [Ber06] and
perhaps one or more of it’s descendants like [BL08].

9.4.1 specification

The curve is defined on the prime finite field Fp with p = 2255 − 19, a prime field is selected
because this has a more rigid security than a binary field which may become weak in some
cases. The prime is close to a power of 2 for faster computations. For the curve function a
slightly different form is used, this to utilize slightly different computations on the curve that
are also faster.

Definition 9.5 y2 = x3 + Ax2 + x, with A2 − 4 not square in Fp. Chosen A = 486662 and
G = 9.

The external visible parameters of points on the curve, like G and the public key, are specified
by their x-value alone instead of the pair (x, y).

9.4.2 speed and safety

Some of the speed comes from digging down into the lowest levels of computing and optimizing
calculations like modulo operations specifically for 2255 − 19 at the cpu level. Cost reduction
is also attained by having less checks. For instance any 32 byte string constitutes a valid(and
secure) public key, so there doesn’t have to be a check if a supplied key has some form that
is illegal or weak(see also section 9.6). Also the author shows that the computations he uses,
Montgomery formulas from [Mon87], are correct even when a point is ∞ with only a minor
constraint that for the two points Q−Q′ /∈ {∞, (0, 0)} concluding that the check for infinity
can be skipped.

The constraint for A from definition 9.5 again has to do with speed, namely computa-
tions for the curve are made with a jacobian x-coordinate computation x = X

z , which also
speeds up the computation by changing division to multiplication but allowing to perform
the computation X(Q+Q′) with one less multiplication. Which increases the speed of scalar
multiplication.

All this speed adds up nice in total, but there is one weakness of curves that needs special
care. This weakness stems from the fact that the addition operation is very different depending
on the type of points. It makes it vulnerable to timing and simple power analysis attacks. To
remedy this some time needs to be taken to make the operations operate in a similar fashion,
for instance by performing additional zero additions. This reduces a little of the speed but
increases the security. Also for integer selections instead of using arrays they are computed to
prevent timing attacks.
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Some of the security comes from the fact that the calculation takes place in Fp2 , namely no
where is it stated that intermediate results have to be in Fp. Perhaps easiest to be visualized
by thinking of the scalar multiplication as a walk that starts with an x-value in the equation
in Fp but the walk actually occurs in Fp2 allowing different(larger) values for the y-values
but having the final x ∈ Fp where then the resulting x-value is member of. This is a rough
description but shows the benefits clearly in protecting against some of the attacks on the
discrete logarithm of this curve. Also the point G is chosen such that subgroup attacks are
not viable against this curve.

9.5 Software using ECC

This section just contains a short list of software that supports elliptic curve cryptography,
all of them happen to be libraries. If the reader desires some of the gritty details of working
implementations go out there and find some of these and have a peek.

9.5.1 Open Source

• Curve25519
This is the library that implements the curve of the last section, unfortunately it has
not been updated in a while, but perhaps some day the author will decide to make an
upgraded version with a new curve like an Edward Curve([BL08]).

• Bouncy Castle
A light weight library providing all kinds of cryptography support for Java and also C#,
and seems to be the most regularly updated or current library available of the options I
show here.

• Crypto++ Library
Extensive cryptography library for C++ supporting various ECC protocols and imple-
mentations, last version was released in 2007 but the project seems to continue onward
still.

• libecc
This library for C++ is sort of a pet project that has been providing ECC support since
2002. It doesn’t get regularly updated, but it has interesting documentation about the
parameters of curves.

9.5.2 Commercial

The commercial libraries are beginning to see a growing interest in ECC and catching up.

• CNG API
Microsoft cryptography API now supporting ECC for signatures and DH exchange since
.Net version 3.5

• Java 6 SunPKCS#11 Since version 6 Java has also been supporting signatures and key
exchanges using ECC.
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9.6 Addendum

During the discussion of my presentation of this paper i was asked a very interesting question:
How can every 32 byte string be a valid key if p is only 2255 − 19 for curve25519. At the time
I answered by pointing out the multiplications occur in p2 so the 19 keys wrapping around
the modulo wouldn’t be much of a problem since the curve has a secure twist which prevents
having to exclude certain keys for security reasons. This is mentioned in one of the attacks
to solve/find the solution to the discrete log problem on curves. But this isn’t further proven
separately by the author. Feeling unsatisfied to be able to provide a definite answer, I went
back to the paper on curve25519 to see if I had forgotten about something that would explain
this more clearly than I had. The author defines the public keys as a 32 byte long string, the
private key is smaller. Defined as n ∈ 2254 + 8{0, 1, 2, 3, . . . , 2251 − 1}, using theorem 9.6(from
[Ber06]) he shows that the x value of both y values on the curve for nQ is in p. However this
q is of course not 2256 but in 2255 − 19, then the small statement that resolves it all follows:
public-keys are not surjective and always end in 0. So basically it means you don’t have to
check if a public key is valid because you can just ignore the last bit and put it as 0, or not
even transmit it. This reduces the public keys to fit in p with no problems what so ever. The
19 keys that wrap around are also secure so it is no problem they are not unique, this does
have to do with the secure twist. But it is a bit masked to speak of 32byte keys while there
is actually 255 bits and 1 bit known. It is better to refer to the public key as fitting into 32
bytes with a little wasted space however each 32 byte value still refers to a valid key. This all
doesn’t change much about the security of the curve, since it is shown to be secure regardless
of the value for the last bit.

Theorem 9.6 Let p be a prime number with p ≥ 5. Let A be an integer such that A2 − 4 is
not a square modulo p. Define E as the elliptic curve y2 = x3 + Ax2 + x over the field Fp.
Define X0 : E(Fp2)→ Fp2 as follows: X0(∞) = 0;X0(x, y) = x. Let n be an integer. Let q be
an element of Fp. Then there exists a unique s ∈ Fp such that X0(nQ) = s for all Q ∈ E(Fp2)
such that X0(Q) = q.
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Chapter 10

GRAIN an eSTREAM Cipher

Written by Zamarak.

The quest for perfection is the objective of the scientific research, and cryptographic community
is no exception to this. In this chapter some recent developments regarding the stream ciphers
will be elaborated. To put it into the context, the EU funded project “eSTREAM” will be
discussed. We will talk about the background, initiative, contents and the success of this
project in general. The objective of the eSTREAM project was to identify new stream ciphers
which might become suitable for widespread adoption. The main focus of this literature will be
on the GRAIN, a family of stream ciphers. The GRAIN stream cipher was one of the finalist
in the profile 2 of the eSTREAM project. The design specification and the internal working
of this cipher will be examined in detail. The current status of the research and cryptanalysis
related to GRAIN stream cipher will be mentioned briefly.

10.1 Introduction

Cryptosystems are generally categorize between those that are secret-key or symmetric, and
those that are public-key or asymmetric. In the latter case, the sender uses publicly known
information(key) to send a message to the receiver. The receiver then uses his/her secret
information to recover the message. In symmetric cryptography, the sender and receiver have
previously agreed on some private information that they will use for both encryption of the
plaintext and decryption of the ciphertext. This information must be kept secret from poten-
tial adversary(eavesdroppers) [Rob]. There is a further division of symmetric cryptosystems
into block ciphers and stream ciphers. The differentiation between block ciphers and stream
ciphers can be best summarized by the following statement:

Block ciphers operate with a fixed transformation on large blocks of plaintext data while
stream ciphers operate with a time-varying transformation on individual plaintext digits. [Sim]

Block ciphers operate on fixed-lenght groups of bits, termed as blocks, with unvarying
transformations for whole process. The mixing of key stream and data stream is done in a
very complicated way in order to achive better security. On the contrary the stream ciphers
work with varying data length stream and successive varying transformation(transformation
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in each step is dependent on the internal state of the cipher). In this case the mixing of data
stream and key stream is very simple as the security is not wholly relying on key and data
merging. Stream ciphers may be faster or have a smaller implementation footprint than the
comparable block ciphers. They operate more naturally on data of short, variable or unknown
length. Finally, the keystream generation is completely independent of the plaintext data, and
so it may be computed in parallel with or in advance of the data stream. In case of stream
ciphers, plaintext bits are combined with a pseudorandom cipher bit stream (keystream),
typically by appying an exclusive or (XOR) peration. In this cryptosystems, the plaintext
digits are encrypted one at a time, and the transformation of the successive digits varaies
during the encryption. An alternative name is a state cipher, as the encryption of each
digit is dependent on the current state. In practice, the digits are typically single bits or
bytes.A stream cipher may, very loosely speaking, be thought of as a cryptographically secure
pseudo-random number generator with some extra bells and whistles. These algorithms take
the secret key as well as a public initialisation vector (IV, sometimes called a nonce) as inputs,
and output a stream of random-looking symbols, known as the keystream [Bjo]. To encrypt
a data stream, one simply has to exclusive-or (XOR) the data symbols with the keystream.
Decryption is of course the exact opposite, since the XOR operation is symmetric; when the
ciphertext c is computed from the message m and keystream x as c = m⊕ x.

We also have that m = c⊕ x.

Real-world examples of stream ciphers include RC4, A5/1 (GSM telephony) and E0 (Blue-
tooth), as well as AES in some modes of operation (notably counter, or CTR-mode). Although
the specific details of stream ciphers vary immensely from cipher to cipher, there is a certain
amount of common structure to all. A stream cipher consists of a certain amount of internal
state, which should be at least twice the size of the secret key to prevent certain generic at-
tacks. Given a key and IV, the algorithm proceeds by a specified number of initialization steps,
in which the key, IV and initial contents of the state are mixed in a nonlinear fashion. After
this, the cipher starts outputting keystream symbols as a function of the (now sufficiently ran-
domised) state, while continuing to mix and evolve the contents of the state itself. A modern
stream cipher specification should make clear certain usage limits: how many keystream bits
can be generated by a single key/IV pair, and how many IVs can be used before the secret key
itself must be changed. There are two main criteria for the security of a stream cipher with a
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k-bit key. Firstly, the attacker should not be able to predict future keystream output of the
cipher. Secondly, the attacker should not be able to distinguish keystream from random under
the given usage limits for the cipher [Bjo].

10.2 eSTREAM

eSTREAM is a project funded by EU ECRYPT (European Network of Excellence for Cryp-
tography) to identify “new stream ciphers that might become suitable for widespread adoption”.
eSTREAM is a multi-year project. It was set up as a result of the failure of all six stream
ciphers submitted to the NESSIE project. NESSIE (New European Schemes for Signatures,
Integrity and Encryption) was a European research project funded from 20002003 to iden-
tify secure cryptographic primitives. eSTREAM project was started in November 2004 and
is completed in April 2008. plenty of research and development regarding block ciphers has
been done and many cryptographic application are implemented using these ciphers, examples
are DES , AES etc. For stream ciphers, the pace is a bit slow. The goal of eSTREAM was
to stimulate work in the area of stream ciphers. In this, undoubtedly, the project has been
a success. With this project the cryptographic community had a chance to come up with
some standard stream cipher design and implementation. After the public announcement of
the project in 2004 a total of 34 submissions(different algorithms for stream cipher) has been
made. Due to the huge scope of the application of stream ciphers, the project was divided
into two parts:

• profile 1

• profile 2

Profile 1 was dedicated to those stream ciphers which were suitable for software application
with high throughput requirement. Profile 2 considered the stream ciphers for hardware ap-
plication with a focus on the constrained environment(restricted resources such as limited
storage, gate count, power consumption etc). Nine candidates (ABC, CryptMT, DIC-
ING, Frogbit, HC-256, Mir-1, Py, and SOSEMANUK have been specified as pure
software implementation (they can be suitably adopted for software environment).A further
13 (F-FCSR, Hermes8, LEX, MAG, NLS, Phelix, Polar Bear, POMARANCH,
Rabbit, Salsa20, SSS, TRBDK3 YAEA and Yamb) of these ciphers have been spec-
ified to be suited for both software and hardware implementations. The remaining 12 algo-
rithsm (Achterbahn, DECIM, Edon80, Grain, MICKEY, MOSQUITO, SFINKS,
Trivium, TSC-3, VEST, WG and ZK-Crypt) were designed with primarily hardware
implementation in mind [Gea]. We will now give a very brief and succinct account regard-
ing the implementation complexity of some of the hardware stream ciphers (Profile 2) of the
eSTREAM project. Achterbahn: This cipher can be configured to use initialization vectors
(IV) of different bit-lengths. This flexibility comes at the expense of a more complex initial-
izaiton sequence which also requires more hardware. Grain : This algorithm is rather simple
and straightforward to be implemented for radices upto 16. A radix-32 implementation is also
possible but would result in longer critical path. At the start of the project (October 2005),
there were two versions of Grain available. From a hardware performance point of view, there
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is no difference between the two versions. The submission package of Grain included good
documentation and good reference C-code. MICKEY: This is another compact algorithm
that is very easy to implement. The documentation is written in a ’hardware designer friendly’
way and the reference C-code is also easy to follow. The only issue with the algorithm is the
difficulty to increase the radix. MOSQUITO : This is the only algorithm implemented that
has separate encryption and decryption modes. There were several problems with the refer-
ence C-code. Also the documentation lack precision about implementation. It has a pipelined
structure with very few gates between registers. It is difficult to modify the algorithm for
higher radix implementation. FNINKS : This algorithm is mainly dominated by a multi-
plicative inverse function in GF 1. This is a relatively complex cipher and the documentation
of SFINKS did have errors at the beginning but were corrected later on. Trivium : This
cipher has a very simple structure that is well suited for higher-radix implementaions upto
radix-64 without noticeable hardware penalties. VEST: VEST has been described in sepa-
rate families of functions for 4, 16 and 32 bit output per clock cycle. The new documentation
also include the 8-bit version VEST8. The algorithm is fairly complex and has an equally
complex initialization sequence. Majority of the functions are described as look up tables.

As of December 2008 the following ciphers make up the final eSTREAM portfolio:

Profile 1 (Software) : HC-128, Rabbit, Salsa20/12, SOSEMANUK
Profile 2 (Hardware) : Grain, MICKEY, Trivium

Hardware oriented stream ciphers are specially designed so that their implementation re-
quires a very small number of gates. Such ciphers are useful in mobile systems, e.g. mobile
phones or RFID, where minimizing the number of gates and power consumption is more im-
portant than very high speed.

Now we shift our attetion to one of the finalist of the Profile 2 of the eSTREAM project,
Grain, which is the focus of this chapter.

10.3 GRAIN

Grain is a lightweight stream cipher submitted by M. Hell, T. Johansson, and W. Meier to the
eSTREAM call for stream cipher proposals of the European project ECRYPT in November
2004. The design of this stream cipher targets hardware environments where gate count, power
consumption and memory is very scarce. It is based on two shift registers and a nonlinear
filter function. The cipher has the additional feature that the speed can be increased at the
expense of extra hardware. The key size is 80 bits and no attack faster than exhaustive key
search has been identified [MHM] (as claimed by the inventor of this stream cipher, although
some recent cryptanalysis of this cipher did expose some of the potential weakness, which may
be re-considered to re-inforce in order to improve the efficiency and security of this algorithm).
The Grain cipher is rather a family of streams ciphers, as different versions have been proposed
and further research and study is being done on this interesting cryptographic primitive. The
hardware complexity and throughput of Grain compares favourably to other hardware oriented

1Galois Theory, This theory provides a connection between Field Theory and Group Theory
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stream ciphers like E0 and A5/1.

Many stream ciphers are based on linear feedback shift registers (LFSR), not only for the
good statistical properties of the sequences they produce, but also for the simplicity and speed
of their hardware implementation. Several recent LFSR based stream cipher proposals, see
e.g. [EJ] and their predecessors, are based on word oriented LFSRs. This allows them to be
efficiently implemented in software but it also allows them to increase the throughput since
words instead of bits are output. In hardware, a word oriented cipher is likely to be more
complex than a bit oriented one. The designers of the Grain Stream Cipher have addressed
this issue by basing the design on bit oriented shift registers with the extra feature of allowing
an increase in speed at the expense of more hardware. The user can decide the speed of the
cipher depending on the amount of hardware available.

10.3.1 Design

The Grain Stream Cipher is a bit oriented synchronous stream cipher. In a synchronous stream
cipher the keystream is generated independently from the plaintext. The design is based on
two shift registers, one with linear feedback (LFSR) and one with nonlinear feedbac (NFSR).
The LFSR guarantees a minimum period for the keystream and it also provides balancedness
in the output. The NFSR, together with a nonlinear filter function introduces nonlinearity to
the cipher. The input to the NFSR is masked with the output of the LFSR so that the state of
the NFSR is balanced. What is known about cycle structures of nonlinear feedback shift regis-
ters cannot immediately be applied here. A non-linear filter function is another component of
Grain which takes 5 variables as input from the Shift registers and the output of this function
is masked with a bit from the LFSR, which produces the final output (the key bit stream).
Both shift registers are 80 bits in size. A part from key, the Grain stream cipher also uses
a 64 bit IV (Initialization Vector ). To sum up, the Grain Cipher is based upon three main
building blocks: an 80-bit linear feedback shift register (LFSR), an 80-bit nonlinear feedback
shift register (NFSR), and a nonlinear filtering function. Grain Cipher is initialized with the
80-bit key K and the 64-bit initialization value of IV. The cipher output is an L-bit keystream
sequence. The following diagram shows the general structure of the Grain Stream Cipher.
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10.3.2 Interal Working

In this section we delve further into the details of the design of Grain Cipher. The main
components of the cipher were described in the previous figure.

As we have already mentioned, the content of the two shift registers (LFSR and NFSR)
collectively determines the state of the cipher. The contents of the LFSR is denoted by si,
si+1, . . . , si+79 and the contents of the NFSR is denoted by bi, bi+1, . . . , bi+79. The
feedback polynomial of the LFSR, f(x) is a primitive polynomial of degree 80. It is defined as

f(x) = 1 + x18 + x29 + x42 + x57 + x67 + x80. (10.1)

To remove any possible ambiguity we also define the update function of the LFSR as

si+80 = si+62 + si+51 + si+38 + si+23 + si+13 + si. (10.2)

The feedback polynomial of the NFSR, g(x), is defined as

g(x) = 1 + x17 + x20 + x28 + x35 + x43 + x47 + x52 + x59 + x65 + x71 + x80+
x17x20 + x43x47 + x65x71+
x20x28x35 + x47x52x59+
x17x35x52x71 + x20x28x43x47 + x17x20x59x65+
x17x20x28x35x43 + x47x52x59x65x71+
x28x35x43x47x52x59.

(10.3)

Again, to remove any possible ambiguity we also write the update function of the NFSR.
Note that the bit si which is masked with the input is included in the update function below.
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bi+80 = si + bi+63 + bi+60 + bi+52 + bi+45 + bi+37+ bi+33 + bi+28 + bi+21 + bi+15

+ bi+9 + bi + bi+63bi+60+ bi+37bi+33 + bi+15bi+9 + bi+60bi+52bi+45 + bi+33bi+28bi+21 +
bi+63bi+45bi+28bi+9+ bi+60bi+52bi+37bi+33 + bi+63bi+60bi+21bi+15 + bi+63bi+60bi+52bi+45bi+37

+ bi+33bi+28bi+21bi+15bi+9+ bi+52bi+45bi+37bi+33bi+28bi+21.

Grain updates one bit of LFSR and one bit of NFSR state for every bit of ciphertext
released by a nonlinear filter function. The 80-bit NFSR is updated with a nonlinear 5-to-1
Boolean function and a 1 bit linear input selected from the LFSR. The nonlinear 5-to-1 func-
tion takes as input 5 bits of the NFSR state. The 80-bit LFSR is updated with a 6-to-1 linear
function. During keying operations the output of the cipher is additionally fed-back as linear
inputs into both the NFSR and LFSR update functions. From the content of the two shift
registers (which represent the current state of the Grain Cipher), 5 variables (5 bit value are
taken, 4 bits “from position 3, 25, 46 and 46” from LFSR and one bit “from position 63”
from NFSR) are taken as input to a non-linear boolean function, h(x). This filter function is
chosen to be balanced, correlation immune of the first order and has algebraic degree 3. The
nonlinearity is the highest possible for these functions, namely 12. The input is taken both
from the LFSR and from the NFSR. The function is defined as

h(x) = x1 + x4 + x0x3 + x2x3 + x3x4 + x0x1x2 + x0x2x3 + x0x2x4 + x1x2x4 + x2x3x4 (10.4)

where the variables x0, x1 , x2 , x3 and x4 corresponds to the tap positions si+3 , si+25 ,
si+46 , si+64 and bi+63 respectively. The output of the filter function is masked with the bit bi
from the NFSR to produce the final keystream.

The overall working of the cipher (encrypting the plaintext message, transmitting cipher-
text message and then decrypting the ciphertext message back to plaintext message) is depicted
in the following diagram.
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10.3.3 Key Initialization

Before any keystream is generated the Grain cipher must be initialized with the secret key
and the IV (Initialization Vector). Let the bits of the key, k, be denoted ki, the value of (i) is
in the range 0 to 80, and the bits of the IV be denoted IVi, the value of (i) is in the range 0
to 63. The initialization of the key is done as follows. First load the NFSR with the key bits,
bi = ki, (i) ranges between 0 and 79, then load the first 64 bits of the LFSR with the IV, si
= IVi , (i) ranges between 0 and 63. The remaining bits of the LFSR are filled with ones, si
= 1, (i) ranges between 64 and 79. Because of this the LFSR cannot be initialized to the all
zero state (In this way all zero state is avoided and the seret key period is 280-1). Initially the
Grain cipher is clocked 160 times without producing any running key to be used. Instead the
output of the filter function, h(x), is fed back and XORed with the input, both to the LFSR
and to the NFSR, see the figure below.
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10.3.4 Throughput

In this section we will elaborate the enhancibility feature of the Grain family of stream ciphers.
Most Grain ciphers are capable of being expedited with a little bit of extra investment. As
already mentioned, the LFSR and NFSR registers are regularly clocked so the cipher will
output 1 bit/clock. It is possible to increase the speed of the cipher at the expense of more
hardware. This can very easily be done by just implementing the feedback functions, f(x) and
g(x) and the filter function, h(x) several times. In order to simplify this implementation, the
last 15 bits of both shift registers, (si, and bi, (i) is in the range 65 to 79) are not being used
in the feedback functions or in the input to the filter function. This allows the speed to be
easily multipled by up to 16 if a sufficient amount of hardware is available. Naturally, the
shift registers also need to be implemented such that each bit is shifted t steps instead of one
when the speed is increased by a factor t. By increasing the speed by a factor 16, the cipher
outputs 16 bits/clock. Since, in the key initialization, the cipher is clocked 160 times, the
possibilities to increase the speed is limited to factors smaller or equal to 16 that are divisible
by 160. The number of clockings used in the key initialization is then 160/t. Since the filter
and feedback functions are small, it is quite feasible to increase the throughput in this way,
by just implementing more g(x), f(x) and h(x) in parallel. An example of the implementation
when the speed is doubled can be seen in the following figure.
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10.3.5 Future Work

In response to the recent cryptanalysis by the cryptographic community, the invetors of the
Grain Stream Cipher ,has responded with yet another newer version of a Grain cipher. The
original Grain cipher which was submitted to the eSTREAM project in the Profile 2, was
called version 0. That version was not officially documented. After some cryptanalysis, the
authors discovered some flaws and loopholes in the design of versin 0 and they withdrew that
version of Grain cipher. They presented a slightly different Grain and that was called version
1. This is the Grain cipher (version 1) which is one of the finalist in the profile 2 portfolio of
eSTREAM. The design and working of this cipher has been given in this chapters. Currently
the authors of the original Grain are working on a newer and more secure version of the Grain
Stream cipher and they have named it as Grain-128. The new stream cipher, Grain-128,has
been presented. The design is a new member in the family of Grain stream ciphers. The
size of the key is 128 bits and the size of the IV (Initializaion Vector) is 96 bits. The design
parameters have been chosen based on the theoretical arguments for linear approximation and
other possible attacks. Grain-128 is very well suited for hardware environments where low
gate count, low power consumption and small chip area are important requirements. One can
very easily increase the speed of the cipher at the expense of extra hardware. According to
the authors (Martin Hell, Thomas Johansson, Alexander Maximov and Willi Meier in their
paper ”A Stream Cipher Proposal : GRAIN-128 ”), there is no 128 bits cipher offering
the same security as Grain-128 and a smaller gate count in hardware.
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10.4 Summary

A new stream cipher, Grain, has been introduced. It is designed with small hardware imple-
mentation in mind. A complete description of the algorithm have been given. The construction
is based on two shift registers, one with linear feedback and one with nonlinear feedback, and
a nonlinear filter function. The key size is 80 bits and a 64 bits IV (Initialization Vector) is
also used in the process of key bit generation. A key and IV pair along with the current state
of the both shift registers detemine the next key bit to be generated. Grain is a bit oriented
stream cipher producing 1 bit/clock in its simplest implementation. However, as an important
feature, it is very easy to increase the rate up to 16 bits/clock if some additional hardware is
used. This is the general feature of the Grain family of stream ciphers.
The cryptographic community has not been lenient to any of the Ciphers, and Grain is no
exception to this rule. Cryptographers are constantly scrutinizing and evaluating different
ciphers in order to discover any loopholes or make futher rooms for improvement. In a paper
”Cryptoanalysis of Grain” Come Berbain, Henri Gilbert and Alexander Maximov have put
forward some suggestions and slight modification into the design of the Grain cipher in order
to make is less prone and less vulnerable to different kind of attacks. These suggestions are
enlisted below [CBM].

• Introduce several additional masking variables from the NFSR in the keystream bit
computation.

• Replace the nonlinear feedback function g( ) in such a way that the associated function
g’( ) be balanced.

• Modify the filtering function h( ) in order to make it more difficult to approximate.

• Modify the function g( ) and h( ) to increase the number of inputs.

10.5 Used resources

The contents and literature for this paper has been consulted and collected from different re-
sourses. Some are extraced from papers (The references has been given), and some are taken
from internet (Wikipedia and the other open sources). The following list enumerates some of
the resources consulted from the internet.

http://en.wikipedia.org/wiki/Stream_cipher
http://en.wikipedia.org/wiki/Block_cipher
http://www.ecrypt.eu.org/stream/
http://en.wikipedia.org/wiki/ESTREAM
http://en.wikipedia.org/wiki/Grain_(cipher)
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Chapter 11

Advanced Encryption Standard

Written by Anieke Brombacher.

11.1 The beginning of AES

After more than 15 years of faithful service, cryptographers all over the world began to realize
that the time would soon come in which the Data Encryption Standard would no longer be
a safe standard. One of the things its safety depended on was the length of the key but
that length would soon prove to be too short to be safe against a Brute Force Attack. Several
projects were set up to come up with a new and better algorithm, but none of these algorithms
were a real improvement on DES.

In 1997, the National Institute of Standards and Technology made an official call for
new algorithms that could be used as a successor of DES: this would become the Advanced
Encryption Standard. The three most important requirements for the new algorithm were the
following:

1. The algorithm should be safe

2. The algorithm should not be too expensive

3. The algorithm should be (relatively) easy to implement in software and hardware

It was decided that the first requirement was the most important, the other two were
considered secondary criteria. The NIST wanted the AES to be a symmetric block cipher
algorithm and because it would have to remain secure for at least another couple of decades,
the key had to be 128, 192 or 256 bits long and the block size should be 128 bits.

In 1998, NIST announced fifteen possible candidate algorithms for AES and a year later
five of these candidates were selected as finalists. In order to obtain as much information
as possible about each algorithm and their possible weaknesses or attacks, the international
cryptographic society was invited to reflect on the algorithms and to give their opinion on
the algorithms in special AES conferences. Finally, the Rijndael algorithm constructed by
the Belgian cryptographers Vincent Rijmen and John Daemen, was chosen to be the best
algorithm for the Advanced Encryption Standard and so it was officially installed as Advanced
Encryption Standard in 2001 [NBB+00].
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Casus 11.1: The Institute for Science and Technology

The National Intsitute for Science and Techno- logy
was founded in 1901 as the National Bureau of
Standards (NSB), an agency within the U.S. De-
partment of Commerce. Its mission is ’promoting
U.S. innovation and industrial competitiveness to
enhance economic security and our quality of life’. Apart from extensive research in
cryptography, NIST research covers almost anything from biology and cryptography to
engineering and physics and is one of the leading research institutes in the world. One
of its most important investigations in the last few years was the investigation to the
contributing factors of the collaps of the Twin Towers. NIST employs aproximately 2900
scientists, engineers and technicians, of which 3 have won a Noble Prize in the past 11
years.

This paper will explain Rijndael the way it is used in AES. In the original version of
Rijndael the block- and key length can have many different values, but as required by NIST,
AES-Rijndael uses only blocks consisting of 128 bits and the key length is 128, 192 or 256 bits.
The description of the algorithm in this essay will focus on block- and key length as defined for
AES. The first section will ellaborate on encryption and decryption by the Rijndael algorithm
as used in AES, the second section will explain more about security and possible weaknesses
of the cipher.

11.2 Description of the standard

Just like its predecessor DES, Rijndael is a symmetric block cipher algorithm . Both Rijndael
and DES make use of the so-called S-Boxes (altough in different versions) and both algorithms
consist of several rounds of encrypting or decrypting data blocks. There is one big difference:
DES makes use of a Feistel network, meaning that not all input is encrypted or decrypted in
one round. In Rijndael this is not the case: all input is encrypted in each round.

The length of the keys used in Rijndael can vary: the version of Rijndael used as AES uses
keys of length 128, 192 or 256 bits, but in the general version of Rijndael every multiple of 32
between 128 and 256 bits can be used as key length.

In this section the Rijndael algorithm will be described in more detail. The first subsection
will describe the encryption process, followed by a subsection describing decryption of the
ciphertext.

11.2.1 Encryption

The algorithm uses a certain number of rounds to encrypt the given plaintext. The number of
rounds depends on the length of the key (Table 11.2). As Rijndael is a block cipher, the very
first step in the encryption process is to divide the plain text into blocks of 128 bits. Since
one byte consists of 8 bits, the block can also be said to consist of 16 bytes. These bytes can
be represented as a 4x4 matrix, which will be called the state. The algorithm will now be able
to convert plaintext into ciphertext by working on this state [DR99].
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Key length in bits Number of encryption rounds
128 10
192 12
256 14

Table 11.2: The number of encryption rounds with different key lengths

Each round consists of four steps:

1. SubBytes

2. ShiftRows

3. MixColumns

4. AddRoundKey

Only the last round is different from the previous rounds: is consists of all steps described
above, but without the MixColumns step. The following paragraphs will explain the four
different steps in more detail.

The SubBytes Step In this step, each byte in the state is adapted by the Rijndael S-Box
. This S-Box is not the same as the one used in DES: it is derived from the function GF (28).
Here, GF stands for Galois Field. As Galois Fields are quite complicated, only a very global
description will be given:

Definition 11.1 A Galois Field is a finite field made up of pn elements. Just as a group, the
field has a structure which enables addition, multiplication and the forming of polynomials.
Also, a Galois Field has some non-linear properties which are useful for protection against an
attack.

The S-box can now be constructed by combining two transformations. First, the multi-
plicative inverse of GF (28) is computed and then an affine transformation is applied over this
inverse. It is important for the S-Box to be invertible, because then it can be used again in de-
cryption. Furthermore, the S-Box is designed in a way that makes a differential cryptanalysis
or linear cryptanalysis computationally impossible.
The SubBytes transformation can now be explained as follows: the S-Box will operate on every
byte ai,j in the state, substituting it with another byte bi,j according to a table produced by
the S-Box. The positions of the bytes in the state are left the same. (Figure 11.3)

The Shiftrow step In the second step, all entries in a row of the state are now shifted
modulo a certain value depending on the number of the row . The first row is called row 0
and here nothing will be changed. In row 1, every entry is shifted one position to the left,
and so on (Figure 11.4). In mathematical terms this can be expressed as addition modulo the
number of the row.

Theorem 11.2 The ShiftRow Step can be described as follows: SR(ai,j) = bi,j+(4−i)mod4
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Figure 11.3: The SubByte Step

Here SR stands for the ShiftRow step, i is the number of the row, starting with 0, and j is the
number of the column. a is the entry in the state before the ShiftRow step is applied, b is the
entry in the state after ShiftRow has taken place.

Proof. In this formula j stands for the number of the column. When to this number a certain
value 4 − i is added modulo 4, then the entry is shifted 4 − i to the right, which is the same
as shifting the entry i positions to the left. 4

The MixColumns step In this step, every column of the state will be transformed in
another column, so in a random entry depends on all entries from the original state . This
is done by matrix multiplication. The matrix used for this multiplication is derived from
the Galois Field GF (28). In this field, polynomials of grade three are formed and these
are represented in a 4x4 matrix. This matrix is then multiplied with every column in the
original state to form a new state (Figure 11.5). Here, c(x) stands for the described matrix
multiplication.

The AddRoundKey step This is the last step and it is also the only step in which the key
is used . For each round, a different subkey or round key in the form of a 4x4 matrix is needed
and it is determined by Rijndaels key schedule. This schedule is related to the S-Box and also
makes explicit use of Galois Fields. As the round key and the state have the same size, each
entry aij of the state can be combined by a XOR opperation with the corresponding entry kij
from the round key to form entry bij . The state consisting of all these bij is the final state of
the round (Figure 11.6).

Figure 11.4: The ShiftRow Step
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Figure 11.5: The MixColummns Step

11.2.2 Decryption

Just like DES, AES is a symmetric encyption system so it uses the same round key as used in
encrytion for decryption. The four steps described in the previous subsection and the rounds
themselves are applied in inverse order. This also means that the first round in decryption
does not use the inverted MixColumn step. The AddRoundKey step can be left the same as
in the encryption scheme, but all other steps are inverted. In the inverse of the MixColumns
step all rows in the state are multiplied with the inverse of the matrix derived from the Galois
Field, the inverse of the ShiftRow step shifts all entries in the state to the right (the value
by which is shifted of course again according to the number of the row) and in the inverse
SubBytes step the inverted S-Box is used for decryption [DR99].

11.3 Possible attacks on AES

After the Rijndael algorithm was pronounced winner of the AES contest, the National Secu-
raty Agency decided the algorithm was safe enough to use for encrypting confidential or highly
confidential information, as long as a key length of 192 or 256 bits were used. There are no

Figure 11.6: The AddRoundKey Step
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Key length in bits Highest number of rounds to be succesfully attacked
128 7
192 8
256 9

Table 11.7: The number of encryption rounds that could be succesfully at-
tacked, with different key sizes

known ways yet to crack the AES algorithm with key length of 128 bits by for instance a Brute
Force Attack, but the NSA felt that a key length of 192 bits, or even better 256 bits, would
ensure protection longer because it would decrease the probability of a succesful attack.
One way to try to crack a symmetric block cipher like the Rijndael algorithm used in AES is to
first try to attack the same system with a reduced number of rounds and when this is succesful,
expand to a larger number of rounds. When the attack no longer works with this increased
number of rounds, try to adjust the attack untill it will be succesful, and so on. Nowadays,
the highest number of rounds which can be succesfully attacked are still quite small (Table
11.7), but some cryptographers already begin to worry about this number of rounds. They
feel the difference between the number of rounds which can be succesfully attacked and the
entire number of rounds is too small, so the algorithm might not be safe much longer.
This section will ellaborate on two possible new attacks on AES and why they are not (yet)
succesful.

11.3.1 The XSL attack

In 2002 the cryptographers Nicolas Courtois and Josef Pieprzyk published a theoretical attack
on AES, which would be able to crack the Rijndael algortihm faster than a Brute Force Attack
[CP02]. The attack described by Courtois and Pieprzyk made use of the fact that the Rijndael
algorithm could be expressed as a (very large) system of quadratic equations. The variables
in these equations are for example the key bits, plaintext and ciphertext, and the different
values of the state during the encrypting process. When these equations are solved, the key
could be discovered from the variables. One efficient method for solving such a large system
of quadratic equations is an algorithm called XSL (eXtended Sparse Linearization) and the
attack described by Courtois and Pieprzyk is based on this algorithm. Unsurprisingly, they
therefore called it the XSL attack.
From an attacker’s point of view, the XSL attack has some useful properties which makes the
attack more suitable than others. The biggest advantage is that in the XSL attack only a few
known or chosen plaintexts are required. Compared to attacks like differential cryptanalysis,
which often requires an inefficient amount of these plaintexts, this is a deffinite improvement.
One reason why the attack could be effective on Rijndael is because of the S-Box. As said
before, the S-Box used in Rijndael is determined by the inverse of GF (28) and an affine
transformation. Even though the S-Box has non-linear properties,it remains algebraically
very simple, so it could be vulnerable to the XSL attack.
However, there were some flaws discovered in the attack. The biggest one was that solving
a system of quadratic equations the size of which is encountered while attacking Rijndael
by XSL still takes a huge amount of time. In some cases there is a small reduction of time
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needed compared to a Brute Force Attack, but this difference is so small it can be neglected.
Therefore, the attack is no real improvement compared to a Brute Force Attack [Sch02].
But even as there is no real cause for concern of Rijndael’s safety at the moment, the idea of
an attack based on deriving a system of equations from the encryption algorithm did cause
some concern among the cryptographic community. Rijndael’s algebraic structure is not very
complicated, which might become a problem in future when the XSL attack is developed
further.

11.3.2 The Side-Channel Attack

Most ’classical’ attacks against symmetric block ciphers are focused on finding the algorithm’s
key by combining information about the algorithm and the ciphertext. In the last few years, a
new kind of attack has been invented: the so-called Side-Channel attack. This attack does not
only use information about the system and ciphertext, but it tries to break into the system
to analyse for example how much time or energy is needed in certain steps of the algorithm.
With this additional information, the key could also be recovered.
To illustrate the possible use of a Side-Channel attack, a small example of this attack on DES
will now be given: suppose an attacker is able to see the input of the S-Box of every round of
DES. In this case, it will be very easy for him to recover the key.
It is however important to realise that the possibility of a Side-Channel attack does not depend
on the algorithm itself; it depends on the availability of some usable side-channel within the
system the algorithm is installed in. Therefore, the possibility of a Side-Channel Attack cannot
be considered a weakness in Rijndael. Only if there are enough side-channels available to an
attacker, he would be able to break it, but this has yet only happened in theory [SKWH00].

11.4 Summary and Conclusion

The Advanced Encryption Standard was officialy installed in 2001 as a new and safe standard
that could be used by everyone. Its security depends on the length of the keys, which are 128,
192 or 256 bits long and on the algorithm’s structure. In the algorithm, four different steps
are used for encryption and these steps are applied in a number of rounds to ensure safety: it
is not yet possible to crack the algorithm with this number of rounds, only a lower amount of
rounds is vulnerable against certain attacks.
Rijndael’s security was tested a year after its publication by the National Security Agency.
After all tests were completed the NSA decided the algorithm was safe enough to encrypt
confidential or highly confidential messages, when the version with 192 or 256 bit key length
was used. This did not mean that a 128 bit key was not safe, but in the opinion of the NSA
it would probably be the least safe key and they wanted as least risk as possible.
Several attempts of attacks against Rijndael have been made, but none of them have yet been
succesful. As in the case of an XSL attack, there still has to be found an efficient way to
solve a large system of algebraic equations, in less time than the time needed to complete a
Brute Force Attack. A Side-Channel Attack could also be dangerous in future, but to prevent
this kind of an attack, special attention should be paid to the installation and security of the
system in which the algorithm is build. As the succes of a Side-Channel Attack depends on the
available side-channels, its succes cannot be described as a flaw in the AES algorithm itself.
In short, the Advanced Encryption Standard will probably remain safe and can be used widely
for encryption for many more years to come.
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Chapter 12

Non-malleability

Written by René Kersten.

Cryptography has its roots in the protection of secrets. For a long time, cryptographers have
focussed on the following question: how can a message be transformed in such a way, that
only the legitimate receiver is able to decypher the message. Nowadays, the protection of data
is still at the core of many cryptographic problems.

In this age of e-voting and online auctions, we want to be able to do more with our secret
data than just sending it to a designated receiver. Namely, we would like to do computations
with them. Consider the problem of holding an election using voting computers. The underly-
ing problem of implementing such a system is as follows: how can we determine which option
wins the vote, while ensuring that all the votes are secret. The key is to interpret the problem
as a public computation of a function, of which all the inputs are private.

In recent years, a lot of research has been done on secure computing problems like the
election problem. One of the issues involved is that participants of the computations should
not be able to cheat during the public computation. One way a participant can cheat is to
transform an encoded message of another participant, and submit it to the public calculation,
to influence the result. It’s desirable to have encryption schemes whose cyphertexts cannot be
tampered with. Such an encryption scheme is called a non-malleable encryption scheme.

This chapter is an introduction on the theory of non-malleable public key encryption,
and its applications. It introduces a number of techniques to achieve non-malleability and it
presents how it relates to other fields of cryptography.

12.1 Introduction

Consider the following situation: Bob wants to hold an auction to sell his car. Only Bob is
supposed to be able to see the bids being placed by the potential buyers: a so-called private
auction. Alice would really like to buy the car, and sends a bid of amount x, encrypted using
Bobs public key: y = enc(pkB, x).

Oscar is also interested in buying the car, and he is prepared to pay any price for it. Of
course, he doesn’t want to pay more than necessary, so he decides to eavesdrop the encrypted
bid that Alice sends. He then transforms the cyphertext y he got from Alice to y′, in such
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a way that dec(sk b, y′) = x + 1. Notice that Oscar doesn’t necessarily have to break the
encryption to be able to succeed.

To illustrate the above, suppose that the encryption is being done using the RSA public
key encryption, using public key pk = (N, e) and private key sk = (N, d). We can trivially
alter a cyphertext y = xe into another: y′ = key. It follows that:

y′ = key

= kexe

= (kx)e

= enc(pk , kx)

If the auction was held using RSA encryption, then the method shown above allows attacker
Oscar to form a bid of exactly twice the amount that Alice bid. One might argue that this
attack is easily thwarted by adding a random bit pattern to x in the encryption phase, and
rejecting cyphertexts that lack it in the decryption. While it would stop the attack given
above, it would not imply that no other attacks based on the idea of altering cyphertexts are
possible.

The above shows that encryptions that are known to be secure1, can still be vulnerable
to a type of attack where an attacker tries to transform a cyphertext into a meaningful other
cyphertext. Attacks like the one presented for RSA are also possible in other popular encryp-
tion schemes like ElGamal and encryption schemes in which decryption is based on the XOR
bit operation, like DES, 3DES and AES.

This chapter focuses on the construction of algorithms in which this type of attacks is not
possible, we call these non-malleable public key encryption schemes. The first section presents
a formal definition of non-malleability and its relation to semantic security (the notion that
an encryption scheme is ’hard to break’). The definition is used to present a non-malleable
algorithm called DDN-Lite.

The second section is about some of the theoretical and practical drawbacks of the DDN-
Lite system. The theoretical problems are solved by introducing a stronger definition of non-
malleability. This is put into practice by extending the original DDN-Lite system so that it
adheres to the the stronger definition.

The final section is a summary on some extensions of the concept of non-malleability to
other cryptographic primitives, namely the non-malleable hash function and the non-malleable
commitment.

12.2 DDL-Lite

The concept of non-malleability was first introduced by Dolev et al. in 1991 [DN91], who
presented a formal definition and an encryption scheme called DDN-Lite, that’s provably non-
malleable under their formal definition. The first part of this section gives an overview of the
formal definition of non-malleability and its relation to semantic security. The second part
presents the DDN-Lite algorithm and argues its correctness.

1Assuming certain computational assumptions, such as Decisional Diffie-Helmann hardness, or prime fac-
torisation hardness



12.2 DDL-Lite 103

12.2.1 Definitions

In 1984 Micali et al. [GM84] have introduced the concept of semantic security. It is definined
as follows:

Definition 12.1 (Semantic security) Given a = Enc(x), it computationally hard to find
y, such that any polynomial time computable relation R(x, y) holds.

Intuitively, definition 12.1 says that given just a cyphertext, it is computationally hard to
’learn’ anything about the plaintext. The concept of being able to learn anything is captured
by the notion of a polynomial time computable relation. For many years now, this definition
has been concidered the ’gold standard’ of cryptographic security. [DN]

Dolev et al. [DN91] have extended this concept to define the notion of non-malleablility:

Definition 12.2 (Relation-based non-malleability) For any polynomial time computable
relations R, given a = enc(x), it is computationally hard to compute b = enc(y) where a 6= b,
such that R(x, y) holds.

With non-malleability, not only is an attacker not able to learn anything about the plaintext
corresponding to an encryption, he is not even able to learn another cyphertext (which he can’t
decrypt), such that its decryption is in any way related to the original plaintext.

Any process that changes a cyphertext into another one in a meaningful way is called
mauling the cyphertext.

It can be easily shown that given these definitions, any non-malleable encryption scheme
is also necessarily a semantically secure scheme:

Theorem 12.3 Non-malleability implies semantic security.

Proof. Assume that (gen, enc, dec) is non-malleable, but not semantically secure. Given a
cyphertext y = enc(x), an attacker can calculate: x = dec(y). He can now apply a polynomial
time computable function f to x to form x′ = f(x) and encrypt y′ = enc(x). This function
also defines a relation, so the encryption system is malleable. This proves by contradiction
that non-malleability implies semantic security. 4

While this proof on itself is fairly trivial, it confirms what has already been show in the
example. Namely, non-malleability is a stronger concept of security than semantic security. It
also suggests that to construct a non-malleable encryption scheme, one might be able to use
a semantic secure encryption scheme as a starting point.

12.2.2 Construction

The team of Naor et al. [DN91] have shown how a non-malleable algorithm can be constructed
from any semantically secure system. Their (meta) algorithm is called DDN-Lite, and its full
expression is shown in algorithm 12.1. The algorithm is an extension of any semantically
secure encryption scheme, which is expressed as the tuple (gen, enc, dec), it also uses a secure
signature scheme, expressed as (gensig , sign, ver).

The algorithm works on the following idea: add redundancy in the encryption, and prove
consistency over the redundant cyphertexts.

In the key generation phase, instead creating only one key, the algorithm generates a set
of 2k keys, grouped in pairs. In the encryption algorithm, the message is encrypted k times,
each time with one of the two keys from the key pairs.
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gen ′(k):
for i = l downto 0 do

(pk i,0, sk i,0) = gen(k)
(pk i,1, sk i,1) = gen(k)

enc′(k, pk , x):
(sksig , vksig) = gensig(k)
b = h(vksig)
ci = enc(pki,bi , x)
c = (c0, c1, . . . , ck) where ci = enc(pki,bi , x)
σ = sign(sksig, c)
return (c, vksig , σ)

dec′(k, sk, y):
y = (c, vksig , σ)
if ver(vksig , c, σ) fails then return ⊥
b = h(vksig)
(d0, d1, . . . , dk) where di = dec(ski,bi

, x)
if not all di are the same then return ⊥ else return d0

Algorithm 12.1: DDN-Lite

The tuple of encrypted messages is signed using a signature key that’s uniquely chosen
for each encryption. The verification key is added to the cyphertext, so that the decryption
algorithm can verify the signature. The selection of the correct key from the key pairs for each
encryption in the tuple is dependent on the bits of a hash over this signature verification key.

The decryption algorithm simply checks that all elements in the cyphertext are consistent,
ie. the signature needs to be correct, and after decrypting all the cyphertexts in the tuple,
their resulting plaintexts all need to be equal. If this has been ensured, then the decryption
algorithm returns the plaintext. Otherwise, the decryption fails and undefined (notation: ⊥ )
is returned.

The correctness of the algorithm follows from the fact that any attacker who tries to maul
the cyphertexts in the tuple will inevitably break the signature. He won’t be able to create a
new correct signature for the mauled cyphertext tuple using the existing verification signature.

That implies that an attacker will need to generate a new signature and verification key.
However, if the attacker changes the verification key in the plaintext, then there’s a high
likelyhood that one of the key selection bits in the hash is changed. The cyphertext in the
tuple corresponding to this changed bit will not be malleable by the attacker, as that would
mean that he’d have to create a completely new encryption using the new key.

It has been proven by Naor et al. [DN91] that the algorithm is non-malleable according to
definition 12.2 under Chosen Plaintext Attacks (CPA) .

12.3 Improved definition and algorithm

Pass et al. showed in 2006 that there is a loophole in the definition of Dolev et al. [PSV]. This
section presents a summary of their findings. In the first subsection, the loophole is explained
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by presenting an attack that is possible on DDN-Lite. The second and third subsections
present a stronger definition of non-malleability and an improvement to DDN-Lite to meet the
stronger requirements respectively.

12.3.1 Shortcomings of DDN-Lite

Pass et al. [PSV] have presented an attack on the DDN-Lite algorithm. It works on the basis
that definition 12.2 is still valid if an attacker mauls a cyphertext into an invalid one. We call
it the invalid cyphertext attack .

The attack starts out by taking the cyphertext he wishes to maul: y = ((c1, c2, . . . , cn), vksig , σ),
where y is a DDN-Lite encryption of message m0. The attacker then generates a new signa-
ture keypair (vksig ′, sksig ′). The hash bits corresponding to the new signature are calculated:
b′ = h(vksig ′). The cyphertexts in the tuple are then mauled according to the following
formula:

c′i =
{
ci if bi = b′i
enc(pk i,b′i ,m1) otherwise (12.1)

A new signature is then generated over the new cyphertext tuple: σ′ = sign(sksig ′, c′).
The result of the mauled cyphertext is then constructed as (c′, vksig ′, σ′).

The mauled cyphertext is only valid if the message m1 the attacker has chosen to construct
y′ is equal to the original plaintext m0; if that’s the case then y′ is a new valid encryption of
m0, otherwise the cyphertext is invalid and will be rejected in the decryption process.

This attack doesn’t seem interesting at first, but Pass et al. [PSV] suggested several
situations in which the attack is useful. For instance, the DDN-Lite scheme could be used to
encrypt the votes in a quorum vote. In such a vote, all voters encrypt their votes (”yes” or
”no”) using the pollmasters public key. The pollmaster collects and decrypts all votes, and
announces whether the quorum has been reached, and whether most people have voted yes. 2

An attacker Oscar can use the attack to base his vote on the vote of another voter Alice.
Oscars can choose to vote no, only if Alice also votes no, and otherwise he’s ensured that his
vote is discarded as invalid. In a tight race, this attack allows Oscar to increase his chance of
defeating the measure.

If the attacker has some sort of oracle that tells him if a cyphertext is valid, then the system
is also vulnerable against message attacks. The mauling combined with the oracle allows an
attacker to determine whether a cyphertext is an encryption of a certain plaintext. This is
especially harmful as some semantically secure algorithms, such as ElGamal, are known to be
invulnerable against message attacks and the DDN-Lite extension of these algorithm does not
have this invulnerability.

The intuitive notion of non-malleability is that the attacker shouldn’t be able to make any
meaningful cyphertext based on another. Definition 12.2 assumes that an invalid cyphertext
cannot be meaningful. Therefore Pass et al. [PSV] argue that definition 12.2 is flawed. The
next subsection presents their improvement to the definition.

12.3.2 Improved definition

Gennaro and Lindell [GL06] have shown that definition 12.2 does not imply that non-malleable
encryption systems are still non-malleable when an attacker has access to several cyphertexts.

2This voting scheme is similar to voting schemes used in shareholder meetings
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INDb(k, (A0, A1)):
(pk , sk) = gen(k)
(m0,m1,STATE ) = A0(k, pk)
b

random= {0, 1}
y = enc(pk,mb)
return A1(y,STATE )

Algorithm 12.2: IND Experiment

In the example of the auction, non-malleability means little if its not applicable to encryption
schemes in which many messages are passed using the same key.

Also, the attack of the previous section shows that definition 12.2 incorrectly implies that
an attacker has lost the malleability game if he is only able to invalidate a cyphertext.

To solve both these problems, Pass et al. [PSV] proposed a new definition of non-
malleability. The definition is based upon the concept of indistinguishability .

Definition 12.4 (Indistinguishability) Let A, B be algorithms with input size k. Algo-
rithms A and B are indistinguishable if there is a k0, such that for all k ≥ k0, there is
no polynomial algorithm that can differentiate between the outcomes of A and B. Notation:
{A}k

c
≈ {B}k

Definition 12.5 (Non-malleability) An encryption scheme (gen, enc, dec) is semantically
secure if for any polynomial time turing machine (abbreviated: ppt.) A = (A0, A1), it holds
that:

{IND0(k,A)}k
c
≈ {IND1(k,A)}k

It can be shown that definition 12.1 is equivalent to definition 12.5 under CPA; see [PSV]
and [BDPR98] for more detail and information on the relation between different attacks under
semantic security and non-malleability.

Definition 12.5 can be extended to non-malleability, by concidering experiment NME b,
as shown in algorithm 12.3. The experiment allows an attacker to maul the cyphertext in
any way, as long as he doesn’t simply copies the cyphertext. He is then given the decryp-
tions of the mauled cyphertexts; if the encryption scheme is non-malleable then the results is
indistinguishable given either message. This gives the improved definition of non-malleability:

Definition 12.6 (Non-malleability) An encryption scheme (gen, enc, dec) is non-malleable
if for any ppt A = (A0, A1), it holds that:

{NME0(k,A)}k
c
≈ {NME1(k,A)}k

Note that any encryption system in which the invalid cyphertext attack is possible is
malleable under definition 12.6, as it is easy to distinguish between a valid and an invalid
decryption. Therefore, DDN-Lite is malleable under the improved definition and the improved
definition adequately closes off this loophole in the original definition.

Furthermore, definition 12.6 of non-malleability has been extended to many message non-
malleability by Pass et al. [PSV], and they have proven that many message non-malleability
is equivalent to definition 12.6.
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NME b(k, (A0, A1)):
(pk , sk) = gen(k)
(m0,m1,STATE ) = A0(k, pk)
b

random= {0, 1}
y = enc(pk,mb)
(c0, c1, . . . , cl) = A1(y,STATE )

return (d0, d1, . . . , dk) where di =
{
⊥ if ci = y
dec(sk , ci) otherwise

Algorithm 12.3: NME Experiment

12.3.3 DV-NIZK

Pass et al. [PSV] have shown a way to extend DDN-Lite such that it is secure against invalid
cyphertext attacks. This is done by adding a Zero Knowledge Proof (ZKP) in the encryption
that proves that all cyphertexts in the tuple encrypt the same message. Of course, we would
still like users to be able to encrypt messages without having to communicate with the de-
cryptor, as would be necessary in most standard ZKP systems. Therefore, they eliminate the
interaction such that only the decrypt or can verify the correctness of the proof, a Designated
Verifier Non-Interactive Zero Knowlegde proof (DV-NIZK).

The algorithm starts out with a sigma protocol. This is a zero knowlegde proof system
which consists of the following tuple: Σ = (P1, P2, V1, V2); the proof protocol is given in
protocol 12.3.3. In the protocol, the prover wants to prove a statement about some secret a.
The messages s, b and yb are called the witness, challenge and response respectively.

Sigma protocol
Prover Verifier
(s,STATE ) = P1(a); Send s 1
Send s 2

3 Send b = V1(s)
Send yb = P2(b,STATE ) 4

5 verify V2(s, b, yb)

It has been shown by Cramer et al. [CDS94] that sigma protocols can be made to make a
ZKP system on any language decidable in NP , using only one bit challenges.

Let L be the the language defined as the set of all pairs of tuples ((c1, c2, . . . , cn), (pk1, pk2, . . . , pkn))
such that all ci encrypt the same message using key pk i. As the private keys corresponding
to the public keys can be used to verify the membership of a tuple pair in L, the language is
decidable in NP .

Note that the protocol doesn’t need to be zero knowledge for the decryptor, because he is
assumed to be honest. It is not in the decryptor’s interest to cheat on the verification protocol,
as that could break the extra security the proof check adds. Also, any knowledge he might
obtain from tampering with the protocol, he can obtain by simply decrypting the message
outright (as the secret information of the prover, the message, is encrypted and sent along in
the cyphertext tuple.

The communication is removed from the protocol by noting that to every challenge, there
are only two possible replies (as the response is only one bit). At initialisation, the prover
is given two public keys by a trusted party. The verifier is given only one private key sk b,
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Prover: (has secret a and public key pk0, pk1)
(s,STATE ) = P1(a)
yb = P2(b,STATE ) for b ∈ 0, 1
cb = enc(pk b, yb) for b ∈ 0, 1
return (s, c0, c1)

Verifier: (has private key sk b and challenge b)
yb = dec(sk b, cb)
return V2(s, b, yb)

Algorithm 12.4: DV-NIZK system

corresponding to one of the public keys, and challenge b; the prover does not know b. The
proof is then calculated and verified as in algorithm 12.4.

Only the verifier is able to check the correctness of the proof, therefore it’s called a
designated-verifier NIZK system. Using only one bit usually doesn’t give enough security,
so the proof is repeated k times with different statements, and the verifier only accepts the
proof if all proof tuples are correct.

Pass et al. [PSV] show that this (and in fact any) DV-NIZK system is adaptive zero-
knowledge, meaning that there is a ppt simulator that can generate (pk , sk , s, b, yb) such that
the proof is correct and that its outcome is indistinguishable from the DV-NIZK system.

Unfortunately, Pass et al. do not give an actual implementation for the sigma protocol
for the language L. The resulting algorithm is so far only a theoretical result, because it
hasn’t been shown in the literature that the algorithms P1, P2 and V2 can be implemented
efficiently, although it is provable that the algorithms can be constructed to have polynomial
time complexity.

12.3.4 Improved algorithm

The improved DDN-Lite algorithm of Pass et al. is constructed by using the DV-NIZK system
of the previous section. In the key generation step, the necessary setup is done so that the
encryptor has the public proof keys, and the decryptor has the private proof verification keys.

In the encryption phase, the DV-NIKZ system is used to generate a proof that the tuple
(c1, c2, . . . , cn) all encrypt the same message using keys (pk1,b1 , pk2,b2 , . . . , pkn,bn). The proof
π is added to the cyphertext and is included in the signature.

In the decryption phase, a check is added to make sure that π is a valid proof; if not, the
cyphertext is rejected and ⊥ is returned.

Any attacker that tries to apply the invalid cyphertext attack outright will invalidate the
DV-NIKZ proof, so the cyphertext will always be invalid, even if he has used the same message
as the original sender of the cyphertext. A bit harder to show is that the proof cannot be
mauled in such a way that the resulting cyphertext is valid. Pass et al. prove that this is not
the case, by making use of the adaptive zero-knowledge property of the DV-NIZK system. See
[PSV] for the full proof.
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12.4 Non-malleability in other cryptographic primitives

The notion of non-malleability is a stronger concept of security than the classical semantic
security. In its most general form, non-malleability is the notion that once we protect a secret,
it should not help to alter the protected secret to produce a new protected secret that’s related
to the original.

12.4.1 Non-malleable hash functions

Hash functions have many applications in cryptography and beyond [Tel07]. They can be
considered as a form of one-way encryption. The concept of non-malleability can be extended
to hash functions in the following way.

Let h be a hash function, and let x = h(a), then seeing x should not help for generating
an y such that y = h(b) and that there is some polynomial time relation holds between a and
b.

It has been shown by bla et al. [BCFW07] that it is possible to create non-malleable hash
functions. Unfortunately, the method is only a proof of concept, as the NIZK proof system
that’s involved is computationally expensive to work with.

However, given such a non-malleable hash function h, it is straightforward to generate a
non-malleable encryption scheme from any semantically secure encryption scheme (gen, enc, dec).
To do this, the cyphertext y = enc(pk , x) of a message x is extended to y′ = (y, h(x). The
decryptor only accepts a cyphertext if h(dec(sk , y)) = h(x).

The correctness of the algorithm follows immediately: suppose that y′ is mauled, then the
hash h(x) won’t check out anymore. Because h is assumed to be non-malleable, the value h(x)
cannot be mauled in such a way that it corresponds to a mauling of y.

Lu et al. [LLHL] show how this idea can be applied to an extension of the ElGamal
encryption scheme, to build an encryption scheme that is secure against Chosen Cyphertext
Attacks.

12.4.2 Non-malleability in homomorphic encryption

The origins of non-malleability arise from the field of secure computing. Indeed, the auction
example of the introduction is a secure computing problem in which a winning bid needs to
be computed by comparing the secret bids of the participating buyers.

One popular general approach of secure computing is the use of homomorphic public key
encryptions. In a homomorphic encryption system, certain operations on the set of plaintexts
correspond to operations on the set of related cyphertexts [Tel07]. The general approach of
secure computing through homomorphic encryption is to have each participant encrypt his
secret input, publish it, and then combine all the cyphertexts to calculate an encryption of
the secure computing problem.

Unfortunately this approach is mutually exclusive to the concept of non-malleability. In
a homomorphic system, any attacker can generate a cyphertext y′ = enc(pk , x) for some
plaintext x. The attacker can combine y with an cyphertext y′ with unknown decryption (the
target of the mauling) and the decryption of the result will have some relation to x.

12.4.3 Blind signatures

In a blind signature scheme, there are two parties, which we shall call Alice and Bob. Bob
holds a signature key, which he wants to keep for himself. Alice wants to have a signature of a
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secret x, without sharing the secret with Bob. They can achieve this through a blind signature
protocol.

The general approach is as follows: Alice blinds her secret with a blinder b by calculating
x′ = f(x, b). She sends x′ to bob who returns a signature: σ′ = sign(sksigBob , x

′). Alice now
calculates a correct signature of x, by calculating σ = F (σ′, b). Of course, f and F need to
be chosen such that after the protocol is done, it holds that σ = sign(sksigBob , x). Such blind
signature schemes are for example possible with RSA signatures[Tel07].

We can extend definition 12.2 of relation based non-malleability to blind signature schemes.
A blind signature scheme is non-malleable if it does not help to see σ = sign(sksigBob , x) for
unknown sksigBob and x, to generate a new signature σ′ = sign(sksigBob , y) such that there is
a polynomial time decidable relation between x and y.

Unfortunately, non-malleable blind signature schemes are impossible. Given a signature σ,
apply σ′ = F (σ, b) for a chosen b. Now one can easily deduce that σ′ = sign(sksigBob , x

′), for
x ∈ f−1(x, b), and thus we broken the non-malleability property of the blind signature scheme.

12.5 Summary

Non-malleability is the concept that in an encryption scheme, an attacker should not be able
to change a cyphertext in a meaningful way.

The concept was formalized by Dolev et al., who also presented the first provable non-
malleable public key system called DDN-Lite. The system is based on repeated encryption
and a consistency proof using a signature.

Pass et al. showed that DDN-Lite is vulnerable to a particular type of attack. The attack
is based on a loophole in the original non-malleability definition: sometimes it can be useful
for an attacker to maul a cyphertext into an invalid cyphertext. Therefore Pass et al. present
an improved definition of non-malleability and an extention to DDN-Lite to make it secure
against the attack.

The non-malleability concept can also be applied to other areas of cryptography, such as
non-malleable hash functions. Non-malleability originated from the field of secure computing,
but it is mutually exclusive to homomorphic encryption.



Chapter 13

Broadcast Encryption

Written by Tamar Christina.

When thinking of broadcast encryption scheme, we think of protecting important secrets.
However there are many applications of cryptography concern the protection of information
that we want to distribute over open channels where we want as many possible people to be
able to see the information, but we want to get payments for it in return. This paper talks
about the basic schemes used in set-up boxes for pay TV or broadcast encryption in general.
We’ll be focusing mainly on key distribution.

13.1 Introduction

Broadcast encryption addresses the problem of transmitting (broadcasting) a message to a
dynamically changing large set of users.[FN94] The problem is that usually everyone can
listen in, take for instance a satellite TV feed, if you have the right equipment you can get the
signal. Therefore we require that a message only be decrypted by a dynamically changing set
of authorized users.

The obvious solution would be: give each user their own key and transmit an individually
encrypted message to every user in the privileged set. This would require a lot of bandwidth
and computational power. Another simple solution would be to provide every possible subset
of users with a key, in other words, give a user a key for every subset it belongs to. How ever,
this would require the user to store a very large amount of keys.

The goal of most Broadcast encryption scheme aside from the security requirement is to
have both factors (the storage requirement and the transmission length) as small as possible.
They should also aim to be computationally efficient.

To help rank the effectiveness of a encryption scheme an extra parameter k is introduced
which denotes the amount of colluding users that the scheme is resilient against. This means
that in order to break the scheme at least k users have to work together and share their
information. A scheme is considered broken is a user that does not belong to the privileged
set can decrypt the message.

A separate part of the broadcast encryption schemes but that is usually implemented
and is an important part of a broadcast system is the aspect of finding out which users are
incorrectly able to decrypt the transmission. Traitor tracing algorithms are used to find and
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identify the pirate box which is receiving the broadcast and find the users that contributed
their information to create the pirate box. These algorithms should not incorrectly identify
users which have not done anything wrong and their effects should be reversible.

In this paper we discuss a few broadcast encryption schemes and in the end show a couple
of Traitor tracing algorithms as well.

13.2 Encryption Schemes

One might be inclined to think that having a key on a static medium like a smartcard might be
sufficient to secure the system. However these can be opened and the secrets it holds acquired
relatively easy, which is why most smartcards are just used as storage mediums. In this section
we cover a few of the basic schemes in which most modern broadcast encryption schemes/key
exchanges are based on.

The information in these subsections are based on two papers about broadcast encryption
written to the CRYPTO ’93 proceedings [FN94][Hor03]

13.2.1 Definitions

We denote the set of all receivers by U and by R ⊆ U the set of revoked receivers (the users
whom we do not want to be able to decrypt the transmission(s)). We also define the set of
users we do want to be able to decrypt the (next) transmission as R̄ for U
R. We also define N as |U| and r as |R|. In practice N will be an upper bound on the number
of receivers allowed in the system. We can assume that all N users are receiving we must only
make sure that when a new user u connects it gets associated with an unused u ∈ U .

We note with MF and CF the Message space and the Cipher text space respectively, they
are associated a particular encryption algorithm F : K×MF −→ CF which we assume is given
and secure crytographically.

13.2.2 Elements of Broadcast Encryption[FN94]

We first examine a very näive approach to solving the problem: The sender encrypts the
message one time for each privileged user. In order to accomplish this the sender sends to each
user in u ∈ U a unique key Ku ∈ K. In order to send the message M ∈MF the sender sends the
message X := (u1, F (Ku1,M))‖ . . . ‖(uN−r, F (KN−r,M)) to every user (u1, . . . , uN−r) = R̄.

In order to decrypt the user u ∈ R̄ finds the pair (u, C) in X and decrypts the original
message by calculating F−1(Ku, C) = M . If the function F itself is secure then only a user
u ∈ R̄ will be able to decrypt the message M. While this scheme allows a user to store only 1
key, the amount of storage space is prohibitively large O(N − r).

From now on we will rarely need the notations MF and CF or F, we set them aside by
instead focusing on the problem of how to get a K ∈ K (one for each transmission1). Once
the privileged users have K, we send F(K,M) to every user. And again relying on the security
of F, only user with K will be able to decrypt the message M. Now we can formally define
broadcast encryption schemes as:

Definition 13.1 A Broadcast Encryption Scheme is a triple of algorithms (Setup, Broad-
cast, Decrypt)[Hor03] such that:

1We only need to change the key when R changes or when the amount of ciphertext broadcasts exceed a
security bound imposed by F.
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• The setup algorithm (Setup) takes a user (u ∈ U) and constructs that receiver’s private
information Pu ∈ P (for some set P associated with the scheme).

• The broadcast algorithm (Broadcast) takes the list of revoked users R and the session
key K ∈ K and outputs a broadcast message B (The message is constructed in such a
way that only users in R̄ should be able to decrypt it).

• A user u ∈ U runs the decryption algorithm Decrypt(B,Pu,u) that computes the K asso-
ciated with B, assuming u ∈ R̄ (otherwise Decrypt fails)

13.2.3 Zero Message Schemes

In this section we present a basic set of schemes which are the basis for the the algorithms in
section 1.2.4. The class of schemes that fall under the category of a Zero Message Scheme are
those that do not require the center to broadcast any extra messages in order for the member
of the privileged set R̄ to generate a common key.

Basic Zero Message Scheme

The basic scheme will allow users to determine a common key for every subset, resilient to
any set S of size ≤ k. In other worlds, it’ll allow users to determine a common key for every
subset while the amount of colluding users for any Set is smaller than the upperbound k.

Definition 13.2 A scheme is called k-resilient if it is resilient to any set S ⊂ U of size k.

Definition 13.3 A broadcast scheme is called resilient to a set S if for every subset R̄ that
does not intersect with S (no users in R̄ as users in S), no eavesdropper, that has all secrets
associated with members of S, can obtain ”knowledge” of the secret common to R̄.

For every set B ⊂ U , 0 ≤ |B| ≤ k, define a key KB and give KB to every user x ∈ U −B,
which means you get all the keys belonging to the subsets you do not belong to. The common
key to the privileged set R̄ is simple the XOR of all the keys KB, B ⊂ U −R̄. Every coalition
S where |S| ≤ k users will be missing key KS since every user has Nk secrets and so will be
unable to compute the common key for any privileged set R̄ such that S ∩ R̄ = ∅.

The memory requirements for this scheme is
∑k

i=0

(
n
k

)
since each user has to store Nk

secrets and for every set B there are
(
n
k

)
keys.

Theorem 13.4 There exists a k-resilient scheme that requires each user to store
∑k

i=0

(
n
k

)
keys and the center need not broadcast any messages in order to generate a common key to the
privileged class.

1-Resilient schemes using Cryptographic Assumptions

The memory requirement for the previous algorithm in 13.2.3 is pretty bad. But we can
improve the memory requirement if we use some cryptographic assumptions, such as that
”one-way functions” exist and that extracting prime roots module a composite number is
hard. These improvements are applicable to any k, but we choose to use k=1 because the
effect is the most noticeable with this choice of k.
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A 1-resilient scheme based on one-way functions

If we consider the 1-resilient version of the algorithm given above, we would see that it requires
the user to store Nk different keys. How ever if we generate the keys from a pseudo random
function using a common key we can reduce this requirement to dlog ne per users.

If we assume that one way functions exist, and hence that pseudo random functions
exists[OGM86][Has90] then define function f : {0, 1}l 7−→ {0, 1}2l in such a way that the
length of the input is twice the length of the output of the function. We also assume that this
function is publicly known and that all users know/have it.

Key distribution is then handled as follows:
First we associate the n users with the leaves of a balanced binary tree on n nodes. The root
is labeled with the common seed s ∈ {0, 1}l and the other nodes are labeled recursively as
follows:
The value t of the current node is used as input to the one way function f. The result of the
function f(t) is split into two halves each of size l, denoted by sizel and sizer respectively. the
children of the current node are then labeled with sizel and sizer respectively. The whole tree
constructed in this manner until we have n nodes[RIL89].

In the basic message scheme each user x should get all keys except those associated with
the set B=x, in other words, every user gets the keys belonging to the sets he/she does not
belong to and of the singleton set where he/she only belongs to. To meet this goal in the new
scheme, we remove the the path from the leaf associated with x to the root. The result is a
forest of dlog ne trees. We then proceed to provide the user with the labels/values of the root
of these trees, So we give them the labels at for the other siblings of the nodes we removed.
Given the root labels it is easy to compute the values at the leaves of the subtree. Hence user
x can compute all leaf labels except K{x} without any additional help, given that they also
know f which is considered public knowledge.

Theorem 13.5 if one-way functions exist, then there exists a 1-resilient scheme that requires
each user to store log n keys and the center need not broadcast any message in order to generate
a common key to the privileged class.

This scheme is not 2-resilient, since any two users have all the keys KB.

A 1-resilient scheme based on Computational Number Theoretic Assumptions

In this scheme we that is cryptographically equivalent to the problem of root extraction mod-
ule a composite number. These can further reduce the memory requirements for 1-resilient
schemes. This scheme is cryptographically equivalent to the RSA scheme[RRA87] and it is in
part motivated by the Diffie-Hellman key exchange[DH76] procedure and the Shamir crypto-
graphically secure pseudo-random sequence[Sha83].

The center chooses a random hard to factor composite number N = P ·Q where P and Q
are large primes. It also chooses a secret value g of order N. A user i is then assigned the
key gi = gpi where pi,pj are relatively prime for all i,j ∈ U (all users know what user index
refers to what pi). A common key for a privileged subset of users R̄ is taken as the value
gR̄ = gpR̄modN where pR̄ =

∏
i ∈ R̄pi . Every user i ∈ R̄ can compute gR̄ by evaluating

gi
∏ j∈R̄−{i}

pj
modN

Suppose that for some R̄ ⊂ U and some j /∈ R̄ user j could compute the common key
for R̄. This would imply that the user could also compute g: given axmodN and aymodN
and x and y one can compute aGCD(x,y)modN by performing a series of modular exponentials
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and divisions on ax and ay. So in other words the user is able to compute pj ’th root of gpj

while knowing only the composite N. But we assume this to be hard and so we can conclude
that this scheme is 1-resilient (but not 2-resilient since any 2 users can collude to get all the
information).

Theorem 13.6 If extracting root modulo a composite is hard, then there exists a 1-resilient
scheme that requires each user to store one key (or length proportional to the composite number
N) and the center need not broadcast any message in order to generate a common key to the
privileged class.

13.2.4 Low Memory k-Resilient Schemes

The zero message k-resilient schemes from the previous section require for k > 1 a great deal
of extra memory, in fact the amount is exponential in k. In this section we provide memory
efficient k-resilient schemes for k > 1. The schemes are generally attained by converting
1-resilient schemes into k-resilient schemes and so throughout this section we assume the
existence of a 1-resilient scheme for any number of users.

One Level Schemes

Consider a family of functions f1, . . . , fl, fi :7−→ {1, . . . ,m}, with the property that for every
subset S ⊂ U of size k, there exists some 1 ≤ i ≤ l such that for all x, y ∈ S, x 6= y : fi(x) 6=
fi(y). Which is equivalent to saying that the family of functions {fi} contains a perfect hash
function[WC81][MFS84] (a function which maps it’s input to distinct values with no collisions)
for all subset of size k of U when mapped into the range 1, . . . ,m.

Such a family can be used to obtain a k-resilient scheme from a 1-resilient scheme. For
every 1 ≤ i ≤ l and 1 ≤ j ≤ m use an independent 1-resilient scheme R(i,j). Every user x ∈ U
receives all the keys associated with the scheme R(i,fi(x)) for all 1 ≤ i ≤ l. In order to send
a message M to a subset T ⊂ U the center generates random strings M1, . . . ,M l such that⊕l

i=0M
i = M .

The center then has to broadcast For every 1 ≤ i ≤ l and 1 ≤ j ≤ m the message M i to
the privileged subset {x ∈ T |fi(x) = j} using scheme R(i,j). Every user x ∈ R̄ can obtain all
the messages M1, . . . ,M l and thus by XORing them they can obtain the original message M.

The number of keys that each user is required to store is m times the the number needed
in the 1-resilient R(i,j) scheme chosen for use. The transmission length is l.m times the length
of the transmission for the chosen zero message scheme.

13.3 Traitor Tracing

In a perfect world we would like to be able to have k big enough that we would be able to
make it virtually impossible to collude and decrypt the secret message M. In practice how
ever there is an upper bound for k because of hardware or implementation constrains, most
notably storage space and cost.

A user which has gotten unauthorized access to a secret message is called a Pirate. They
have with them in possession an illegal decoder box, or pirate box, which was constructed by
using secrets from legitimate users. Since we cannot prevent this (only make it more difficult)
we would like that when an illegal decoder box is recovered, the broadcaster would like to
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know who constructed it (i.e. who gave their private information to help construct the pirate
decoder). The set of algorithms that allow us to find these pirate decoders and their colluders
are called Traitor Tracing algorithms which work in tandem with the encryption schemes.

This information is based on a paper about Traitor Tracing[TG03].
Many times we cannot discover the identity of the culprits, but we find it acceptable to

make sure that the decoders of the pirate and that of those that helped him get access to the
system to be reduced to a functionality less that q (a parameter of the tracing algorithm).

Definition 13.7 For p ∈ [0, 1], we say that a decoder box is p-functional if the box correctly
decodes with probability of at least p.

Important is that the tracing algorithm is not allowed to destroy the decryption function-
ality of a legitimate user. The algorithm will work by treating the decoder as a black-box.
The algorithm’s only interaction with the box will be feeding it ciphertexts and examining the
results. In general we also assume that the effects of the algorithm can be reversed[TG03].

In general, a tracing algorithm is evaluated based on (1) the impact it has on the overall
efficiency of the broadcast encryption scheme and (2) on the size of the coalitions against
which it is resilient and (3) the number of queries that are required from the box in order to
determine the status of it.

The following example illustrates how a basic traitor tracing scheme is constructed.

This is a simple example of how a typical setup would look like (simplified) [TG03]
There are n users: {u1, u2, . . . , un} and 2log2n keys :

α = {k1,0, k1,1, k2,0, k2,1, . . . , klogn,0, klogn,1}
The personal key for user ui is the set of log n keys :

{k1,bi,1
, k2,bi,2

, . . . , klogn,bi,logn
}

where bi,j is the jth bit in the binary representation of i. Suppose we were to use
DES to encrypt the message M using a session key s. We choose s1, s2, . . . , slogn
such that s =

⊕logn
i=1 si. The encrypted message is Bm = DESs(M) and then si is

encrypted using keys ki,0, ki,1.

We then generate a Be such that Be =‖logni=1 (DESki,0
(si) ‖ DESki,0

(si)) where ‖
denotes concatenation. The sender then broadcasts both Bm and Be. The idea is
that if a user reveals their private key, it can be traced since each user’s private
key is unique.

In general there are two ways in which a user can go about pirating content.

• An unauthorized user may retransmit their (decrypted) copy of the digital content to
other users.

• A set of users lend their private information in order to construct pirate decoders which
are themselves able to decrypt the content.
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13.3.1 Types of Traceability schemes

Symmetric vs Asymmetric

Traitor tracing schemes like most encryption algorithms can be divided into two categories,
Symmetric or Asymmetric depending on how the session key is encrypted. In a symmetric
scheme the sender and user share the same key to encrypt and decrypt a session. In an
Asymmetric scheme the center and the user have different keys.

Static vs Dynamic

Traitor tracing schemes can also be divided into Static or Dynamic schemes. In static schemes
keys are generated only once and are used throughout the lifetime of the content. In dynamic
schemes however the scheme adapts to the pirate actions in real time by changing the key
allocations at certain times throughout the duration of the broadcast[FT99][OBS00].

Static tracing schemes in most cases can only be assured catching at most one traitor as
the key present in the decoder might all belong to only one pirate decoder. The reasoning
behind this is that maybe none of the other traitors contributed any keys in order to create
the pirate decoders. Dynamic traitor tracing schemes often use watermarks embedded in the
plaintext message and are able to trace all traitors. The use of the watermarks allow it to
also trace the problem where someone rebroadcasts the decoded digital content. The tracing
algorithm usually just examines the watermark found in a particular pirate copy and is able
to trace it back to the user that originally received the message with that watermark in it.
There are also some proposed[JSW00] schemes which are a hybrid of both.

Dynamic static schemes, unlike static tracing schemes can adapt to the pirate feedback
in semi to real time. When a pirate is found, the algorithm disconnects it, making it so he
can not decode future broadcasts. If the pirate is to resume after being disconnected, at some
point ALL of the other pirates must help contribute to the piracy efforts. In doing this one
of two things can happen, either we then can find who is helping with the construction of the
pirate box in which they are all isolated and disconnected. Or they give up, either way the
scheme is successful in stopping the pirates.

Alternate

There are also some different schemes that have been proposed that use a different mechanism
to discourage the pirate activity. One such example is a scheme that uses a user’s credit
card information or other sensitive information[CDNth] as part of the key for a user. The
hope is that such schemes are self policing since revealing one’s key means to reveal sensitive
information.

13.3.2 Components of a Tracing scheme

A traitor tracing scheme[TG03] is made up of 3 main components

1. Key generation/distribution scheme: used by the sender to generate and distribute the
user’s personal keys. The data supplier has a master key Pα : U 7→ K where K is the set
of all possible keys.

2. Encryption/Decryption scheme: An encryption scheme Eα is used by the content provider
to encrypt the session key s and the decryption scheme Dβ is used an authorized receiver
to decrypt the encrypted session key. We require that Dβ(Eα(s)) = s. The session key s
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is used to decrypt and encrypt the message using an off the shelf symmetric encryption
scheme like DES.

3. Tracing algorithm: Upon confiscating a pirate box the tracing algorithm is used to find
the identity of one or more traitors. We are going to assume and treat the decoder as
a black box, and not assume anything about it’s functionality (except that it’s able to
decrypt the messages).

We also require the off the shelf encryption scheme to be a block cipher. The data is
divided into sessions of the size that the algorithm expects. For each block a tracing
algorithm will typically output two blocks. 1 is the cipher block as returned by the
encryption function and the second block also called the ”enabling” block contains data
that enables each user to obtain the session key s.

An obvious requirement for the tracing scheme is that we require and assume the off the
shelf encryption scheme to be secure.

13.4 Conclusion

Broadcast encryption schemes are schemes which describe how key distribution happens. They
don’t do actual encryption or decryption, For this they rely on out-of-the box encryption
methods. Which we assume to be sure. Even though all broadcast schemes rely on the
Kerckhoff they do try to make attempts to breach the system by using physical cryptographic
means to protect the keys by using a tamper proof medium to carry it, like a smartcard.

However like most cryptographic methods we cannot stop every coalition of colluding users,
we can use Traitor Tracing algorithms to be able to find those who have get in in order to be
able to take legal or extralegal actions against them, or simply disconnect them by the system.



Chapter 14

Receipt-freedom in voting

Written by Pieter van Ede.

Electronic elections are becoming more and more common today. However criticism on these
systems is also very common. This paper tries to address one of these points of criticism,
namely a way to prevent voters to be coerced or bribed by a villain to vote for a specific
candidate. To achieve this, the electronic voting systems must not allow the voter to get a
proof of the vote she casted, so that the villain has no means to find out what the coerced
voter has voted.

14.1 Introduction

Nowadays electronic voting system have become more common. People started to use these
systems, but quite soon already a major problem became apparent. The voters had to trust
that the computer ran correct software, so that it actually stored the vote they wanted to cast.
Unfortunatly for the manufacturers of these machines, people do not always understand how
these machines work, so they did not trust these machines that much. But even the academic
world had criticism on these machines, because the manufacturers would not allow the software
to be publicly verified. But even then, if the software was verified to work correctly and safely,
how could a voter make sure that the actual machine on which he is voting is not running a
malicious version of the program?

14.1.1 Properties of voting

Before we start analyzing the criticism that was casted on these electronic voting machines,
let us consider what properties are desired for fair elections. According to [Tel06a] as many as
possible from this list should hold:

1. Authority: Only people that are authorized should be able to vote, possibly excluding
minors or criminals from voting.

2. One vote: People should be allowed to cast only one vote. They might be allowed to
change their vote, but still the netto result must be a single vote.

119
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3. Secrecy: All casted votes should be confidential, so that nobody can determine what
vote was casted by a certain person.

4. Correctness: The result of counting the vote should be the same as the sum of the
original votes, which means that there occurs no cheating in the process after a vote is
cast.

5. Verifiability: It should be observable for observers that the elections were fair and that
the result is indeed correct as defined in the previous property.

6. Coercion-protection: The voting system should prevent people from being forced to
vote for a particular candidate. This is also being called receipt-freedom, because when
the voter cannot prove for which candidate she voted, she cannot be forced to choose for
a particular candidate. In the remainder of this paper we will focus on how to achieve
this property.

7. Show-up checking: In some countries, like Belgium, it is obligatory to vote. Therefore
voting systems in those countries should be able to verify who have already voted and
who not.

8. Useability: The system should be easy to use and the system should be efficient. This
vote is perhaps not very fundamental to voting, so it might be considered less important.
In practice however a failure to sufficiently satisfy this property will result in people
rejecting the voting system.

The idea for electronic voting machine came from the desire to be less dependent on the
honesty of the election committee, which consists only of a small number of people. The
argument was that they are relatively easily persuaded to manipulate the election and by
introducing electronic voting this treat is removed and the correctness property of voting is
enhanced. Also the use of electronic voting machine would make the voting process more
efficient and therefore cheaper. However as the introduction mentioned, the software used by
the electronic machines are proprietary and can therefore not be publicly analyzed for errors.
And even if the code is verified and found to be correct, then it is still possible to tamper with
the voting machine while they are in storage. That way a voter still cannot trust the actual
voting machine he is using during the election.

14.1.2 Fall of electronic voting

Besides the lack of verification of the voting machines, other problems surfaced. The voting
machines lacked a paper trail, so it was impossible to recount the votes and therefore the
verifiability property was violated. In the Netherlands the final blow was delt by the fact that
the machines in use emitted magnetic fields from which the vote that was casted could be
determined. They were put out of commission and elections are to beld held with traditional
paper ballots again. This sparked further research into electronic voting systems. One of the
first principals was that the public should not have to rely on the correctness of the machine,
but instead on cryptographic correctness.

One of the proposals was that the voting machine would print out the ballot after the user
choose his candidate and put that ballot in the box. While it is debateable whether this is
more efficient then the old-fashioned way, this method does eliminate the trust on black box
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voting machines: the voter can easily verify that the ballot is correct. However the method
is still cumbersome in the counting phase with all those paper ballots, even when processed
automatically. More important for this paper is, that it has nothing to do with cryptography
at all, it depends solely on physical means to ensure fair elections. As it turns out however,
in practice a good electronic voting scheme always needs a combination of cryptography and
physical protection. Also you could argue whether or not this is receipt-free, because the villain
could force you to take a photograph of the vote you casted before you put it in the ballot
box. This argument can be dismissed by the fact that this is also possible in the traditional
voting scheme and is therefore not considered to be a weakness in the protocol.

One of the most promising proposals to fix this problem is to have the voting machine print
out a receipt stating the vote of the voter, so that the voter can verify that the machine
recorded the proper vote. However this receipt is not a ballot, it is only a way to check the
machine. People would trust a machine a bit more if they see the correct result, but still people
should be skeptic: the output on the receipt does not necessarily correspond with the vote the
machine actually recorded. While it is already a challenging problem to design a system in
such a way that the voter can verify the correct storage of his vote with his receipt, it is even
more challenging to at the same time prevent the user from proving to a third party what he
voted.

14.1.3 Need for receipt-freedom

This desired property of not being able to prove what a voter has voted, is called receipt-
freedom. At first glance, this property might seem an academic need for finding problems to
solve, so academics can produce fancy and difficult solutions, this actually is a real fundamental
issue. Imagine voters in a dictatorial regime, who do have the choice between the dictator and
the opposition, but if they vote for the opposition, they will be killed or get in other kinds of
trouble. We would like to provide to poor voters with a system that allows them to cast a vote
for candidate B, but to be unable to prove to the secret police if they have voted for candidate
A or B. While this situation might seem a bit far fetched for a modern western country, it
is still possible that in a family a dominant father demands that all people in his household
vote for his favorite candidate, and prove that they voted ’correctly’ after they voted. In
both situations we would like to prevent the voter from obtaining a receipt from which the
vote casted cannot be reconstructed. There are however projects going that will never be
receipt-free due to the way voters are allowed to vote, such as in the project Cybervote (see
Casus 14.1).

14.2 Current voting systems

Over the years, quite a number of voting systems have been proposed. The first voting protocol
was proposed by Chaum, which consisted of putting votes through a series of mixers. These
mixers operate on large batch and mixes these votes in its output in such a way that it does
not give any information about the correspondence between its output and its input. Many
protocols have been proposed that are based on this approach, but others were based on blind
signatures or homomorphism. The voting protocols based on blind signatures required the
voting authority to blindly sign a vote without seeing the content of the vote. These protocols
required a safe channel so the voter can safely publish the signed vote, without the vote being
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Casus 14.1: Project Cybervote

According to [Tel06a], the European Commission
tries to enlarge the amount of voters by making it
easier to vote. They want to achieve this by making
it possible to vote via mobile phones and the inter-
net. A number of commercial and academic organ-
isations are researching how to achieve this kind of
voting, while maintaining the important properties
of voting. In the context of receipt-freedom, these
systems can hardly be a succes. The comfort of
voting at home or in a bar, also allows people to be coerced by a dominant father or
friends in a bar to vote while they can watch you cast your vote. Only if you can later
change your vote you could escape your dominant father, but after a night in the bar you
might not be able to think straight enough to change your vote!

linked to the voter. The protocols based on homomorphism require the voter to encrypt the
vote with a public key. Then the votes are summed by making use of the homomorphic
property and when all the votes are collected, the result is decrypted by cooperation of the
different voting authorities. It has turned out that many of these protocols are not receipt-free
[MN06].

14.2.1 Receipt-free protocols

Luckily, there also exist protocols which do have receipt-freedom. Benolah and Tuinstra [BT94]
have been the first to propose such a protocol. They only had one assumption: the voter should
use a voting booth. This ensures that there is a perfect untappable channel between the voter
and the voting machine. This can be achieved by demanding that the voter enters a booth in
private, so nobody can see what the voter does. We also assume that tricks with grease on the
keyboard or camera’s cannot be done without being detected, otherwise the elections officials
are only present to keep up appearances. Later, Sako and Kilian [SK95] showed that a one-way
tappable channel is enough to achieve receipt-freedom. A new consideration was introduced
by Moran and Naor [MN06]. They stated that because the public is rightfully skeptic about
computers which they do not understand, a voter should be able to simply verify that the
voting machine worked correctly. But because not all voters are mathematicians, these checks
should be simple, but at the same time prevent the voter from obtaining a receipt. In the
remainder of this paper, I will further explain the protocol devised by Moran and Naor.

14.3 Receipt-freedom by Moran and Naor

As stated before, Moran and Naor have devised a protocol that has receipt-freedom. They
used some ideas from other protocols, in particular from Neff [Nef04]. Besides receipt-freedom,
it also has some quite remarkable features:

• Everlasting privacy. Their protocol is not computationally hiding like many cryptho-
graphic protocols, but hides perfectly. This ensures that nobody can ever determine how
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a person has voted, no matter how big his computer may be. They also presented a
more efficient version of their scheme, which is only computationally hiding. It is this
efficient version that we will consider in this paper.

• Universally verifiable. This means that everybody who is interested in the proceedings
of the election can participate in the process of verifying the correctness of the outcome
of the election. This is an improvement over the traditional paper voting system, where
the public has to trust the judgement of appointed observers.

• Safe on unsafe machines. Even on voting machines that run malicious code, their
protocol remains safe. This property cannot be stretched infinitely, because we can think
of scenarios were the criminal can adept the machines in a way that he can detect what a
person voted for. However it is still remarkable that a certain tampering with the voting
machines does not gain anything for the villains.

I will not elaborate on how these other nice properties are achieved, but some constructs
or calculations might seem overly complex due to these other properties. The idea behind a
receipt that is only useable to check the machine, but hides the vote, is that the voter receives
a commitment from the voting machine. With this commitment it commits itself to the vote
of the voter. This commitment is computed using a commitment protocol, of which the global
working is described below.

1. User has secret a.

2. User commits to a by computing the commitment y = C(a). The commitment protocol
then ensures that there is no a′ 6= a such that C(a) = C(a′). Also it is guaranteed that
from the commitment value y it is not possible to determine what value of a was.

3. User opens y to prove that y was a commitment to a.

14.3.1 Protocol overview

From very high level view the voter enters the booth and votes, where the voting machine
proves to the voter that the right vote is registered. After the election, all the votes are
counted and the voting machine proves that the outcome corresponds with all the individual
votes. As I sated, only the first state is interesting from our current point of view. Let us first
see what a voter experiences when voting with this system.

The voter, lets say Dianne, enters the voting place, where she identifies herself to the voting
committee. She then enters the booth, where she finds a computer screen, a keyboard and an
ATM style printer. You can see what happens in each of the following steps in figure 14.2,
which I borrowed from [MN06].

1. The screen lists the candidates to choose from, Alice, Betty or Charlie. For some reason
Dianne prefers Betty and presses B for Betty.

2. Dianne is asked to type some random words next to the other candidates.

3. The ATM-style printer prints out two lines. Because of the shield, Dianne can only see
that something of two lines was printed, but not what was printed. She may not see
what the actual output is at this moment, because the commitment together with the
random words that is typed in the next step form a zero knowledge proof, which is used
for the verification phase.
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Figure 14.2: The steps of a voter in the Moran-Naor voting scheme

4. Now Dianne is asked to type some words next to the candidate of her choice.

5. The printer prints the three candidates along with the random words for each candidate
and the name of the voter. Dianne checks that all information is correct, and now she
sees that the machine is printing a ballot for Dharma. She can now choose to abort, as
she could have done at every step until now, or choose to proceed because her official
name really is Dharma.

6. She presses OK, and the machine prints CERTIFIED RECEIPT. Also a copy of this
receipt is posted on a public bulletin board. When Dianne gets home, she verifies that
the bulletin board holds an exact copy of her ballot, including the first two lines of
nonsense.

After the election, if all voters verified that their receipts were stored correctly on the
bulletin board, the counting can begin and all who are interested can check if this counting
is done fair. This verifying of the counting is done via a zero knowledge proof. Also, Dianne
cannot change her mind and say the machine was wrong after she presses OK, because the
CERTIFIED RECEIPT marks this vote as being valid.

To understand why this protocol is receipt-free, you need to imagine a nasty Trudy that
wants Dianne to vote for Alice. With this protocol, Trudy cannot tell whether Dianne voted
for Alice or Betty or somebody else, because she cannot see in which order the random words
were placed. However, the first two lines of seeming garbage were printed to show that the
voting machine is producing a vote for Betty. Therefore we demand that it is impossible for
Trudy to reverse engineer this garbage into a vote for Betty, to make sure Dianne does not
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get into trouble and make it worthless for Trudy to coerce anybody at all. This is why we
use a commitment protocol, because that is the basic achievement of such a protocol. In the
protocol by Moran and Naor, the Pederson commitment protocol [Ped91] is used. The purpose
of a commitment protocol is that it commits the committer to a certain value, while making
it impossible for the outside world to see to what value is committed.

14.3.2 Pedersen commitments

In order to make commitments that can be used to check that the voting machine actually
committed itself to a choice a, the Pedersen commitment scheme is used. The Pedersen
commitment scheme works as follows:

1. The committer chooses a secret a, which is in this case the candidate of preference.

2. The committer computes a commitment P (a, r). Here a ∈ Zq and r is a random number
also from Zq. P (a, r) is computed as hH(a)gr. Here both h and g are of order q. We use a
strong collision-free hashfunction H, because the some strings to which the Moran-Naor
protocol commits to are too long to map to Zq.

3. When the votes are counted and the voting machine is asked to show correctness for
this vote, it can show this by sending a and r. (This is only done in the Moran-Naor
protocol when counting the votes in a verifiable way in the context of a zero knowledge
proof, and is therefore assumed to be safe.)

The schema also permits a malicious committer to choose an a′ 6= a and r′ such that the
commitment values are the same. This is prevented because this would mean ha

′
gr
′

= hagr,
which means ha

′−a = gr−r
′
, which means that the committer can compute r−r′

a′−a , which is
logg h, which is assumed to be hard. Due to the randomization, it is impossible to reverse
engineer the commitment to the actual vote.

14.4 Discussion and conclusion

The receipt-free voting scheme presented by Moran and Naor satisfies the both basic properties
of elections: vote secrecy and verifiability, however I did not cover how they achieved this.
The interested reader is forwarded to [MN06]. It is indeed the case that the system provides
receipt-freedom, but it remains the question if every voter is convinced of this. Because the
commitment gargabe looks intimidating to an unknowing voter, he might be easily convinced
that the vote is reconstructable from this. That way voters can still be coerced, which was
what we wanted to prevent.

Another goal of Moran and Naor was to make this system easy for humans to verifiy and
use. While they did succeed in making it easy for humans to verify the system, voting in this
way is considerably more work than with paper ballots. Also visually disabled people have
trouble verifying their votes and older people might not be able to verify their receipts on an
online bulletin board. Therefore I think that while it is a nice academic problem to study, it
will take a long time before the advantages of electronic voting will become larger then the
disadvantages.



126 Receipt-freedom in voting



Chapter 15

Safety of the dutch OV-chipkaart

Written by Marcel van Kooten Niekerk.

In this chapter, I will discuss the dutch OV-chipkaart, a system to enable electronic payment
of fares in the public transport of the Netherlands. In section 15.1, a general introduction of
the OV-chipkaart will be given, along with a short history of the system. In section 15.2 I
will discuss the global system architecture of the whole OV-chipkaart system, from the OV-
chipkaart to the general server, which handles all payments.

In section 15.3 I will discuss the safety of the OV-chipkaart system. I will give an overview
of some weaknesses in the system. In sections 15.4 and 15.5 I will focus on the safety of the
different kinds of cards that are used in the system.

Finally, I will end this chapter with a conclusion on the safety of the OV-chipkaart.

15.1 Introduction to the OV-chipkaart

The OV-chipkaart is a system for electronic payment of public transport wages. It is designed
to make payment easier for the passengers and to overcome the disadvantages of the current
system. Nowadays, for the public transport the NS uses train tickets and the rest of the public
transport can be payed using the Strippenkaart, a paper card with 15 to 45 stripes which are
stamped by the driver when entering the bus or tram. The Strippenkaart-system is considered
somewhat obscure, it is not always clear how it works. And because the same Strippenkaart
is used for all buses of all companies, the distribution of the revenues is difficult. This is done
by doing a WROOV-investigation every 2 years[Wik08], which deliveres a distribution key for
the revenues from the sell of public transport tickets.

In 1992, the NS (Dutch Railroads) received money from the dutch Ministry of Economic
Affairs to investigate the use of electronic payment in the train in Maarssen, Tiel and Utrecht.
The experiments were considered succesfull, so in 1993 the NS decided to use the OV-chipkaart
for the trains by 1998.

In 1996, the other public transport companies in the Netherlands were involved in the
project and in 2001, most companies founded Trans Link Systems for this project. The project
was delayed over and over again. In 2001, minister Tineke Netelenbos said that the OV-
chipkaart would be introduced in 2004, and in 2004, the date of introduction was postponed
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Figure 15.1: System architecture of the OV-chipkaart

to 2005 for the NS and 2007 for the buses. Minister Peijs decided in june 2006 that the
OV-chipkaart has to be introduced in the whole country by the first of january 2009.

In 2007 and 2008 several security issues involving the cards used for the OV-chipkaart
were discovered, which could jeopardize the whole project. These issues were investigated by
TNO[TNO08b] with a counter-expertise review by the Royal Holloway University of London
[TNO08a]. Also privacy-related issues raised and led to a lot of discussion. The conclusion of
the counter-expertise was to replace the OV-chipkaart immediately by a safer system, but after
talking to the Ministry of Traffic, the conclusions were weakened.[Web08] The government now
has to investigate the issues mentioned in the TNO-report as soon as possible.[Wik00]

By january 2009, the OV-chipkaart hasn’t been introduced countrywide, but at some place
experiments are conducted. The first place where the Strippenkaart will be fully replaced
by the OV-chipkaart is the Metro of Rotterdam. Starting at the 29th of januar 2009, the
Strippenkaart is not valid anymore on the Metro. In most buses and in most trainstations,
OV-chipkaart-terminals are present.

15.2 System architecture of the OV-chipkaart

In the factsheets issued by Trans Link System[Tra08b][Tra08a], the system architecture of the
OV-chipkaart is discussed. It consists of 5 levels, which I will discuss in top-down order. See
also figure 15.1

Level 4 The top-level consists of the central TLS-server which handles all OV-chipkaart-
transactions of all companies. It contains all data about the OV-chipkaart, and the
customer can load his/her card by a website connected to this server. Also names for
the private OV-chipkaart are stored here. All servers of level 3 connect to this server, all
transactions involving money are done by this server.
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Level 3 This level contains the central servers of the public transport companies, one server
for each company. This server collects the data from the servers in level 2, combines it
and puts it through to level 2. At this level, all equipment is guarded whether it is still
working correctly. And reports for the companies are also generated here.

Level 2 This level contains the local servers of the public companies. For example, the server
on a bus depot or the server on a train station. It collects the data from all vending
machines and OV-chipkaart terminals and puts it through to the central server at level
3.

Level 1 At this level we find the vending machines and the OV-chipkaart terminals where
the passenger pays for his/her trip. The link between level 1 and 2 is not always present,
for example the terminal on a bus is not connected to level 2 while driving. When a
bus arrives at the depot after the duty, it communicates to level 2 and all transactions
of the day are downloaded by the local server. Also the blacklist and status reports are
uploaded to the buses.

Level 0 The lowest level consists of the OV-chipkaart itself. It communicates with the ter-
minals in level 1 by means of wireless communication, the card doesn’t have to make
physical contact with the reader, so the card can stay in the wallet or bag of the passenger
for ease of the passenger. Every OV-chipkaart contains an RFID-chip. The disposable
OV-chipkaart contains the Mifare Ultralight-chip, the anonymous and the personal
OV-chipkaart contain the Mifare Classic 4K chip. These chips are chosen because of
their proven security at time of design of the OV-chipkaart system and because their
small cost.

15.3 Safety of the OV-chipkaart-system

In the OV-chipkaart-system, information security is important because the system involves
money transaction and could harm privacy. Each passenger has to pay the correct fare for
his/her trip and the information about his/her trip should not become known to unauthorized
persons.

The first part is clear, everyone should pay for the travel, the second part about the privacy
may be less clear. Although the passenger has a personal OV-chipkaart, it is not wanted that a
public transport company (or someone else) knows which travel a certain passenger has made.
Only the anonymized travel data should be available to the public transport company, so that
they have a view on the amount of travellers on each bus. With this data they can improve
their product.[Wik00]

When we look at the hardware in the system architecture, layer 0 is the most vulnerable
part because it is in hands of a passenger. With respect to the communication between the
layers, the wireless communication between layer 0 and 1 can easily be eavesdropped and is
possibly vulnerable to decryption. Further, hackers may use the fact that the communication
between a bus and a depot is only done at the end of the day and not during driving a trip.
All these items will come back in the next 2 sections, where I shall have a closer look on the
two used Mifare-chips.

But before going into more detail on the OV-chipkaart itself, one attack, the Relay Attack,
is discussed because this does only use the wireless communication and doesn’t need knowledge
of any hardware in the OV-chipkaart system. Because the communication to the OV-chikaart
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is wireless, it is possible that someone is near your bag or wallet with OV-chipkaart can read it.
The only thing he needs is a RFID-reader, as is available in the Nokia 6131 NFC mobile phone.
When this person has (via GPRS for example) a link to someone with a RFID-imitating-tag
(like the same Nokia 6131 NFC) near a OV-chipkaart-terminal, the trip could be paid with
the OV-chipkaart of someone else. The terminal could detect this kind of attack because of
the longer response times, but tests showed that the OV-chipkaart terminals aren’t aware of
this attack.[Ver08]

15.4 Safety of the disposable OV-chipkaart

15.4.1 Working of the disposable OV-chipkaart

This section describes the vulnerability of the disposable OV-chipkaart. The disposable card
is based on the Mifare Ultralight-card, a card without built-in security facilities. Using a
cardreader, a user can read all sectors of the card. Most sectors can be written, but can also
be blocked by setting certain lock-bits. And the blocking itself can also be blocked by setting
another lock-bit. Furthermore, the card has a write-once-counter, consisting of 32 write-once-
bits. These bits can be set only once and cannot be reset. When the card can be used twice,
this can be done by setting 30 bits in advance and setting one bit on each use. When all bits
are set, the card cannot be used. More information can be found in the functional description
of the chip used.[Sem03] So when you want to use this card in a safe way, you should make
the transactions safe in another way, the communication is unencrypted and the card is not
much more than a memory card.

In 2007, Pieter Sickerman en Maurits van der Schee from the univerity of Amsterdam make
a security evaluation of the disposable OV-chipcard and found several vulnerabilities in the way
the Mifare Ultralight is used as a public transport ticket.[SvdS07] Because the datatransfer
is unencrypted and all data on the card can be read, they tracked down what happened on
the card during transactions by reading the whole card before and after transactions.

Using this procedure, they figured out that the memory of the card is used to store the
last 2 transactions (each using 16 bytes) and 16 bytes for card details. For every transaction,
the first 8 bytes are used to store the transaction counter, city, type of transaction and date
and time of the transaction, this is stored unencrypted. The other 8 bytes are some encrypted
value, probably containing the exact location of the transaction and some sort of checksum of
the transaction. This seems to be encrypted using the UID of the card, copying a transaction
from one card to another makes the destination card invalid, although the rest of the card is
identical.

15.4.2 Vulnerabilities of the disposable OV-chipkaart

When a card is read by the OV-chipkaart reader and is considerd invalid, the reader will make
the card useless by setting all lock-bits, so that nothing can be written to the card anymore.
What the investigators discovered, was that setting the lock-bits that makes setting the other
lock-bits impossible makes that the reader was unable to disable the card, while it still accepts
the card. This makes it for the investigators possible to use trial and error easy, they didn’t
have to buy a lot of cards, they could use the same one over and over again. The counter-
measure of this type of attack is to check each card if the overall lock-bits are set. If they are
set, the card is invalid.
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When analyzing the check-in and check-outprocedure, the investigators discovered that the
write-once-counter was only increased at check-in, at check-out only user-writable parts of the
memory were changed. So it turned out to be possible to reverse a check-out by making a
backup before check-out and putting it back afterwards. This is also because the readers are
off-line and the readers themselves don’t store a transaction history. This weakness makes it
possible to check out multiple times, which is of limited use. It can be prevented by using
part of the write-once-counter to count the number of check-outs. This makes this attack
impossible.

The third attack is also the one with the largest impact, this makes unlimited travel on
one card possible. It was figured out that when only the initial purchase-transaction was
stored on the card, the write-once-counter wasn’t checked anymore. What was done, was
that after the buy of the card, the memory contents were backupped (containing only the
purchase-transaction) and after a trip, this backup was placed back. After the trip, the write-
once-counter was changed, but this will not be checked when using the card again because
only the purchase-transaction is on the card. This attack can be made impossible by changing
the software of the reader, it should always check the counter.

All these 3 attacks are vulnerabilities caused by flaws in the protocols used. They were
repaired before the article[SvdS07] was published, the authors notified TLS in advance.

The safety of the Mifare Ultralight-card relies on the fact that some parts can be written
once, like the counter and the lock-bits. An attack that cannot be prevented easily, is to build
a fake ultralight-card, on which it is possible to reset the counter and lock-bits. Now the user
is able to reset the whole card after a transaction and use it again, because the readers don’t
track transactions and are off-line. For this goal, the same Nokia 6131 NFC as mentioned in
secion 15.3 can be used.

15.5 The anonymous and personal OV-chipkaart

Besides the disposable OV-chipkaart, there are two other kinds of cards available: the anony-
mous and the personal OV-chipkaart. The difference between both is that in the personal
OV-chipkaart, tickets which are personal can be loaded, like a ticket for unlimited travel dur-
ing a month, or for benefits relating to age. [TLS08]. Both card are physically the same, they
are both based on the Mifare Classic 4K chipcard. At the time of the design of the card, this
card was chosen because it was considered safe and because it is widely used in access control
and in public transport systems in London, Hong Kong and others.

In the rest of this section I will explain the working of the OV-chipkaart briefly. After
that I will discuss the way the Mifare Classic and thus the OV-chipkaart is hacked. First in
part 15.5.2 the analysis on the hardware done by K. Nohl and H. Plötz[NP07b]. They sliced
the chip and analyzed pictures of the chip. In part 15.5.3 I will describe the analysis of the
authentication protocol. And in part 15.5.4 the CRYPTO1-cipher is analyzed and recovered.
The analysis of the authentication and the CRYPTO1-cipher was done by a group of scientist
from Nijmegen.[GdKGM+08].

15.5.1 Working of the anonymous and personal OV-chipkaart

The OV-chipkaart consists of a plastic card with the size of a credit card. The card contains
an antenna, built from 4 loops of wire along the edges. This antenna is connected to the
Mifare-chip. The card doesn’t have a power source, the power needed for the chip to operate



132 Safety of the dutch OV-chipkaart

Casus 15.2: From photo to chip layout

Here on
the left you
see one of
the actual
photo’s from
the Mifare-
classic chip.
What you
see, is a lot
of cells which
all represent
a logical

gate. Nohl and Plötz figured out that there were about 70 different cells, after that they
used machine recognition software to process the rest of the chips. Because this process
is very error-prone, they reduced the area of the chip to be analyzed. They looked
at interesting parts, like strings of flip-flops (probably registers), XOR-gates (almost
exclusively used in cryptographics) and cells that are sparsely connected to the rest of
the chip. Using this, they were able to unveil the structure of the chip. A schematic
figure is drawn here on the top right. Source of the pictures: [NP07b]

is obtained from the radio waves from the reader. In fact, the Mifare-chip boots every time
it comes near a reader.

In the manufacturer’s documentation, not all details about the operation of the card are
disclosed. The anti-collision and the card selection process is known to be compliant to the ISO-
14443-A standard, after that all communication is done with encryption using the proprietary
CRYPTO1-cipher. This cipher is kept secret by NXP (the manufacturer), however it is known
that it uses a 48-bit secret key. Knowing only this information, this is already contradicting
the former claim from NXP that this card is safe. In 1998, scientists have shown that a
brute force attack on a 56-bit secret key is feasabe (attacking the DES-algoritm), so a 48-bit-
algorithm is expected to take only 1

28 = 1/256 part of this time. And keeping the design of the
CRYPTO1-cipher secret, NXP acted against Kerckhoff’s principle[Ker83]. Keeping a cipher
secret prevents it from review by experts on cryptography, so it is more likely that the cipher
has flaws in it. Furthermore, the security could be compromised when the cipher become
known. Keeping only the key secret should be sufficient in a well designed cipher.

15.5.2 Hardware analysis of the Mifare Classic

In a presentation on the 24th Congress of the Chaos Computer Club in Berlin[NP07b], K.
Nohl and H. Plötz showed how they discovered the working of the Mifare Classic chip by
hardware analysis. They extracted the chip from a card, put the chip under a microscope
and took a photo. Then they sanded of a slice from the chip and took another photo. After
that, they analyzed the photo’s. See for more details of this process in casus 15.2. In their
presentation they only showed a global view of the structure of the chip, but they claimed to
have full knowledge of the structure.

What they showed in the presentation was that the Random Number Generator used in
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Figure 15.3: The Hitag2-cipher

the card and the reader are based on a 16-bit Linear Feedback Shift Register. The reader
generates the same random numbers after powering up, the card generates a random number
that is dependent on the time from the boot, but the sequence of random number will repeat
every 0,7 seconds.

They also discovered some structural weaknesses in the cipher, so that it becomes likely
that an attack can be done much faster than a Brute Force Attack. (For the BFA they showed
hardware to do that in one week using only $100 worth of electronics).

15.5.3 Analysis of the authentication protocol

When the communication with a Mifare Classic card begins, it starts with the anti-collision-
protocol and selection as in ISO 14443-A. After that, the communication protocol is propri-
etary. The manufacturer’s documentation describes the authentication protocol that follows.
It is a 2-way challenge-response protocol.

The reader sends an authentication request to the card, which responses with a challenge,
a nonce nT . The reader answers with a challenge to the card nR, followed by the answer to the
challenge of the card, aR. The card finishes the authentication by sending its answer aT . Only
the nT -value is unencrypted, the rest is XOR-red with the keystream from the CRYPTO1-
cipher, which is initialized using a secret key K, uid (the card’s ID), nT and nR when it is
available.

In this phase, one weakness is that the random number generator generates 32-bit random
numbers, but only 216 values are possible because of the 16-bit LFSR. And one flaw in the
implementation was discovered: if the card doesn’t answer in the last step, the reader will
send a halt-command, encrypted with the next 32 bits of the key stream. Because the halt-
command is known, 32 bits of the key stream can easily be recovered and makes a Known
Plaintext Attack on the CRYPTO1-cipher possible.

15.5.4 Analysis of the CRYPTO1-cipher

Using knowledge from Nohl and Plötz[NP07b], the investigators knew that a LFSR was used,
followed by some sort of filter-function. The structure of the LFSR could be derived from the
data that was in the presentation of Nohl and Plötz[NP07b], so ’only’ the filter function is to
be discovered.

To be able to make an educated guess about the structure of the filter, the investigators
looked at the Hitag2-cipher, of which the design is known. In figure 15.3 the structure is
shown.
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Figure 15.4: The CRYPTO1-cipher

The first step of the analysis is to determine which of the 48 bits of the LFSR are used in
the filters. Using the knowledge of the authentication, the investigators were able to influence
the initialization of the CRYPTO1-cipher. Theoretically this could not be done for the whole
48 bits of the CRYPTO1-cipher because nT (the part that could be used to influence) is only
32 bits wide. But fortunately (for the investigators) the reader usually accepts nT ’s which are
48 bits wide. After a lot of tests, they discovered that bits 9, 11, 13, 15, ... 47 were used. At
this point, the first similarity with Hitag2 appeared: both have 20 bits which feed the filters.
Assumed was that these are fed into the first layer of filters in groups of 5, and the outputs of
the first layer are fed into the filter on the second layer. After changing every bit one-by-one
and looking at the results, it turned out that this assumption was true and the filter functions
could be recovered. The CRYPTO1-cipher was known.

What we know, is that the CRYPTO1-cipher initial state is the secret key K, after that
nT⊕ uid is fed into the LFSR. Af last, nR is fed to the LFSR. During authentication, nT
and uid are sent unencrypted and can be considered known. nR is also known because it is
dependent on the amount of random numbers the reader has generated before. The part we
have to known is K.

Using the knowledge of the cipher, the next step is to recover K. We know a part of the
output of the cipher and part of the input, so what we should do is to roll back the LFSR to
the time of initialization witk K. Fortunately for us, there are some weaknesses in the cipher,
which makes rollback feasible for us. But first we have to know the state of the LFSR at one
moment.

To know the state of the LFSR at a moment, we use the fact that we can choose the nT ,
which is directly fed to the LFSR. We use the fact that there is a nT of form 0x0000XXX0, which
leads to an LFSR state of form 0xYYYYYYYY000Y after the feed. After feeding nR the state
becomes 0x000YZZZZZZZZ. The 64 bits of keystream after this can be acquired by stopping the
communication, we know that the reader then will send the halt-command. Our approach is
now to summarize all pairs (lfsr, ks) with lfsr a state of the lfsr of form 0x000XXXXXXXXX
and ks the 64 bits of keystream belonging to that lfsr. This is a table with 236 items,
consuming about 256 GB of memory. Then we try to authenticate 4096 times with all possible
values of nT of form 0x0000XXX0 and look them up in the table. If the 64 bits of recovered
keystram is in the table, we know the state of the LFSR after the feed of the nR in this case.

Using this knowledge, we can start rolling back the LFSR. First we have to overcome the
feed of the unknown nR. For this we use the fact that the leftmost bit (but 0) is not used in
the filter. Rolling back one step makes it possible to recover one bit of nR. This is repeated
31 more times, then nR is recovered. After that, we get 32 bits of known plaintext, so rolling
back is easy. Then we repeat the procedure 48 times to acquire the bits of K.

The table is of size 236, but we can exploit the fact that the imputs to the filters are evenly
spaced on the odd bits from 9 to 47. In section 6.3 of their article[GdKGM+08], the Nijmegen
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investigators show how they can reduce the size of the table to one or two tables of size 219,
which is about 4 MB for two tables.

In these recoveries of K, we presume that we acquire 64 bits of plain text. But if the readers
are fixed so that they don’t send the halt-command anymore when the tag doesn’t respond,
after one round of authentication, K is restricted to 65536 possible values. Another authenti-
cation typically filters out the correct K. According to the investigators, this procedure can
be done in about 0,1 seconds, using only 8 MB of memory.

Using the knowledge of the CRYPTO1-cipher, together with the initial state we can decrypt
the whole communication between card and reader. The next step is to read data from the
card. For each memory block, a separate key is stored on the card. Reading this secret key
gives a bitstream of all zeroes, another weakness in the card. Using this, and the fact that
the contents of some other areas of the card are known, the investigators showed[dKGHG08]
that they were able to read and write all memory (except for the secret keys) of the card,
compromising the security of the card.

Summary and Conclusions

For the disposable OV-chipkaart, it is shown that the Mifare Ultralight card that is used
offers only little security. The attacks shown are not possible anymore because they have been
fixed in the reader software, but it is still possible to mimic a disposable card and travel for
free.

For the OV-chipkaart that is based on the Mifare Classic card, the discovery of the
CRYPTO1-cipher and the way to attack this makes it possible to decrypt all the communica-
tion between the card and the reader.

Using the methods described in section 15.5.2, we know everything about the CRYPTO1-
cipher and know the initial state and all the bits it will generatie. This makes it possible to
decrypt all the communication and to read and write the whole card, thereby compromising
the security of the card.

Experts think that NXP could have known this, because at the time of design, a few
basic mistakes were made. Kerckhoffs already warned in 1883 not to rely on secrecy of the
algorithm to keep information secret, and in 1998, a 56-bit key has been Brute Force Attacked
succesfully, so the 48-bit key of the Mifare classic cannot be considered safe. The secrecy of
the algorithm made it impossible to have it reviewed by experts, which resulted in a list of
flaws making the encryption even weaker.

On the OV-chipkaart website, an interview is shown where the consequences of this attack
are underestimated[Spo08]. They will compensate victims of fraud with the OV-chipkaart and
they refer to the TNO-report[TNO08b], where is stated that an attack is unlikely, because
much time and money is available and the profit is limited. This has been proven wrong as
shown in this chapter.

In my opinion, the Mifare Classic card is not safe enough to be used for public transport.
A card containing a year-subscription for all public transport represents about 5000 euros,
along with privacy-sensitive information. This information can be read and possibly been
copied to another card. The dutch government and the public transport companies should
choose for a card using a well-known cryptography algorithm, which is widely regarded as safe,
such as RSA or AES. Just ignoring the security issues and refunding all victims doesn’t solve
the problem.
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