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Abstract

While we see a lot of flash memory devices around us, such as memory sticks and memory cards, they
have not yet replaced storage inside computers. While flash memory does have some strong points, they
are also quite expensive which keeps them from entering main market. However in certain small areas of
computing they could be very useful, such as in databases. This paper tries to give an overview on what
tasks in databases this flash memory, or solid state disk as a more general technique, is applicable.

1 Introduction

Nowadays we see a lot of memory sticks and mem-
ory cards for photo camera’s and such, but so far
we have not found them in our computers, except
for in some very small laptops. The main reason for
this is the very high price of this flash memory com-
pared to traditional hard disk drives. However for the
database community, prices are not the only things
that matter, they have the responsibility to disclose
large amounts of information to users in a fast way.
If the amount of data gets big enough, the possible
speed-ups from flash memory could justify the hefty
prices.

This paper tries to identify areas in database com-
puting where flash memory (or better said Solid State
Disk, as I will shortly explain) are useful. Because
this is an overview paper, I will remain at a high level
so I can sketch the interesting topics without getting
lost in details. Also we try to find some points where
further research is needed. The first section will ex-
plain the physical characteristics of Solid State Disks
and compare these the traditional Hard Drive Disk.
In the second section I will identify some areas of
database computing where Solid State Disks can be
useful, and I will end this paper with some sugges-
tions for further research.

2 Characteristics of Solid State
Disks

First of all, I mentioned that flash memory is not a
good name. This is because flash memory is only
a part of the story. Solid State Drives have two
branches, the first called NAND flash memory, the
second is RAM based memory. The latter is even
more expensive then the first and has a major draw-
back in that is needs power to hold its contents. This
makes this RAM, although it is the fastest of the two,
unsuitable for database computing as one would need
a perfect power backup [7]. Flash bases SSDs do not
suffer from this problem, data remains intact after a
power loss, just as traditional hard disks.

2.1 Strong points of Solid State Disks

Traditional drives have a quite high latency compared
to SSDs, because the mechanical parts of hard disk
drives need to be set in motion before data can be
read. As SSDs is built from electronic components
only, it does not have the delay of moving components
[5]. However SSDs are not completely latency free,
because the SSD controller still needs to map logical
addresses to physical addresses. Also SSDs are good
at random reads, so data fragmentation is not really
a problem as it is on traditional databases. Again
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the reason here is that it costs approximately lineair
time in disk size to access any data on SSDs, whereas
traditional drives need time depending on how much
the platters and disks need to move. Throughput,
which is important when dealing with transferring
large amounts of data, can be quite high for certain
SSDs. While conventional disks are well known to
stick mostly to IDE or SATA, SSDs can be hooked up
via PCI Express [6] (a factor 300 faster then SATA)
or via fibrechannel or other high end solutions for
even higher performance [8].

Also due to a lack of mechanical components the
disks are very reliable, which means that they have
lower maintenance costs. And the list of strong points
goes on: while errors are detected at read time in tra-
ditional disks and thus rendering the data lost, SSDs
detect errors at write time. This allows the disk man-
ager to write the data to another section on the disk,
so data is almost never lost. The only possibility for
SSDs to have data loss is excessive inference or power
fluctuations, but with a good power plan this is not
an issue. Another advantage is lower power consump-
tion by most models, which is not crucial to the core
of database computing but becomes increasingly im-
portant with the discussion about the footprint of
computing on the environment.

2.2 Weak points of Solid State Disks

However as is with every thing, every advantage has a
disadvantage. This also goes for SSDs, and the main
drawback is poor performance on small writes. This
is due to a large block size of flash memory, so every
write has to first delete the entire block which is a
time-consuming operation, and then write the block
back with the updated date. The smaller the data,
the more data gets erased and written back without
need. This relates directly to an already know prob-
lem in conventional drives: random writes are bad,
but in SSDs they are often even worse then hard
drives. In the case of large sequential writes, hard
disk drives sometimes even outperform SSDs. Other
disadvantages include limited size and limited erase
cycles. The first disadvantage is expected to dimish
over time, as size is predicted to grow rapidly in the

coming years. The problem of limited erase cycles is
dealt with by the disk controller, which spreads writes
evenly over the cells by employing wear-levelling.
Some manufacturors have even gone a bit further,
and guarantee at minimum five year lifetime as long
as no more then 20 GB (in case of heavier use, the
disk lowers performance to minimize wear) is written
to disk per day [1].

3 Applicable areas for SSDs

In this section I will explore the possibilities for SSDs
to replace HDDs. Taking the previous strong and
weak points into account, there should be a few areas
where SSD usage is justified.

3.1 SSDs in Online Transaction Pro-
cessing

Although there has not been much research into SSD
in databases, some results are already available. It
is obvious that for large databases the size of SSDs
are too small. However Lee and others [4] have sug-
gested that SSDs could be use for other aspects of
query processing. Besides accessing and updating the
actual storage of the tables and the indices, a typi-
cal OLTP database also has a transaction log and a
temporary storage for intermediate results of sorting
or joining. They conducted an experiment with a
database which is kept in main memory, except for
the transaction log, which is written to an SSD. This
seems a bit contradictory with the drawback of SSDs
in small writes. The authors however negate this ef-
fect in several ways. At first they state that if you
equip a SSD with a small amount of RAM as cache
(like HDD generally have) and a battery, you could
write to the cache and let the drive propagate it to
disk whenever the cache is full or the drive is idle. If a
power failure occurs, the battery will provide enough
power to savely flush the cache to disk. This is of
course only part of the story, because under heavy
use the cache will overflow and the problem of slow
writing of small amounts of data returns to visit us.
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That is why the authors take another approach,
which basically breaks down into accumulating
enough transactions that want to commit. That way
we write the log data of all these transactions to disk
at the same time and then let all transactions com-
mit, so we write a block at a time, and have no prob-
lems with small write slowdowns. Test results con-
firmed the authors insights and the CPU became the
bottleneck of the performance, instead of the disk.
I have however a bit of sceptiscims towards the re-
sults of these authors, because I am wondering what
would happen to performance if the database would
not fit on main memory anymore. As we argued,
SSDs are not useable for storing the data because it
is too much, so in reallife applications the database
will not fit in main memory. Due to the limited size
of SSDs, the tables will be stored on HDDs for quite
a while, and I am really critical as to the performance
gain that using SSDs instead of HDDs for transaction
logs will achieve.

Also the authors propose using SSD for storing
intermediate results. They identify two main types
of algorithms that produce and use this intermedi-
ate data: sort-based and hash-based algorithms. Be-
cause there has already been a lot of research into
these algorithms, both have predictable access pat-
terns [3]. Sort-based algorithms generally divide the
data into smaller chunks which they sort in memory
and write the results back to disk (sequential write).
They then read parts of these sorted runs and write
the sorted results back to disk (random reads followed
by sequential writes). On the other hand, hash-based
algorithms usually first partition the data to buck-
ets (random writes) and then read the bucket for
the results (sequential read, might have some post-
processing which only results in sequential writes).

However when put to the test, Lee and others [4]
discovered that at least a commercial database sys-
tem has the same (!) access pattern for both sort-
based and hash-based algorithms, they both have the
access pattern that was predicted for sort-based algo-
rithms. As they state this is indeed very strange and
contradictory to long-used assumption that these al-

gorithms should have complementing access patterns.
While they go on and try to explain why this is so,
this common access pattern only favors SSD, because
the access patterns used (sequential writes and ran-
dom reads) are the patterns were SSDs excel. The
only downside here could be that SSDs have a shorted
lifespan when many writes are performed, but on the
other hand some manufacturors give already 5 year
guantees. Also for some heavy-duty databases, the
speedup might just be plain necessary to keep per-
formance at a reasonable level.

3.2 SSDs in Decision Support Sys-
tems

The thoughts I express in this section are not a follow
up on existing research, as I could not find any paper
which addresses the usefulness of SSDs in Decision
Support Systems. However I unfortunately lack the
hardware to put some of my thoughts to the test,
so the reader might regard this section as a call for
further research and experiments.

As Boncz and others have proven [2], there defi-
nitely is a case for main memory databases within
the field of decision support. One thing already is in
favor of SSD here: the data used is often a snapshot of
another database, so there are little or no updates be-
sides a refresh with a new snapshot. This means (al-
most) only sequential writes, but the database might
have random as well as sequential reads. Now in
conventional decision support systems, as Boncz and
others [2] have observed, the main access pattern is
accessing a small number of colums for every row in a
database table, and therefore they design their phys-
ical storage to match this access pattern as a hori-
zontally fragmentated table. Here already might lie
a small advantage for SSDs: if the fragmented data
might not fit in the database due to large volume
queries, some parts could be temporarily be stored
on SSDs to allow probing the rows for data matching
the selection criteria. However this is justified only
for very heavy duty databases with a lot of large vol-
ume queries: normal use and a good horizontal frag-
mentation allows all rows to fit in main memory.
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Another problem that is focussed by all decision
support systems in general, is the problem of re-
freshing the database with fresh data from the live
database. This could be done as a big bang, by
simply shutting down the decision support database
and pulling over all data. If the volume is however
too large and the demand on the decision support
database too big, then this will not work. The other
method then would be incremental updating, while
keeping the data intact. While it is already challeng-
ing to keep the database intact, this could be done by
writing for the new versio of a table to the disk of the
decision support database, and when ready commit
to put the old one out of order. Even more sub-
tle schemas could be invented where some new rows
are added and on commit some superfluous rows are
moved to an archive. My point here is that the more
subtle these schemas, the more fragmented your data
gets. On traditional hard disk drives, one would need
to periodically rebuild the database to counter the
affect the high fragmentation has on data. However

this is not necessary with SSDs as they excel at ran-
dom reads that stem from following these chains mak-
ing up a table. One small remark should be made
here: while it seems a nice use of SSDs, these subtle
schemes are often only needed when the system has
to handle large amounts of data. SSDs have unfortu-
natly not reached capacities high enough to be able
to accomodate these large volumes, but as capacities
are expected to increase rapidly in the coming years,
this problem could soon be solved.

4 Conclusion

In this paper I described the characteristics of Solid
State Drives, such as low latency but poor small-write
performance, and I compared these characteristics
with traditional Hard Disk Drives. Then I showed
some results from literature investigating on what
areas SSDs might already be useful, where I also
thought aloud at further areas of research on the sub-
field of SSDs for Decision Support Systems.
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