
Distributed Programming assignment http://www.cs.uu.nl/docs/vakken/gdp/Prakt/treeroamer.html

1 of 5 2/19/2007 13:47

Distributed Programming assignment

Basic information

Name: tree roamer
Course: Distributed Programming
Version: first assignment, course year 2006/2007
Form: do the assignment in pairs
Programming language: Java version 1.4.x or 1.5
Deadline: October 6, 2006, 15:00 hours
Submitting this assignment: gdp-1 [Go to Submit now]

Before you start to program, read this entire assignment.

Always include in your submission all your source files and a README file which describes the global
structure of your program. Your documentation may be written in English or Dutch; that is up to you. Each
file (both source and documentation) should have both names and student numbers of the students 
responsible at the top. As a matter of course, your program should work, the source code should be readable,
intelligible, well-structured, commented, nicely layouted and all of it the work of the students in the team.
Both members of the team have to do an equal share of the work, and should be able to explain all the code in
detail, and do so if requested by the practice leader.

An additional aspect of your documentation for this assignment is a detailed description of the protocols you
have implemented for making sure that all the operations can live side by side without endangering the
consistency of the data structure, and how you handle the locking of parts of the tree. Without this desciption
it will be practically impossible to judge your assignment, so be sure to include it!

All source code is submitted to a fraud checker. This fraud checker also checks your program against
submissions for this assignment in earlier years. You have been warned!

Your grade is 0, or a number from 3 to 10. The grade 0 will be given if fraud is detected, or if your program
is not a serious attempt at making the assignment. Occurrences of fraud will be reported to the exam
committee.

We want to avoid students using predefined classes from the Java API that greatly simplify the work done for
this assignment. When in doubt consult the practice leader. For the interface, at least, you can use what you
like as long as it is part of the Java API.

Practical assistance is available for this assignment. Consult the education website for more information.
General questions about the practical assignment and grading can be sent to the practice leader Piet van 
Oostrum.

Purpose of this assignment

The purpose of this assignment is to let you experiment with various concepts introduced in the course
(critical sections, semaphores, threads and monitors), in the context of synchronization on shared
datastructures. You also have to implement a user interface to gain insight into the workings of your
program.
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The global idea

Basically, you have to implement a data structure, a binary search tree, in which each node carries an integer
value, and that can be shared among many threads. It can be queried, and changed in more than one way. The
new element is that each operation should lock as little as possible of the data structure. Contrary to what you
may be used to, we are not satisfied with forbidding access to an entire tree if a new value is being inserted
somewhere in a leaf. For instance, we should be able to have an unlimited amount of query operations in the
tree, an add operation in the left subtree of the root should (usually) not influence queries on the right subtree
of the root, and so on (more details on this later). Based on the definitions of the operations that you need to
support you have to devise protocols for each operation, so that the concurrent execution of arbitrary
numbers of each operation keeps the tree in a consistent binary search tree form.

The tree operations

Your program should support the following operations.

Querying: given an integer value and a tree returns true if the value is in the tree. Your implementation
should support an unlimited number of queries to move around freely as long as no other operations are
active in the tree (the 'freely' excludes some synchronized administrational tasks to support the other
operations efficiently; some more on this later).
Insert: add a value to the tree, even if it exists. Make sure you maintain the binary search tree property.
Inserting and querying at the same time might give race conditions, meaning that due to scheduling of
the operating system, an insert of the value 2 is started, half completed, then a query for 2 is started, the
value can not yet be found, the query returns false, and only then the value is added to the tree. Such a
situation can arise, and importantly: it's okay. You do not have to implement means to prevent such an
event. As long as every operation that is ever started ends after fulfilling its promise, and every
operation leaves the binary search tree property intact, we are happy.

The insert operation has a single parameter: the value to insert. It is best to choose this integer value
randomly (within a certain interval). This applies similarly to the query operation.

Balancing: a drawback of simply adding vertices to binary search trees is that the order in which values
are added determines the form of the resulting tree. In the worst case, e.g., adding them in sorted order,
the binary tree deteriorates to a list. This is not a good thing, since querying and inserting are linear in
the depth of the tree. Obviously, we prefer the depth of the binary tree to be as small as possible for a
given number of nodes in the tree. Theoretically, a depth logarithmic in the number of nodes is the best
we can do.

A balancer can be thought of as a process (thread) which starts at the root, and goes through the tree,
usually in a left-to-right fashion to discover parts of the tree that need balancing. (I invite you to
experiment with two forms of balancer one going right to left, the other left to right.) If it finds an
unbalanced subtree, it balances that tree optimally, and continues its traversal of the remainder of the
tree. A balancer never enters a subtree that it has just balanced. In the following paragraph, we shall
see this is not necessary and only a waste of time.

In this assignment we use weight-balancing [see page 376 of Introduction To Algorithms, Cormen,
Leiserson and Rivest, MIT Press, 1994]. For a value 1/2 ≤ α < 1, we say that a node x in a tree is
α-balanced if size(left(x)) ≤ α *size(x) and size(right(x)) ≤ α *size(x). Here left(x) and right(x) refer to
the left and right subtree of x respectively, and size(x) denotes the total number of vertices of the
subtree of which x is the root. The balance operation simply looks at the nodes of the tree in turn and
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when it finds a node, say y, which violates one of the two conditions, it transforms the subtree of which
y is the root into a 1/2-balanced tree. This operation can be done 'efficiently' by putting the values in
the subtree into an temporary array and subsequently building a 1/2-balanced tree from this array
(Hint: binary search), after which you can replace the old subtree with the balanced one (with objects
being references in Java, it is not as if you actually compute a complete clone of the information in the
old subtree; if you do it well, the only thing that happens is that the child links to nodes are changed.).

To be able to efficiently decide which node is unbalanced, it may be useful to store some extra
information in the nodes, which should be kept up to date, if necessary, by each of the operations. It is
up to you to decide what to store and how to keep it up to date and consistent. For instance, to
determine the balance of a node, you need access to the weights of the subtrees, and it is best if each
node contains this value and all the operations keep them up-to-date (Hint: try to avoid that you have to
lock the entire path from the root down to a leaf when you perform an insert.)

Finally, the balancer operation has a parameter dist, which indicates that only subtrees, the root of
which are at a distance of at least dist, may be balanced. If this value is zero, then a balancer may
rebalance the tree as a whole, but if the value is one, then only subtrees rooted by a node below the root
of the tree may be balanced (as always subject to the unbalanced conditions described earlier). Setting
this value to four or so, makes sure that balancers do not always consider the root, find it unbalanced,
and then balance the root, after which there is not anything left to do and while balancing the tree as a 
whole, no other operation can be supported. Use for this value a final int dist = ..; that can be 
set in your program via a change to the source code (if you like, you may also add it to the user
interface described below, but that it is not necessary).

A final note on this part: from a distributed computing point of view, the most important aspect of your
program is how you handle the balance between the elegance and efficiency of your locking protocols, and
the amount of concurrency that you support.

Mutual exclusion

Mutual exclusion should be implemented using the monitors and locking mechanisms of Java. Busy waits are
ABSOLUTELY FORBIDDEN. The use of sleep is only allowed for the animation as described below.
You are not allowed to use deprecated methods of the Thread class.

Some hints about the protocol

The difficult part of the assignment is to come up with a working locking mechanism. In this section, we give
a few hints in this direction.

The balancing operation can thoroughly reorganize the structure of a subtree. Consider a node v in your tree
for which the weights of the subtrees is such that your balancer indeed decides to rebalance. The first thing
you do is to request permission (implemented using some underlying locking mechanism from Java) to
perform the balancing. Acquiring such a lock has two consequences: when you have the lock you want be
sure that no new insert/balance or query operations enter the subtree you are going to balance, and just as
importantly: you have to be sure that when you acquire the lock, that all the inserts and queries that roam
around in the subtree have finished their work. This implies some kind of administration in the nodes about
how many operations are at work in each subtree, and each operation must make sure it changes those values
correctly.

Basically, what the protocols for each operation amount to, is to specify an entry and an exit protocol, each of
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which describes which lock(s) should be acquired, and what other values (which are likely to be part of the
Node) need to be changed.

We close this section with a question: if a balancer balances the subtree of which v is the root, is it enough to
lock only that subtree?

Animation and user interface

We want everything that happens to be displayed as an interactive animation on screen. This means that you
shall have to implement some form of graphical tree, and show how the operations move through the tree and
where the locks are (using colours for instance). This may take a bit of work, but as a reward it not only looks
nice, but also should give you an idea whether your solution works at all. Additionally, try to include any
administrational data that the operations keep up-to-date in the graphical representation as well.

Make sure you include various buttons to start (and restart) the simulation, and to allow the user to govern
how many operations and of which type enter the tree (a button for each operation perhaps?). In the case of
add and query, the value that is added or queried for is best randomly chosen (you may assume values in the
tree are between 0 and 99).

Make it possible to slow down the operations in the tree, so that you can follow how they proceed. Include a
text field to let the user decide what is his preferred delay. Where you actually use an actual delay is up to
you, as long as the animatation gives enough insight into the workings of your program.

Because you need to visualize the tree on screen, the tree can never grow to become very big. Experiment a
bit what does and does not fit, and then include this maximum into your program (in a nicely structured way,
see next section). Thus try to avoid spending much time on these aspects of the animation. However, to be
able to view the working of your algorithms, make sure you do not make the parts of the tree (nodes, edges)
so large that you can handle only very small trees.

We use the animation to keep track of the workings of the program. However, to be able to draw the tree, it
seems sensible to lock the entire tree before drawing. This however would hamper the workings of your
operations, and the animation is only meant to give you an idea of the workings of your protocol (like a
debugger). Thus the animator thread should access the entire tree structure without synchronisation. Since the
animator has no business changing the tree, we can only obtain momentarily incorrect views of the tree: the
tree itself should continue to be a valid one. If your program sometimes crashes only because of this unsafe
method of drawing the tree, then this will not be held against you.

Program structure

We expect well-structured code in a well-structured program. This means: consistent indentation that
enhances the structure of your code, intelligible identifier names, the use of final variables for constants in
the program, and so on. The program should be easy to understand (beware of overgeneralizing your solution
when this hampers understandability), supported by good high-level documentation on the architecture of
your solution. Pay attention to this aspect, because it is important for your grade: we do not simply test your
program, but also 'read' the code to see if it should work. If we are unable to understand it, this lowers our
trust in your solution, and thus your grade.

General hints

The following might be a sensible way of tackling this assignment: start by making a non-synchronized
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version of the program, build the user interface, add locking of the tree as a whole to experiment somewhat
with animating the operations on the tree, and then refine the protocol for the various operations to allow
more concurrency. This way, you should have a running version soon and you can see the outcome of your
changes to the protocol.

Be very careful with distributed programs: they often look correct and run correct, hundreds of times even,
but the umpteenth time they might go wrong, usually because assumptions have been made (implicitly) about
the way the operating system works, but as it turns out, it does not work. It is always a good idea to test your
program both under Windows and Linux.

When testing add debug statements, which also include information about the identity of thread which
generates the message. For instance, it is wise to print a message when a thread terminates.

Being able to toggle debugging on and off is always good to have. Like this (here the variable id contains the 
identification for this thread.)

    final boolean DEBUG = true;
    
    public void debug (String s) {
      if (DEBUG) {
         System.out.println(id+": "+s);
       }
    }
    ....
    debug("thread is running");
    ....
    

Make sure your program is really concurrent. For instance, if all you do is call run() instead of start() in all
the threads, then the result might be fine, but the program is not concurrent.

Good luck and have fun. Piet van Oostrum.


